
2
Motion Planning Paradigm

To address the wide variety of challenges in robot motion planning,
researchers have developed a range of planning strategies that differ
in how they represent the problem, handle uncertainty, and incorpo-
rate prior knowledge or learning. These approaches can be grouped
into six core paradigms, each reflecting a distinct computational phi-
losophy. Some rely on discrete search and algorithmic rigor, while
others leverage randomness, optimization, or experience to generate
feasible and efficient motions.

The rest of this chapter introduces these six paradigms: search-
based planning, sampling-based planning, optimization-based planning,
reinforcement learning, imitation learning, and planning as inference. For
each, we explain the underlying principles, highlight key algorithms,
and discuss their strengths, limitations, and practical use cases.
Together, these paradigms form a conceptual map for understanding
and navigating the motion planning landscape.

2.1 Motivation: Why So Many Planners?

As robots continue to take on more sophisticated roles in diverse
environments—from autonomous vehicles navigating crowded city
streets to surgical robots operating with sub-millimeter precision—
motion planning has become increasingly complex and specialized.
This complexity arises from three major sources of variation: task
goals, environmental conditions, and robotic system constraints.

Diverse Goals

Robots are deployed across a wide spectrum of applications, each of
which imposes unique planning priorities. For instance, a delivery
robot operating in an urban environment may prioritize efficiency and
energy consumption, optimizing its route to minimize delivery time
and battery usage. In contrast, a rescue robot navigating a collapsed
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building must focus on robustness and the ability to handle dynamic,
partially known environments, where obstacles and terrain can change
unpredictably. Meanwhile, humanoid robots working in human-
centered environments?such as customer service or home care must
generate smooth, natural-looking motions to ensure safety, comfort, and
social acceptance.

As these examples illustrate, the success criteria for motion plan-
ning differ significantly depending on the task. Some applications
emphasize optimality and precision, while others require reactivity,
safety, or adaptability to change. A planner suited to one domain
may be poorly equipped for another, highlighting the need for di-
verse planning strategies.

Diverse Environments

Robots must also operate in a wide variety of environments, each
presenting unique planning challenges. These range from static
environments–such as warehouses with fixed layouts–to highly
dynamic ones like public roads, where obstacles and conditions
constantly change. Some environments are fully known and can be
pre-mapped, while others are unknown or only partially observable,
requiring online mapping and decision-making.

Dimensionality is another key factor. Simple wheeled robots may
operate in low-dimensional configuration spaces, such as 2D maps.
In contrast, humanoid robots and articulated manipulators often
operate in high-dimensional spaces involving many joints and con-
straints. A planning algorithm that performs well in a compact 2D
workspace may fail entirely when extended to a 7- or 30-dimensional
configuration space.

Each type of environment places distinct demands on the planner.
A method suitable for navigating a clear factory floor may not gen-
eralize to a cluttered household full of moving humans and narrow
passageways. Planning systems must therefore be tailored or at least
adaptable to the complexity and uncertainty of the operating context.

Diverse Physical Constraints

Motion planning must also account for the physical constraints of
the robot itself. Holonomic robots, such as certain omnidirectional
platforms, can move freely in any direction. These are comparatively
easy to plan for, since their kinematics impose fewer constraints. In
contrast, non-holonomic systems, such as cars or wheeled robots with
steering limitations, cannot change direction arbitrarily and require
planners that respect their restricted motion capabilities.
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Legged robots face a different set of challenges. They must coor-
dinate multiple limbs to maintain balance, avoid falls, and adapt
to irregular terrain. Meanwhile, manipulators such as robotic arms
must plan within high-degree-of-freedom joint spaces while avoiding
self-collisions and singularities.

Each robot type introduces unique planning complexities. Effective
planners must consider the underlying kinematics, dynamics, and
constraints that govern the robot’s movement. This not only affects
the feasibility of trajectories but also their smoothness, safety, and
efficiency.

No One-Size-Fits-All Solution

Due to these variations, no single motion planning algorithm can
perform well across all settings. An approach that is theoretically
optimal may be too slow for real-time tasks. A fast heuristic may
work well in open spaces but fail in cluttered environments. Some
methods rely heavily on training data, which may not be available or
generalizable.

Over the years, the motion planning community has developed
a wide range of algorithms, each optimized for different classes of
problems.

Emergence of Six Major Paradigms

To make sense of this diversity, we categorize planning algorithms
into six major paradigms:

1. Search-Based Planning: Discrete pathfinding over graphs or grids

2. Sampling-Based Planning: Random sampling to explore high-
dimensional spaces

3. Optimization-Based Planning: Continuous optimization of trajec-
tory cost

4. Reinforcement Learning (RL): Trial-and-error learning through
interaction

5. Imitation Learning (IL): Learning from expert demonstrations

6. Planning as Inference: Probabilistic inference using learned priors

Emergence of Six Major Paradigms

Given the diversity of robotic systems and planning scenarios, no
single planning method can address all challenges effectively. To
better understand this landscape, we categorize the major approaches
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to motion planning into six paradigms. Each reflects a different
computational philosophy and offers distinct trade-offs in terms of
efficiency, generality, and data requirements.

1. Search-Based Planning: These methods discretize the configura-
tion space into a grid or graph and then use systematic search al-
gorithms (e.g., Dijkstra, A*) to find a path. They are well-suited for
environments that can be easily represented as occupancy maps,
especially for mobile robots in known 2D or 3D environments.
Search-based methods offer strong guarantees of completeness
and optimality when paired with appropriate heuristics, but scale
poorly with increasing dimensionality.

2. Sampling-Based Planning: Sampling-based planners, such as
PRM and RRT, randomly explore the configuration space without
full discretization. They are particularly effective for robots with
many degrees of freedom or when only a collision checker is avail-
able. These methods trade deterministic guarantees for scalability
and are widely used in manipulation and high-DoF navigation
tasks. While fast and versatile, they often require smoothing or
post-processing due to the suboptimal quality of paths.

3. Optimization-Based Planning: This paradigm treats motion plan-
ning as a continuous optimization problem, where a trajectory is
refined to minimize a cost function subject to constraints. Algo-
rithms like CHOMP, STOMP, and TrajOpt aim to produce smooth
and dynamically feasible trajectories. These methods are especially
useful in environments where an initial guess is available (e.g.,
from sampling or search), and high path quality is desired. How-
ever, they are sensitive to local minima and typically lack global
completeness.

4. Reinforcement Learning (RL): In RL-based planning, an agent
learns to make decisions through trial and error to maximize
cumulative rewards. This paradigm is well-suited for dynamic
and uncertain environments where planning and control must be
learned jointly. RL excels in long-horizon tasks and settings where
explicit models are difficult to construct. It often requires extensive
interaction data or simulation and suffers from challenges in
generalization and safety during deployment.

5. Imitation Learning (IL): IL methods learn planning behavior by
mimicking expert demonstrations. Techniques such as Behavioral
Cloning and Generative Adversarial Imitation Learning (GAIL)
allow the planner to quickly replicate desirable behavior. IL is
advantageous when expert data is available and rapid learning
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is needed, such as in human-robot interaction or teleoperation.
However, IL models are sensitive to distributional shift and can
struggle to recover from errors not seen during training.

6. Planning as Inference: This recent paradigm formulates planning
as a probabilistic inference problem. Instead of finding a single
optimal path, the planner samples trajectories from a posterior dis-
tribution over desirable behaviors. This allows for flexible integra-
tion of learned priors (e.g., from diffusion models or energy-based
models) and task likelihoods. Planning as inference is particularly
useful in scenarios with ambiguous goals, multiple valid solutions,
or where prior experience can guide the search efficiently.

These paradigms reflect different philosophies in planning:

• Model-driven vs. data-driven: Model-driven approaches rely on
explicit representations of the robot and environment, using
predefined models for planning (e.g., search- or optimization-
based methods). In contrast, data-driven methods learn planning
strategies from data, such as demonstrations or interactions, and
are often more adaptable but less interpretable.

Overview of Planning Paradigms

To address the wide variety of challenges in robot motion plan-
ning, researchers have developed a range of planning strategies
that differ in how they represent the problem, handle uncertainty,
and incorporate prior knowledge or learning. These approaches
can be grouped into six core paradigms, each reflecting a distinct
computational philosophy. Some rely on discrete search and algo-
rithmic rigor, while others leverage randomness, optimization, or
experience to generate feasible and efficient motions.

The rest of this chapter introduces these six paradigms: search-
based planning, sampling-based planning, optimization-based planning,
reinforcement learning, imitation learning, and planning as inference.
For each, we explain the underlying principles, highlight key
algorithms, and discuss their strengths, limitations, and practical
use cases. Together, these paradigms form a conceptual map for
understanding and navigating the motion planning landscape.

• Discrete vs. continuous: Some planners operate in discretized
spaces, such as grids or graphs, enabling straightforward computa-
tion and guarantees. Others work in continuous spaces, allowing
smoother, more precise motions at the cost of increased complexity
and fewer theoretical guarantees.
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• Handcrafted heuristics vs. learned policies: Classical planners often
depend on carefully designed heuristics or cost functions to guide
planning. Learning-based methods aim to replace or augment
these components with policies or value functions learned from
data, potentially improving generalization and performance in
complex or unstructured environments.

Each paradigm has its own strengths, limitations, and ideal use
cases—which we will explore in the following sections.

2.2 Search-Based Planning

Search-based planning is one of the most fundamental and histori-
cally influential paradigms in robot motion planning. It discretizes
the configuration space into a grid or graph and uses search algo-
rithms to find a path from a start node to a goal node. This paradigm
forms the basis of many planning systems, especially in mobile
robotics, where environments are often represented as occupancy
grids.

Search-based planning is one of the most fundamental and histor-
ically influential paradigms in robot motion planning. It discretizes
the configuration space (or C-space), an abstract space where each
point represents a unique state (e.g., position, orientation, or joint
angles) of the robot?into a grid or graph and uses search algorithms
to find a path from a start node to a goal node.

Instead of planning in the robot’s physical workspace, we plan
in this higher-dimensional space where obstacles are also mapped
accordingly. This abstraction allows planners to handle a wide range
of robot types and constraints using a common framework. This
paradigm forms the basis of many planning systems, especially
in mobile robotics, where environments are often represented as
occupancy grids. More formal discussion on C-space will be given in
Ch. ??.

2.2.1 Grid and Graph-Based Methods

The environment is typically modeled as a 2D or 3D grid, or as a
graph whose nodes represent discrete robot configurations and
whose edges represent valid transitions between those configurations.
The objective is to find a path from the start node to the goal node
that minimizes a given cost function.

Common search algorithms include:

• A*: A heuristic-based best-first search algorithm that evaluates
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nodes using the function:

f (n) = g(n) + h(n)

where g(n) is the cost to reach node n, and h(n) is a heuristic
estimate of the remaining cost to the goal. When the heuristic is
admissible (i.e., it never overestimates), A* guarantees optimality.

• D*: A dynamic version of A* that allows efficient replanning in
environments that change over time, such as when new obstacles
are discovered.

• Anytime A*: A variant that quickly finds an initial feasible path
and refines it over time. It is well-suited for real-time applications
where planning time is limited.

Advantages

Search-based planning offers several important advantages that make
it appealing for many robotic applications. One of its key strengths is
completeness: it is guaranteed to find a solution if one exists within
the discretized configuration space. Additionally, when used with
admissible heuristics, it can achieve optimality, producing the lowest-
cost path among all feasible options.

The underlying algorithms are often transparent and intuitive,
making them easy to implement, understand, and debug, which
is particularly valuable in educational and prototyping contexts.
Finally, search-based methods exhibit strong determinism, meaning
that they produce consistent results for the same input, aiding in
reproducibility and reliability.

Limitations

Despite its strengths, search-based planning has several notable lim-
itations. First, it suffers from poor scalability in high-dimensional
spaces due to the exponential growth in the number of nodes re-
quired to discretize the configuration space. This makes it less suit-
able for complex robots with many degrees of freedom. Additionally,
it is affected by discretization bias, where the resolution of the grid
or graph can significantly impact the quality and feasibility of the
resulting path.

Another limitation is the lack of dynamics consideration; tradi-
tional search-based planners do not account for the robot’s motion
dynamics or kinodynamic constraints, which can lead to infeasible
plans for dynamic systems. Finally, the generated paths often ex-
hibit unnatural or jagged movements, making post-processing or
smoothing necessary before execution on real robots.
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Use Cases

Search-based planners are commonly used in the following scenarios:

• 2D/3D grid-based navigation for mobile robots: In structured
indoor or outdoor environments, robots often operate on dis-
cretized maps, where search-based planners efficiently compute
collision-free paths on grid representations.

• Global planning in occupancy grid maps: These planners are
widely used for computing long-range, global paths using occu-
pancy grids generated from mapping systems that represent the
surrounding environment of a robot, particularly in autonomous
vehicles and service robots.

• Replanning in dynamic environments (e.g., with D*): Dynamic
versions of search algorithms, such as D*, are suited for environ-
ments where obstacles may appear or change, allowing the robot
to replan efficiently in real time.

• Heuristic initialization or cost estimation for other planners:
Search-based planning is often used to initialize or guide more
complex methods, such as sampling-based or optimization-based
planners, by providing coarse global paths or cost-to-go estimates.

• Educational contexts and theoretical analysis: Due to their sim-
plicity, transparency, and strong theoretical guarantees, search-
based methods are frequently used in robotics education and
algorithm analysis.

2.3 Sampling-Based Planning

Sampling-based planning is a widely used paradigm that addresses
the limitations of search-based planning in high-dimensional or
continuous configuration spaces. Instead of discretizing the space
uniformly, it constructs a roadmap or tree by randomly sampling
valid configurations and connecting them using a local planner. This
approach avoids the combinatorial explosion of grid-based methods
and is particularly suitable for robots with many degrees of freedom.

Key Algorithms

Two of the most influential sampling-based planning algorithms
are the Probabilistic Roadmap (PRM) and the Rapidly-Exploring
Random Tree (RRT):

• PRM: Designed for multi-query problems, PRM samples collision-
free configurations in the configuration space and connects them
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to nearby nodes to form a roadmap. Once built, this roadmap
can be reused to answer multiple planning queries in the same
environment, making it effective in static settings.

• RRT: Tailored for single-query problems, RRT incrementally grows
a tree rooted at the start configuration by sampling random points
and expanding the tree toward them. It is especially effective
in high-dimensional spaces where constructing an exhaustive
roadmap is infeasible.

• RRT* and PRM*: These are asymptotically optimal versions of
RRT and PRM. As the number of samples increases, the solutions
produced by these algorithms converge to the optimal path, at the
cost of increased computation and more sophisticated connection
strategies.

Strengths

Sampling-based planners offer several advantages over traditional
search methods:

• Scalability: They are well-suited for planning in high-dimensional
configuration spaces, such as those encountered in robot arms or
humanoid robots.

• Probabilistic Completeness: While not guaranteed to find a
path in finite time, these methods are probabilistically complete–
meaning they will find a path with high probability if one exists,
given enough time and samples.

• No Full Map Required: These planners can work without a com-
plete representation of the environment, making them useful in
online or partially known settings.

• Flexibility: With appropriate local planners and distance metrics,
sampling-based approaches can handle a variety of constraints,
including kinematic and dynamic constraints.

Limitations

Despite their success, sampling-based planning methods also present
several limitations:

• Suboptimality: Basic versions like RRT typically produce jerky,
suboptimal paths that require additional smoothing before execu-
tion.
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• Connection Sensitivity: Success depends on how well the local
planner can connect nearby samples. In narrow passages or clut-
tered spaces, this can be problematic.

• Non-determinism: Since the algorithms rely on randomness,
different runs may produce different results, which may hinder
reproducibility or debugging.

• Performance Variance: The quality and speed of the solution
depend heavily on sampling distribution and environmental
structure.

Sampling-based planning has become a core paradigm in robotics
due to its balance between scalability and generality. It serves as the
foundation for many advanced planners used in motion planning for
manipulators, mobile robots, and autonomous vehicles. We will re-
visit specific sampling-based methods in more detail in Chapter ?? on
PRM and Chapter ??, where we discuss configuration representations
and roadmap structures.

2.4 Optimization-Based Planning

Optimization-based planning formulates the motion planning prob-
lem as a continuous optimization task, where the objective is to
compute a smooth, collision-free trajectory that minimizes a given
cost function while satisfying constraints. Unlike search-based or
sampling-based methods that primarily focus on connectivity and
reachability, this paradigm emphasizes the quality of the resulting
motion in terms of smoothness, efficiency, and safety.

This approach typically begins with an initial guess for the
trajectory–often generated by a faster but lower-quality planner–
and iteratively refines it using gradient-based or sampling-based
optimization techniques. The resulting trajectories are well-suited for
execution on physical robots, especially in applications that demand
precision and fluid motion, such as manipulation and autonomous
driving.

Key Algorithms

Several prominent algorithms exemplify the optimization-based
planning paradigm:

• CHOMP (Covariant Hamiltonian Optimization for Motion Plan-
ning): CHOMP minimizes a trajectory cost function that combines
smoothness and obstacle avoidance. It uses precomputed signed
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distance fields for efficient collision checking and employs a covari-
ant gradient descent to ensure invariance to reparameterization.
CHOMP is widely used for generating natural and safe paths in
manipulation and mobile navigation.

• STOMP (Stochastic Trajectory Optimization for Motion Plan-
ning): STOMP is a sampling-based method that perturbs the
trajectory with noise and selects updates based on trajectory cost
evaluations. Unlike CHOMP, it does not require gradient infor-
mation, making it suitable for non-differentiable cost functions or
complex environments.

• TrajOpt (Trajectory Optimization): TrajOpt formulates motion
planning as a sequential quadratic programming (SQP) problem
with collision avoidance represented as convex constraints. It can
handle both equality and inequality constraints and is capable of
incorporating dynamic and kinematic feasibility. TrajOpt is known
for its speed and ability to find locally optimal solutions with
relatively few optimization iterations.

Strengths

Optimization-based planners offer a number of advantages:

• High-Quality Trajectories: They generate smooth, cost-efficient
paths that are often more suitable for execution than those from
sampling-based planners.

• Flexible Cost and Constraint Modeling: A wide range of task-
specific objectives and constraints can be incorporated, including
joint limits, energy usage, and task-space goals.

• Integration-Friendly: They are often used as a refinement stage
following search-based or sampling-based planners, improving the
path quality of initially feasible trajectories.

• Gradient-Based Efficiency: When applicable, gradient-based
methods converge quickly, making them efficient for online or
reactive planning.

Limitations

Despite their advantages, optimization-based methods also have
important limitations:

• Local Minima: The optimization landscape is often non-convex,
making these methods sensitive to the initial guess and prone to
getting stuck in poor-quality local minima.
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• Initialization Requirement: A reasonable initial trajectory is often
needed; without it, the optimizer may fail to converge or return
unsafe paths.

• No Global Guarantees: These planners are typically incomplete
and do not offer guarantees on finding a solution or its global
optimality.

• Computational Cost for Complex Constraints: While flexible,
modeling complex environments or constraints can lead to high
computational overhead.

Optimization-based planning plays a vital role in modern robotics,
often complementing other paradigms as a final trajectory refinement
stage. It bridges the gap between geometric planning and physically
executable motion, offering a powerful tool for producing safe and
natural robot behavior.

2.5 Reinforcement Learning

Reinforcement Learning (RL) is a paradigm in which an agent learns
to make sequential decisions through trial-and-error interactions
with an environment. Instead of explicitly computing a path from
start to goal, the agent learns a policy that maps observations or states
to actions in a way that maximizes long-term reward. This model-
free or model-based learning process allows RL to excel in dynamic,
uncertain, or partially observable environments where traditional
planners may struggle.

In motion planning, RL is often used to train agents to navigate,
manipulate, or coordinate under complex dynamics and delayed out-
comes. Unlike classical planners that work in a predefined configura-
tion space with complete knowledge of the environment, RL-based
planners can learn directly from sensor input, physical simulations,
or real-world interactions.

Core Concepts

The reinforcement learning framework is generally formalized as a
Markov Decision Process (MDP), defined by:

• States s ∈ S : Representing the robot’s internal and environmental
conditions.

• Actions a ∈ A: Choices the agent can make to influence its state.

• Transition Function T(s, a, s′): Probability of transitioning from s
to s′ after taking action a.
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• Reward Function R(s, a): Immediate feedback received for execut-
ing action a in state s.

• Policy π(a | s): A mapping from states to actions, learned to
maximize cumulative rewards.

Learning can be model-free, where the policy is directly optimized
using interaction data (e.g., Q-learning, PPO, DDPG), or model-
based, where a model of the environment is learned or assumed,
enabling planning via simulation (e.g., MPC with learned dynamics).

Applications in Motion Planning

RL is particularly powerful in motion planning when:

• The environment is dynamic, stochastic, or partially observable.

• Precise models of robot dynamics or the environment are unavail-
able.

• Tasks require long-horizon decision-making under uncertainty.

• Continuous adaptation and improvement through experience is
beneficial.

Examples include autonomous driving in traffic, quadruped
locomotion across rough terrain, object manipulation in clutter, and
drone navigation in GPS-denied settings.

Strengths

Reinforcement learning offers several advantages in motion planning:

• Adaptability: RL agents can learn to react to changing environ-
ments or unforeseen disturbances.

• End-to-End Learning: Policies can be trained directly from raw
sensor inputs (e.g., images, lidar), bypassing the need for hand-
crafted features or explicit mapping.

• Handling Complex Dynamics: RL is suitable for robots with
nonlinear, underactuated, or hybrid dynamics, which are difficult
to model explicitly.

• Transferability: With proper training, learned policies can be
transferred across similar tasks or domains.
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Limitations

Despite its promise, reinforcement learning has notable challenges:

• Sample Inefficiency: Many RL algorithms require large amounts
of interaction data, which is costly or unsafe to obtain on physical
robots.

• Sparse Rewards and Credit Assignment: In complex tasks, mean-
ingful feedback may be delayed or rare, making learning slow or
unstable.

• Safety and Reliability: Policies learned via RL may fail unpre-
dictably or exploit loopholes in the reward function if not carefully
designed.

• Generalization and Robustness: Policies often overfit to the train-
ing environment and may not generalize well to new or slightly
changed conditions.

Reinforcement learning represents a shift from explicitly designing
planners to training agents that learn to plan and act. As robotic plat-
forms and simulators become more capable, RL is likely to play an
increasingly important role in long-term autonomous behavior and
closed-loop motion intelligence.

2.6 Imitation Learning

Imitation Learning (IL) is a learning-based planning paradigm in
which a robot learns to perform tasks by mimicking expert demon-
strations. Instead of discovering optimal behavior from scratch, as
in reinforcement learning, the agent observes and generalizes from
examples of desired behavior–often provided by a human expert or
a high-performance planner. This makes IL especially effective in
scenarios where designing a reward function is difficult or unsafe
trial-and-error learning is impractical.

Imitation learning has been widely applied in robotic motion
planning tasks such as autonomous driving, drone navigation, and
manipulation, where expert demonstrations are relatively easy to
collect. It enables the learning of motion policies that exhibit human-
like behavior and can often achieve high performance with relatively
few data samples.

Core Techniques

Two major classes of imitation learning techniques are behavioral
cloning and inverse reinforcement learning:
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• Behavioral Cloning (BC): This is a supervised learning approach
that treats imitation as a regression or classification problem. The
robot learns a policy by directly mapping observations (e.g., states,
sensor readings) to expert actions from recorded demonstrations.
While simple and fast, BC suffers from compounding errors due
to covariate shift–the learner may visit states not present in the
training data and make cascading mistakes.

• Generative Adversarial Imitation Learning (GAIL): GAIL frames
imitation as a game between a policy (generator) and a discrimi-
nator. The policy learns to produce trajectories indistinguishable
from those of the expert, while the discriminator tries to tell them
apart. This approach implicitly recovers a reward function from
the demonstrations and trains the policy via reinforcement learn-
ing, offering better generalization and robustness than BC.

Applications in Motion Planning

Imitation learning is particularly useful when:

• Expert demonstrations are available and reliable.

• It is difficult to define a reward function manually.

• Rapid learning is needed in complex environments.

• Human-like motion or decision-making is desirable.

Examples include learning driving policies from human drivers,
grasping strategies from teleoperated demonstrations, and drone
flight patterns from recorded trajectories.

Strengths

Imitation learning provides several practical benefits for motion
planning:

• Data Efficiency: High performance can be achieved from a rela-
tively small number of expert demonstrations.

• No Reward Design Needed: The planner avoids the difficult task
of hand-crafting reward functions.

• Human-Like Behavior: Policies learned from human demonstra-
tions often exhibit natural, interpretable behavior.

• Fast Convergence: Compared to trial-and-error learning, imitation
learning converges more quickly when good demonstrations are
available.
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Limitations

However, imitation learning also comes with its own limitations:

• Covariate Shift: Policies trained only on demonstration data may
perform poorly when encountering states outside the training
distribution.

• Error Accumulation: Mistakes can compound over time, especially
in long-horizon tasks.

• Limited Exploration: The agent does not explore alternative
strategies beyond what is shown in the demonstrations.

• Demonstration Quality: Performance is highly dependent on the
quality and diversity of the provided examples.

Imitation learning serves as a powerful tool in robot motion plan-
ning, particularly when demonstrations are easier to obtain than
environment models or reward signals. It also provides a foundation
for hybrid approaches that combine imitation with reinforcement or
optimization to improve generalization and robustness.

2.7 Planning as Inference

Planning as inference is a recent and increasingly influential paradigm
that frames motion planning as a problem of probabilistic inference.
Instead of explicitly searching for or optimizing a single trajectory,
this approach seeks to sample from a posterior distribution over tra-
jectories that are both dynamically feasible and task-relevant. The
planner incorporates prior knowledge about plausible motions and
conditions on task-specific goals or constraints, effectively treating
planning as a Bayesian inference problem.

This formulation enables seamless integration of learning-based
priors with structured generative models and has led to the devel-
opment of powerful techniques that produce diverse and adaptable
trajectories. Planning as inference is particularly well-suited for com-
plex tasks with multimodal solutions, uncertain observations, or
ambiguous goals, where deterministic planners may fail to capture
the richness of the solution space.

Mathematical Formulation

The planning problem is reformulated using Bayes’ rule as:

p(τ | O) ∝ p(O | τ) · p(τ)

where:



motion planning paradigm 27

• τ denotes a trajectory.

• O represents task-specific observations or goals (e.g., reaching a
target, avoiding obstacles).

• p(τ) is a learned or structured prior over trajectories, capturing
typical robot behaviors or feasible motions.

• p(O | τ) is a likelihood function that measures how well a trajec-
tory satisfies the planning objective.

Sampling from the posterior p(τ | O) yields trajectories that are
both likely under prior knowledge and task-compliant. This enables
planners to generate diverse solutions even in under-constrained or
uncertain situations.

Modern Methods

Recent methods in this paradigm often utilize generative models
to represent the trajectory prior p(τ). Among the most notable
approaches are:

• Motion Planning Diffusion: Inspired by score-based generative
models in computer vision, this method learns to iteratively de-
noise random trajectories into task-consistent paths. A learned
denoiser (or score network) guides the sampling process toward
high-likelihood trajectories conditioned on the goal.

• CoBL-Diffusion (Cost-Based Likelihood Diffusion): Extends
diffusion-based planners by incorporating cost information into
the inference process, allowing the posterior to favor trajectories
that not only reach the goal but also minimize task-specific costs
(e.g., distance, energy, collision risk).

• Energy-Based Models (EBMs): These models define trajectory
likelihoods using an energy function, which allows flexible en-
coding of task constraints and dynamics without explicitly mod-
eling probabilities. Sampling is performed using techniques like
Langevin dynamics.

Strengths

Planning as inference offers several key advantages:

• Data-Efficient Generalization: Incorporating learned priors en-
ables the planner to generalize from limited demonstrations or
experience.
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• Multimodal Solutions: Sampling from a distribution allows
capturing multiple valid behaviors rather than committing to a
single deterministic plan.

• Smooth Integration of Learning and Structure: Prior distribu-
tions can be designed, learned, or hybridized, supporting both
analytical and data-driven insights.

• Scalable to Complex Tasks: The approach scales well to tasks
with ambiguous or flexible goals, where many solutions may be
acceptable.

Limitations

Despite its promise, this paradigm also presents challenges:

• Inference Overhead: Sampling from the posterior, especially via
diffusion or Langevin processes, can be computationally intensive.

• Learning Complexity: Training high-quality priors or score mod-
els requires diverse data and careful architectural design.

• Interpretability: The probabilistic formulation may obscure the
role of specific constraints, making debugging and analysis harder.

• Limited Adoption in Hardware: Many current implementations
are evaluated primarily in simulation, with limited deployment on
physical systems.

Planning as inference provides a unifying and flexible view of
motion planning that blends the best of optimization, sampling, and
learning. As generative modeling techniques continue to evolve, this
paradigm is expected to play a central role in enabling generalizable,
adaptive, and multimodal robot planning.

2.8 Hybrid Planning Techniques and Comparative Summary

Throughout this chapter, we have explored six major paradigms
in robot motion planning, each offering a distinct computational
philosophy and set of trade-offs:

• Search-based planning leverages discrete representations for
completeness and optimality, but struggles in high-dimensional
spaces.

• Sampling-based planning scales well to complex configuration
spaces and is effective for high-DoF robots, though its outputs
often require post-processing.



motion planning paradigm 29

• Optimization-based planning produces high-quality, smooth
trajectories by minimizing continuous cost functions, but requires
good initialization and can fall into local minima.

• Reinforcement learning (RL) learns through interaction and
excels in dynamic or poorly modeled environments, though it
demands large amounts of data and careful reward design.

• Imitation learning (IL) enables fast policy learning from expert
demonstrations, but suffers from distribution shift and error
accumulation.

• Planning as inference frames planning as probabilistic sampling,
enabling multimodal, goal-conditioned behavior through learned
priors.

Each method addresses a different subset of the planning land-
scape, shaped by factors such as environmental complexity, task
ambiguity, model availability, and computation constraints.

Hybrid Planning Approaches

In recent years, the boundaries between these paradigms have be-
come increasingly fluid. Hybrid techniques combine the strengths
of multiple approaches to improve performance, generality, and
robustness. Some common forms of hybridization include:

• Sampling + Optimization: Using RRT or PRM to generate an
initial path, followed by trajectory refinement using CHOMP or
TrajOpt.

• Search + Learning: Enhancing A* or D* planners with learned
heuristics, cost maps, or value functions.

• RL + IL: Bootstrapping reinforcement learning from expert demon-
strations to improve sample efficiency.

• Inference-Guided Sampling: Using diffusion models or learned
priors to guide the sampling in RRT-like planners.

These hybrid strategies reflect a growing trend in robotics: leverag-
ing data-driven components within classical frameworks to achieve
both adaptability and structure. They are especially effective in bridg-
ing simulation-to-reality gaps and scaling to complex real-world
scenarios.
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Paradigm Opt.1 Expl.2 Data Common Use Cases

Search-Based X × None Grid-based nav, static maps

Sampling-Based ×/ X∗ XX None High-DOF motion, manipulation

Optimization-Based X(local) × Optional Smooth path refinement, control

Reinforcement Learning Task-optimal X XXX Adaptive policy for dynamic tasks

Imitation Learning Depends X XX Learning from expert demos

Planning as Inference Probabilistic X XXX Goal-conditioned sampling, multimodal tasks

Table 2.1: Comparison of mo-
tion planning paradigms across
key characteristics.

Comparative Summary

The following table summarizes the key trade-offs among the six
major paradigms: 1 Opt.: Whether the method provides

optimality guarantees.
2 Expl.: Degree of exploratory capability.

∗ 0 Indicates asymptotic optimality, i.e.,
guaranteed only in variants such as
RRT* and PRM*.

Choosing the Right Planner

There is no single best motion planner–rather, the right choice de-
pends on the application context. Below are some general guidelines:

• Use search-based planners for simple, low-dimensional tasks with
complete maps (e.g., mobile robot navigation on occupancy grids).

• Use sampling-based planners for high-DOF robots and when only
a collision checker is available.

• Use optimization-based planners when path quality matters and
a good initial trajectory is available.

• Use RL when the environment is dynamic or partially known, and
when long-term behavior needs to be learned through interaction.

• Use IL when expert demonstrations are available and real-time
learning is needed without exploration.

• Use inference-based methods for tasks with uncertainty, ambigu-
ity, or when rich prior knowledge is available.

Trends and Future Directions

As robotic systems continue to grow in complexity, the field is in-
creasingly moving toward hybrid, modular, and learning-augmented
planning frameworks. These systems combine structured planning
logic with learned components such as neural samplers that guide
exploration more effectively, learned heuristics that replace hand-
crafted cost estimators, and generative models–such as diffusion or
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energy-based priors that encode knowledge about smooth, feasible,
and goal-directed trajectories1. Additionally, reinforcement learning 1 An energy-based prior assigns lower

energy–and thus higher probability–
to more desirable trajectories via
p(τ) ∝ exp(−E(τ)).

or imitation learning policies are often embedded within classical
planning loops to improve adaptability and performance in dynamic
or partially known environments.

Ultimately, the future of motion planning lies in systems that
are both data-efficient and structure-aware, capable of adapting to
real-world challenges while preserving the theoretical guarantees,
interpretability, and modularity of traditional approaches. The next
chapters of this book will further explore each planning category in
detail, along with representative algorithms and practical implemen-
tations.


