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Data-Driven RL

15.1 Introduction

In recent years, reinforcement learning (RL) has made significant
strides through the increasing availability of large-scale datasets

and powerful model architectures. The transition from traditional,
online learning paradigms to offline and data-driven approaches has
opened new possibilities, especially when integrating foundation
models in robotic learning environments. This chapter explores these
developments, focusing on the principles of offline RL, methods for
online finetuning, and the emerging role of large-scale models in
shaping the future of robot learning.

From Estimation to Goal-Oriented Foundation Models Modern Al
systems primarily operate as estimators, leveraging data to predict or
classify. However, when it comes to autonomous agents—particularly
in robotics—there is a pressing need to move beyond mere estimation
toward goal-directed behaviors. This reorientation challenges us to
rethink the role of foundation models, asking whether they can serve
not only as broad knowledge bases but also as policy guides capable
of generalization and adaptation in complex environments.

15.2 Data-Drive Al vs. RL

One of the central debates in current RL research is the contrast be-
tween emergent behavior learned through interaction and optimiza-
tion, versus behavior acquired through imitation of large datasets.
Emergent behaviors—characteristic of RL—often display sophisti-
cated strategies that were not explicitly programmed. In contrast,
data-driven imitation methods benefit from scale and realism but risk
lacking true adaptability and exploration capabilities.

I would like to point out a fundamental distinction between rein-
forcement learning (RL) and data-driven generative models, using
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vivid examples from both domains. YOON: add fig On the left, the
slide highlights a famous moment in the history of Al: Move 37 from
the AlphaGo vs. Lee Sedol match. This move, generated by AlphaGo
during a Go game, stunned professional players worldwide-it was
impressive not because it mimicked human strategy, but precisely
because no human had thought of it before. This exemplifies emer-
gent behavior, a hallmark of RL systems that learn optimal strategies
through exploration and feedback, often discovering novel solutions
that defy human intuition.

On the right, the slide features examples from generative models
trained on large datasets, such as Al-generated artworks. These
outputs are impressive in a different way-they excel at human-like
imitation, producing visuals that resemble art, photography, or
design styles. These systems often do not explore new strategies or
optimize behavior toward long-term rewards; rather, they generate
outputs that look like something a human might produce, grounded
in learned patterns from vast corpora of human-created content.

The juxtaposition underlines a key philosophical and practical
distinction:

* Reinforcement learning (RL) can surprise and innovate, produc-
ing actions or strategies that are optimal yet unforeseen. These
behaviors emerge from trial-and-error interaction and long-term
optimization.

¢ Data-driven imitation models excel in realism and fidelity, generat-
ing outputs that resemble human-made data. However, they often
lack the capacity for creative or unexpected solutions beyond their
training distribution.

This comparison is central to understanding how RL and foun-
dation models may complement each other— or require different
approaches—when building intelligent agents capable of both reason-
ing and understanding.

To better understand the current landscape of Al development,
it is helpful to contrast two major paradigms: Data-Driven AI and
Reinforcement Learning (RL). Each has distinct strengths and limita-
tions, especially when considered in the context of robot foundation
models.

Data-Drive AI. Data-driven Al, such as large-scale language or
image generation models, learns from massive corpora of human-
generated data. It excels in understanding and mimicking the pat-
terns, structures, and semantics present in the real world. It ILearns
about the real world from existing data, while it does not try to do
better than the data. Its capabilities are bounded by what has already
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been seen and recorded. While this approach leads to impressive
generalization and fluency, it inherently lacks the capacity for true
innovation or long-horizon decision-making unless explicitly trained
with optimization objectives.

Reinforcement Learning In contrast, reinforcement learning fo-
cuses on optimizing a long-term goal through interactions with an
environment. This often leads to emergent behavior—strategies or ac-
tions that are not explicitly coded or demonstrated but arise from the
reward-maximization process. RL optimizes a goal and can exhibit
emergent behaviors that surprise even human experts. On the other
hand, it does not typically leverage real-world data. Instead, RL agents of-
ten rely on simulators or synthetic environments, which can diverge
significantly from real-world complexity.

The Gap and the Opportunity This side-by-side comparison re-
veals a crucial gap: data-driven methods understand the world but
lack the drive to improve beyond it; RL methods can innovate but are
often disconnected from real-world data. The future of intelligent,
goal-driven robotic systems may lie in bridging this gap—integrating
the strengths of both paradigms to develop agents that are grounded
in reality yet capable of optimizing far beyond it.

15.3 Toward Practical and Scalable RL

The figure presents a high-level overview of a proposed recipe for
building practical, intelligent reinforcement learning agents. The
process begins with data-driven offline RL pretraining, where a
model is trained using previously collected datasets, such as past
interactions, demonstrations, or simulated data, without needing
real-world interaction. This stage allows the model to develop a
general understanding of the task domain in a safe, scalable, and
cost-effective way.

Once pretrained, the model enters the online fine-tuning phase,
where it interacts with the real world to adapt and improve its be-
havior. This stage emphasizes fast and safe adaptation, leveraging
the strong prior knowledge gained from offline training. The robot
can learn goal-directed behavior with minimal risk and fewer inter-
actions, making the overall system more robust and deployable. This
recipe—offline pretraining followed by online fine-tuning—offers a
promising path toward building scalable, general-purpose RL sys-
tems that bridge data-driven learning and emergent decision-making.
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15.3.1 Unlocking Synergies: Merging Data and Optimization

The synergy between large-scale data and reinforcement learning
presents exciting new opportunities across multiple research and
application domains. Here we highlight two particularly promising
directions:

1. Data-Driven RL Algorithms Modern reinforcement learning
algorithms can be enhanced by grounding them in rich datasets.
Offline data helps mitigate instability and inefficiency inherent in tra-
ditional RL methods. With access to high-quality demonstrations or
past trajectories, data-driven RL algorithms can achieve: 1) improved
sample efficiency, 2) better initialization for online learning, and 3)
safer exploration policies.

2. Robotic Foundation Models and RL Foundation models trained
on diverse robotic tasks provide strong priors for perception, control,
and world understanding. When combined with RL, these models
enable: 1) generalization across tasks and environments, 2) Faster
adaptation to new scenarios, and 3) Scalable transfer learning in
robotics.

15.3.2  Paradigms of Reinforcement Learning: Classic vs. Data-Driven

To fully harness the power of reinforcement learning in data-rich
and real-world scenarios, it is essential to understand the distinct
challenges posed by different paradigms?namely, Classic RL and
Data-driven RL.

Classic RL Classic reinforcement learning operates in an online,
lifelong learning framework where the agent interacts with the
environment in real time to improve its policy. Typically, the agent
begins with no prior knowledge and learns entirely through trial-
and-error experience. While this approach provides a clean and
principled learning loop, it poses several practical challenges.

First, because learning is driven solely by real-time interaction,
classic RL methods are often extremely sample inefficient-requiring
vast amounts of data to achieve competent behavior. This makes
them impractical in many real-world settings where data collection is
slow, expensive, or risky. Second, the need for continual exploration
places a heavy burden on the agent, which must balance trying new
actions with exploiting known strategies, often without safety con-
straints. Finally, optimization can be highly unstable, especially in en-
vironments with sparse rewards, long horizons, or high-dimensional
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state-action spaces. These factors contribute to the brittleness and
limited scalability of classic RL in complex tasks.

Data-driven RL Data-driven reinforcement learning introduces

a two-stage learning paradigm: offline pretraining followed by on-
line fine-tuning. In the offline phase, a policy is trained on large,
diverse datasets—collected from demonstrations, simulations, or past
interactions—without requiring real-time environment access. This
allows the agent to develop a strong prior understanding of the task
domain in a scalable and sample-efficient manner. The policy is then
fine-tuned online, where it adapts to real-world dynamics through
additional interactions, leveraging the knowledge acquired during
pretraining.

This paradigm relies heavily on high-capacity models and rich
data sources. In particular, the effectiveness of data-driven RL is
closely tied to advances in representation learning?especially through
the use of foundation models that can generalize across tasks and
domains. However, this approach introduces its own set of chal-
lenges. One major issue is distributional shift: the mismatch between
training data and deployment conditions, which can lead to poor
generalization or unsafe behavior. Additionally, training large models
at scale demands algorithmic stability and computational efficiency,
both of which remain active research frontiers. Finally, extracting
task-relevant structure from raw data—especially in the absence of
explicit supervision—places a significant burden on the quality of
learned representations.

By tackling these challenges head-on, data-driven RL offers a
promising route toward building intelligent, adaptable agents that are
both sample-efficient and deployable in the real world.

To make meaningful progress in data-driven reinforcement learn-
ing, it is essential to decompose the overall challenge into more
manageable subproblems. We outline three critical components, each
representing a different level of maturity in our current understand-
ing:

1. Offline RL Algorithms This is the most well-understood area

in the pipeline. Offline RL algorithms are designed to learn from
static datasets without requiring online interaction. Over the past
few years, techniques such as Conservative Q-Learning (CQL), Batch-
Constrained Q-Learning (BCQ), and others have provided solid
foundations. Key issues like bootstrapping error, distributional
conservatism, and action-value calibration have been studied in
depth.
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2. Online Fine-Tuning from Offline Initializations This step in-
volves starting with a pretrained offline policy and continuing its
training in an online setting. Although intuitive and promising, the
mechanics of this transition are less well understood. Ensuring safety,
stability, and improvement during online fine-tuning remains a chal-
lenge, particularly under conditions of distributional shift or limited
exploration capacity.

3. Making It All Work with Big, Scalable Models The final and
perhaps most ambitious goal is to integrate offline and online learn-
ing using large-scale, foundation-style models. This involves lever-
aging massive parameter spaces, scalable architectures, and repre-
sentation learning to build general-purpose RL agents. However, the
community is only beginning to explore how such models behave

in reinforcement learning contexts. Stability, generalization, and
compute-efficiency remain open questions.

As we move forward, addressing these challenges systematically
will be crucial for advancing toward scalable, robust, and intelligent
RL systems.

15.3.3 Expectations and Challenges in Offline RL

Offline reinforcement learning (RL) aims to learn effective policies
purely from pre-collected datasets, without requiring additional inter-
action with the environment. This paradigm is especially attractive
in domains where online exploration is expensive, unsafe, or im-
practical. However, it introduces distinct expectations and technical
challenges—chief among them is the ability of the learned policy to
generalize beyond the observed data.

Trajectory Stitching: A Core Expectation in Offline RL. One of
the fundamental capabilities we expect from offline RL is often re-
ferred to as trajectory stitching. This refers to the ability to compose
optimal or near-optimal trajectories by combining segments from
suboptimal or partial demonstrations found in the offline dataset.

® Macro-scale stitching (top-right of slide): Given observed transi-
tions suchas A — B and C — D, an ideal offline RL algorithm
should be able to infer and learn a policy that composes these
into a more optimal trajectory, e.g., A — C — D, even if such a
trajectory was never directly observed.

* Micro-scale stitching (bottom-right of slide): At a finer temporal
scale, the algorithm should be capable of connecting short, po-
tentially noisy trajectory fragments into a coherent behavior. This
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requires strong local generalization and robustness to distribu-
tional noise.

Illustrative Examples. The diagrams on the left of the slide illus-
trate the difficulty of this task:

¢ The top-left figure shows a clean and structured dataset D from
which the policy 7ty can be derived with relative ease.

* The bottom-left figure represents a more realistic and complex
scenario, where the dataset contains messy and tangled behaviors.
Here, the offline agent must discover and stitch together the useful
parts to form a successful policy.

In both cases, the core challenge is to leverage offline data in a way
that allows for the composition of behavior?not just memorization. This
ability to intelligently combine seen experiences is central to what we
expect from powerful offline RL systems.

Off-policy Reinforcement Learning: A Quick Primer

This section introduces the foundational concepts of off-policy rein-
forcement learning (RL), which enables learning from data collected
by a different policy than the one being optimized. The visual on
the left illustrates the basic RL loop, while the equations on the right
provide the mathematical foundation.

Agent-Environment Interaction. The RL agent observes the current
state s from the environment, selects an action a according to its
policy 7t(als), receives a reward r(s,a), and transitions to the next
state. This process is repeated over time to improve the policy.

Learning Objective. The goal in RL is to learn a policy that maxi-
mizes the expected cumulative reward over a finite or infinite hori-
zon. This is expressed formally as:

T
max 2 Es, g~ [r(st,at)]
t=1

Here, the agent aims to select actions that result in the highest
possible return over time under policy 7.

Q-function: Expected Return of State-Action Pairs. To evaluate
how good a particular action is in a given state, we use the action-
value function (Q-function). It represents the expected cumulative
reward if the agent starts from state s;, takes action 4;, and then
follows policy rt:
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T
Q" (st,ar) = Y Es,aymr [r(sp, ap) | 51, 1]
t'=t

This function plays a central role in many RL algorithms by quanti-
fying the long-term value of actions.

Optimal Policy and Bellman Equation. An optimal policy always
chooses the action that maximizes the Q-value in each state. For-
mally:

(als) =1 ifa= arg max Q*(s,a)

The Q-values under the optimal policy must satisfy the Bellman
optimality equation, which expresses a recursive relationship:

Q*(s,a) =r(s,a) + max Q*(s',a’)

This recursive form allows for dynamic programming-based
solutions and learning algorithms that approximate the Q-function.

Learning via Temporal-Difference (TD) Minimization. To learn
a Q-function that satisfies the Bellman equation, we minimize the
temporal-difference error across samples from the dataset:

2
min) (Q(Si/ a;) — lr(si, a;) +max Q(s;, ag)} )
i i
This objective encourages consistency between the predicted
Q-values and the target values computed via the Bellman update,

ultimately allowing the agent to approximate the optimal policy.

Why Off-policy Matters. Unlike on-policy RL, which requires
fresh data from the current policy, off-policy RL can learn from
previously collected data generated by a different policy. This makes
it highly valuable for data-efficient learning and offline settings,
where interaction with the environment is limited or unavailable.

15.4 Principles for Offline Reinforcement Learning

Offline reinforcement learning presents unique challenges that stem
from the lack of environment interaction during training. One of
the most fundamental issues is the problem of bootstrapping error,
which arises when the learning algorithm estimates action values for
out-of-distribution actions—those not represented in the dataset.

In standard Q-learning, the Bellman backup target includes a
max, Q(s’,a") term. However, in offline RL, this leads to overly



optimistic estimates for unseen actions. To address this, alternative
backup targets are proposed, such as:

Q(S,IZ) A I’(S, a) + IEa/Nrfnew [Q(S// {1/)]

This formulation uses an expectation over a learned or constrained
policy, 7tnew, to avoid propagating unrealistic Q-values for unob-
served actions.

The loss function becomes:

s | (Qs,0) ~ y(s,0))?]

where 715 is the behavior policy that generated the dataset. This

min [E
0 (sa)

formulation encourages accurate Q-value estimation only in the
support of the dataset.

Key insight: Good accuracy is only achievable when the learned
policy does not deviate too far from the behavior policy, i.e., when
Ttnew (als) = 7g(als). Otherwise, the Q-function must extrapolate,
which can lead to catastrophic overestimation?analogous to adversar-
ial examples in supervised learning.

This principle is central to the paper “Stabilizing Off-Policy Q-
Learning via Bootstrapping Error Reduction” *, which provides theoreti-
cal and empirical evidence on the importance of constraining policy
deviation and reducing error propagation in offline RL.

Core Principles for Offline RL

While many offline reinforcement learning methods differ in their
details, several shared principles consistently emerge as effective.
Here we highlight two main pillars underpinning successful offline
RL algorithms:

1. Use Value-Based Methods Value-based methods, such as Q-
learning or Q-function actor-critic approaches, are the dominant
framework in offline RL. They allow for stable policy evaluation
and improvement, and can be efficiently trained from fixed datasets
without requiring policy gradients through environment interaction.

The Actor-Critic Method The actor-critic architecture is a widely-
used reinforcement learning framework that combines the strengths
of both policy-based and value-based methods. It consists of two core
components:

e Actor: The actor is the policy network, denoted as 7g(a|s), which
maps a given state s to an action a (or a distribution over actions
in the stochastic case). It is responsible for selecting actions and
directly parameterizes the policy.
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' Aviral Kumar, Justin Fu, George
Tucker, and Sergey Levine. Stabilizing
off-policy g-learning via bootstrapping
error reduction. In Advances in Neural
Information Processing Systems (NeurIPS),
2019
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e Critic: The critic estimates a value function (e.g., V(s), Q(s, a),
or A(s,a)) that provides feedback to the actor. It guides policy
improvement by indicating how good an action or state is under
the current policy.

Why Actor-Critic? Pure policy-based methods can suffer from high
variance, while pure value-based methods may not generalize well to
continuous action spaces. The actor-critic method provides a hybrid
solution:

* The actor learns a policy directly,

* The critic stabilizes learning by evaluating the policy and reducing
gradient variance.

Policy Gradient Update A typical actor-critic algorithm improves
the policy by ascending the gradient of the expected return:

Vo] (6) = Er, [Volog g (als) - A(s,a)]

where A(s,a) is the advantage function provided by the critic, which
quantifies how much better an action is compared to the average
action at state s.

Actor-critic methods are especially useful in continuous control
tasks, such as robotic locomotion, where discrete action selection is
inefficient. Variants such as A2C, A3C, DDPG, and SAC have become
foundational in modern reinforcement learning.

2. Mitigate Distributional Shift A fundamental challenge in offline
RL is the mismatch between the learned policy and the data distri-
bution. When the learned policy selects actions not well-covered in
the dataset, the Q-function must extrapolate, which can lead to severe
errors. To address this, several strategies are employed:

® Pessimism (e.g., CQL ?): Penalize overestimation of unseen or
infrequent actions to produce conservative value estimates.

¢ Policy Constraints (e.g.,, BRAC): Enforce closeness between the
learned policy 7(a[s) and the behavior policy 7tg(als) using con-
straints such as:
D (7e(als)|p(als)) < e

¢ Avoiding Out-of-Distribution (OOD) Actions (e.g., AWAC, IQL):
Modify training updates to restrict learning to well-supported
actions, thereby reducing the risk of unstable or biased value
estimates.

* Aviral Kumar, Aurick Zhou, George
Tucker, and Sergey Levine. Conservative
g-learning for offline reinforcement
learning. In Advances in Neural Infor-
mation Processing Systems (NeurIPS),
2020
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Together, these principles help ensure that the agent learns re-
liable and deployable policies, even without the benefit of online
interaction.

Conservative Q-Learning (CQL)

In offline reinforcement learning, one of the primary difficulties is
the risk of overestimating the value of actions that are not present
in the dataset. Since the agent cannot interact with the environment
during training, it must learn exclusively from historical data. This
often leads to an overestimation of out-of-distribution (OOD) actions,
resulting in policies that perform poorly when deployed.
Conservative Q-Learning (CQL) addresses this issue by enforcing
pessimism in the learned Q-values. Specifically, it penalizes high
Q-values for actions that are unlikely under the dataset distribution.
The CQL objective augments the standard Bellman error with a
regularization term:

A

Q7I = arngin - IE(s,a)wn[Q(S/a)] - IE(s,u)ND[Q(S/ 11)]

pessimism term
+ E(s9)p | (Q(5,0) = 1(5,8) — Egor[Q(s, )]

Bellman error

This regularization term pushes down Q-values for actions drawn
from the current policy 7 unless those actions are also well sup-
ported by the dataset D. By doing so, CQL encourages the policy
to avoid unsafe or overestimated actions, leading to more reliable
behavior in deployment.

More specifically, the use of a min-max formulation serves as
a mechanism to actively identify and correct overoptimistic value
estimates. The maximization over policies 7t is designed to search
for actions or policies that highlight where the Q-function assigns
unrealistically high values—particularly for actions that may not
be well represented in the training dataset. This step effectively
exposes the vulnerabilities of the Q-function by identifying potential
overestimations.

Then, the minimization over the Q-function Q adjusts the Q-
values to reduce this overconfidence, discouraging the model from
assigning high values to risky or out-of-distribution actions. By com-
bining these two steps, CQL constructs a conservative Q-function—
one that avoids overvaluing actions lacking strong empirical support,
thereby promoting safer and more stable policies in offline reinforce-
ment learning settings.

YOON: Add fig. As shown in the figure, this helps correct the
disconnect between “how well the agent thinks it will perform” (Q-
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values) and “how well it actually performs” (returns). Without such
conservative estimates, offline RL agents may pursue unrealistic
strategies that do not generalize beyond the dataset.

What About Online Fine-Tuning?

While offline reinforcement learning allows for safe and scalable
policy pretraining, deploying the learned policy in an online setting
often leads to a temporary performance drop. This figure YOON:
add fig illustrates the problem: despite high performance at the end
of offline training, the agent exhibits poor initial behavior during
early online interaction.

Observation: As shown in the left plot, when online training
starts (at 50k steps), the agent’s success rate drops sharply before
recovering. A similar trend is visible in the right plot, which tracks
the average Q-value?indicating a mismatch between value estimation
and real-world performance.

This phenomenon reflects a key limitation of naive fine-tuning: 1)
offline-trained policies may overfit to static data distributions, and 2)
online data collection introduces new dynamics, leading to instability
or poor generalization.

The optimization objective here includes a conservative penalty (as
in CQL) to avoid overestimation:

A

o7 = arnginmeoc.]E(Sla)ND[Q(s,a)] — o E(50)r[Q(s,a)] +E(s0,5)~D [(Q(s,a) —r(s,a) —E,[Q(s, a/)])z}

A naive transition from offline to online learning wastes time and
resources by first degrading and then recovering policy performance.
To avoid this, strategies such as calibrated Q-learning, adaptive
exploration, or hybrid training protocols are essential for effective
fine-tuning.

This challenge motivates methods like Cal-QL, which explicitly
address the mismatch between offline priors and online adaptation
dynamics.

15.4.1 Avoiding Underestimation through Q-Function Calibration

To enable effective online fine-tuning after offline training, it is crucial
that the learned value function is calibrated—-i.e., placed on the correct
scale. Here, we would like to highlight a key distinction between
calibration and conservatism, and shows that calibration alone can
be useful for stable and efficient fine-tuning.

* Calibration: The learned Q-values upper-bound the value of some

(reasonable) real policy 3. That is, 3 Mitsuru Nakamoto, Peide Huang,
Anikait Singh, Aviral Kumar, and
Q(s,a) > V#(s) for some policy . Sergey Levine. Cal-ql: Calibrated offline

rl pre-training for efficient online fine-
tuning. In Advances in Neural Information
Processing Systems (NeurIPS), 2023
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¢ Conservatism: The Q-values lower-bound the expected return of
the learned policy, avoiding overestimation.

Insight: Surprisingly, calibration with respect to any reasonable
policy is sufficient to enable effective online fine-tuning. Overly
conservative value functions, while safe, can slow down learning and
prevent exploration of better behaviors.

Objective comparison:

Before (CQL-style):

innmgx - E(s0)op,arQ(8,a)] — & - E(s ) .p[Q(s,a)] + Bellman loss

Now (Calibrated Q-learning):

rrgn max E 4 pa~r[max{Q(s,a), V¥(s)}] + Bellman loss
' a)~D,

Here, V#(s) is the value function of some baseline policy y. The
calibration ensures that the Q-function does not underestimate
promising actions, allowing the policy to adapt more quickly and
safely during online fine-tuning.

The value function V¥#(s), defined as the expected return of a
known policy p, is used as a reference to prevent the Q-function from
underestimating plausible actions. The rationale behind this choice
lies in the assumption that V¥ (s), when derived from a reasonable
and data-supported policy such as the behavior policy or a prior imi-
tation policy, provides a stable and grounded lower-bound estimate
of performance. While both Q-functions and value functions can
suffer from estimation errors in offline settings, using V¥ (s) assumes
that the policy y is sufficiently aligned with the dataset, making its
value estimates more reliable within the data distribution.

The key idea is not to treat V#(s) as an absolute truth, but rather
as a conservative benchmark: if the learned Q-value for an action
falls below this baseline, it signals potential underestimation. Thus,
calibration via V#(s) enables safer and more effective online fine-
tuning by anchoring Q-values to data-supported performance with-
out imposing excessive pessimism.

15.5 Scaling Offline RL with Foundation Models

A promising future direction in reinforcement learning is the inte-
gration of large-scale models—similar in spirit to foundation models
in vision and language-with offline RL. Here we showcase a recent
study where a single model is trained across 40 Atari games using
offline Q-learning techniques, yielding strong generalization and

ﬁne—tuning capabilities 4, 4 Aviral Kumar, Karol Hausman,
Stephen Tian, Emmi Wang, Ofir
Nachum, George Tucker, and Sergey
Levine. Offline g-learning on diverse
multi-task data both scales and gener-
alizes. In Proceedings of the International
Conference on Learning Representations
(ICLR), 2023. URL https://openreview.
net/forum?id=GMVW9d2cCk
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1. Multi-Game Pretraining

The model is pretrained on data from 40 diverse Atari environments.
This large-scale multitask training allows the model to learn general-
izable representations, including spatial and temporal features and
reward structure patterns. As a result, it builds a shared Q-function
capable of transferring across domains.

2. Offline Finetuning to a New Task

Once pretrained, the model is fine-tuned using offline data from

a new game. This enables rapid adaptation, even when the offline
data is suboptimal. The approach yields a 2.5 improvement over
previous decision transformer models with 2.5x fewer parameters.

3. Online Finetuning to a New Task

The pretrained model can also be fine-tuned online, learning from
new interactions in real time. This demonstrates the model’s capacity
for continual adaptation, combining generality from pretraining with
specificity from online experience.

Takeaway

This line of work illustrates the feasibility of building offline RL
foundation models?large, reusable models that generalize across
tasks, learn from diverse offline data, and adapt online with minimal
effort. Such models open the door to scalable, general-purpose
decision-making agents.

15.6 The Representation Learning Mystery in RL

Despite the success of large models in supervised learning, their

application in reinforcement learning (RL)-particularly in value-

based methods—presents unique challenges. Here we explore an

ongoing puzzle: why is representation learning in RL so unstable and
data-hungry?

Challenges in RL Representation Learning

Unlike supervised learning, which benefits from stable and fully-
labeled targets, RL relies on temporal difference (TD) targets that are
inherently bootstrapped:

Q(s,a) < r(s,a) + YEy.[Q(s',a")]

This recursive formulation introduces instability, especially when:
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e Actions are resampled from a policy or learned distribution,
¢ The Q-function must extrapolate to unseen state-action pairs,

® Model capacity is high and under-regularized.

As shown in Fig. YOON: Add fig. when using resampled ac-
tions, Q-values can diverge rapidly (top graph). When using exact
actions from the dataset, learning is much more stable (bottom
graph). These findings suggest that RL benefits from using known,
grounded transitions—a principle that motivates offline RL strategies
like conservative Q-learning.

15.7 Summary

This chapter presented a high-level perspective on data-driven rein-
forcement learning (RL), emphasizing the interplay between offline
learning, online adaptation, and model scalability. Below are the key
takeaways:

1. Offline RL is a Core Enabler of Data-Driven Learning Offline
RL allows agents to learn from static datasets, unlocking safe and
scalable pretraining. However, effective offline learning requires
careful handling of the distributional shift between the dataset and
the learned policy. Without this, Q-function estimates may become
unreliable for out-of-distribution actions.

2. Online Fine-Tuning Is Powerful, But Tricky Transitioning from
offline to online learning is not straightforward. Although the agent
starts from a pretrained policy, it may suffer an initial performance
drop due to misaligned value functions or instability in learning
dynamics. To succeed, online fine-tuning must preserve the benefits
of offline training while adapting efficiently to new data.

3. Large Models Bring Both Opportunity and Complexity Scaling
RL with large models (e.g., transformers or multi-game Q-networks)
offers potential generalization benefits, but also introduces unique
challenges:

¢ Reinforcement learning appears to demand more model capacity
than supervised learning,

¢ Instability from bootstrapped TD targets remains a major concern,

® Regularization and calibration are essential to prevent divergence.
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While supervised learning has benefited greatly from large archi-
tectures, RL still requires architectural and algorithmic innovations to
reach similar scalability.

The fusion of offline RL, online adaptation, and scalable model
design represents a promising pathway toward building general-
purpose, data-driven agents capable of solving complex real-world
tasks.
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