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Introduction: What Does It Mean to Plan Motion?

The moment we ask a robot to pass through a doorway and retrieve an object, a seemingly simple instruction
unfolds into several layers of reasoning. The robot must understand the current world, identify a useful goal,
and find a path that avoids obstacles. It must also respect joint limits and dynamics, maintain stable contact,
and respond when a person enters the scene or an object slips during execution. Robot motion is therefore

more than a geometric curve. It is a process of decision making under incomplete information, physical

constraints, and a changing environment.

Robot motion planning has developed a precise mathematical language for this problem. Configuration space
turns the complex geometry of a robot into the motion of a point. Graph search exposes the connectivity of
feasible states. Sampling-based planning makes high-dimensional spaces tractable, while trajectory
optimization expresses smoothness, collision avoidance, dynamics, and task objectives in a continuous
framework. These classical foundations remain indispensable: learning does not remove the need to avoid
collisions, satisfy joint limits, or execute within a finite time budget.

Yet modern robots are moving beyond settings in which an accurate map and a complete model are given in
advance. They work with people, manipulate unfamiliar objects, receive long-horizon instructions in natural
language, and must diagnose errors during execution. Under these conditions, the traditional assumptions of a
planning problem begin to weaken. The state may be only partially observed. Dynamics may be learned and
imperfect. Costs and goals may have to be inferred from demonstrations, language, or human preferences. A
long task may require a hierarchy of symbolic goals, skills, and low-level trajectories rather than a single

optimization over joint coordinates.

This book begins at that transition. It does not treat classical planning and learning as competing alternatives.
Instead, it studies how they can be assigned complementary roles within one system. Learning can provide
heuristics, costs, samplers, dynamics, goals, and trajectory priors. Search and optimization can refine these
proposals and enforce geometric or dynamic constraints. Execution monitors and verifiers can determine
whether a plan remains valid in the real world and trigger local repair when it does not. The central question is
therefore not, 'Can a neural network replace planning?' It is, 'What should be learned, what structure should

remain explicit, and where should the system verify and recover?"

1. Why Motion Planning Matters Again

Foundation models, vision-language-action models, and diffusion policies now occupy a central place in
robotics. They can interpret scenes and language, exploit broad experience, and generate plausible actions
quickly. Their rise does not make planning obsolete. The wider the range of environments and the longer the
tasks attempted by learned systems, the more important it becomes to reason about consistency, feasibility, and

safety.

Good reaction is not the same as good planning. A reactive policy can map an observation to an action

efficiently, but it may not represent constraints far in the future or preserve choices needed several steps later.
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Long-horizon tasks require actions that advance the overall objective, not merely actions that appear locally
plausible.

A generated action is not necessarily feasible. Commonsense knowledge derived from images and language
is valuable, but it does not precisely compute collision, joint limits, dynamics, or contact stability. Learned

proposals must still be checked against geometry and physics.

The model of the world is always imperfect. A planner is correct only with respect to its internal model.
Execution must therefore be closed-loop: observe, plan, execute, and replan. The practical goal is not a plan

that can never fail, but a system that detects discrepancies early and repairs them before errors compound.

Long tasks require multiple levels of abstraction. A single optimization over hundreds of low-level controls
is often insufficient for rearrangement, assembly, or tasks that combine navigation and manipulation. The

system must connect high-level tasks and subgoals, intermediate skills, and low-level trajectories.

Planning is therefore not merely an algorithmic legacy. It provides the structure that allows learned robots to
act reliably in the physical world. Its role may shift from the primary action generator to a candidate generator,

critic, verifier, safety filter, recovery mechanism, or test-time reasoning module.

2. The Language Provided by Classical Planning

To understand modern methods, we first need a common language for the components of a planning problem.
The opening part of this book compresses the classical material into the concepts that are essential for

understanding learning-integrated systems.

eRepresentation: How should the robot and environment be represented? The choice of configuration
space, state space, and action space determines what can be searched or optimized.

eModel: How should collision, kinematics, dynamics, and observation be predicted? A model is both the
basis of planning and a source of bias.

eObjective and constraints: How should path length, smoothness, safety, task success, and human
preferences be expressed mathematically?

eSolver: Should the system use graph search, sampling, optimization, generation, or a combination of them?

eExecution and monitoring: How should the system detect a mismatch between plan and reality, and
when should it repair or replace the plan?

From this viewpoint, A*, PRM, RRT, and trajectory optimization are not isolated algorithms to memorize.
Each makes a different trade-off among structural guarantees, high-dimensional scalability, continuous
constraint handling, and computation. The first question should not be, "Which algorithm is best?' It should be,

"What information is available, what failures are acceptable, and what guarantees does this task require?’
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3. The Perspective of Learning-Integrated Planning

The most direct way to add learning is to replace the planner with a black-box policy. In practice, however,

learning can enter the planning pipeline at many more specific points. These modular forms of integration are

often more interpretable, easier to validate, and more robust.

Learned component What learning contributes Structure that remains
. .. L A* or another search procedure verifies the
Heuristic / cost-to-go Promising states and search direction path
Sampler / trajectory prior Good candidates and warm starts Collision and constraint checking
Cost / goal / constraint Preference and semantic feasibility Explicit optimization and validation
Dynamics / world model Prediction and long-horizon rollout MPC, uncertainty estimation, and replanning
Policy / skill Fast repeated execution Planner invocation, monitoring, and recovery

This decomposition shifts the emphasis from learning replaces planning to learning guides planning. A
network may predict a heuristic while graph search constructs the final path. A diffusion model may generate
diverse trajectories while an optimizer and verifier enforce feasibility. When the learned component encounters
an out-of-distribution case, a classical fallback planner may recover a solution. Classical methods are not
merely old baselines; they are often the computational structure that converts learned priors into valid physical

behavior.

4. From Search to Generation, and Back to Verification

A conventional planner searches online for a solution to a specified problem. A generative planner learns a
distribution over trajectories and samples candidates conditioned on a start state, goal, obstacle configuration,
or language instruction. Diffusion and flow models are attractive because they can represent multimodal
solutions and exploit complex behavioral priors. But generation is not equivalent to feasibility. When data are
incomplete or the environment changes, a trajectory can be plausible yet collide, violate dynamics, or fail the
task.

A modern architecture therefore combines three capabilities. First, a foundation or generative model interprets
the task and proposes candidates. Second, search and optimization connect, refine, and project those candidates
toward the constraints. Third, model-based verification and execution monitoring test whether the plan remains
safe and valid, triggering partial replanning when necessary. Generation improves where search begins;

optimization improves precision; verification controls the mismatch between model and reality.

A modern planning pipeline

1. Formulate 2. Generate 3. Refine and connect 4. Verify and recover
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1. Formulate 2. Generate 3. Refine and connect 4. Verify and recover

Language / VLM Retrieval / diffusion Search / optimization Monitor / shield
Goals / constraints Policies / skills TAMP / MPC Replan / recovery

5. Five Questions That Run Through This Book

1. What should be learned? Rather than learning an entire planner by default, we identify where data add the
most value: heuristics, costs, goals, dynamics, samplers, trajectory priors, or skills.

2. What structure should remain explicit? We distinguish geometric, dynamic, and symbolic structure that

can be modeled directly from neural representations that capture patterns difficult to specify by hand.

3. How should planning and policy learning interact? We compare systems that plan at every step, use

planners as teachers, or invoke a planner only in difficult or unfamiliar states.

4. How should a robot act under an imperfect model? We study uncertainty, closed-loop replanning, online

identification, and mechanisms that prevent model error from compounding.

5. How should success be verified and failure repaired? We move beyond collision-free motion to task

completion, safety, out-of-distribution detection, causal diagnosis, and partial recovery.

6. Organization of the Book

The book begins with classical foundations, but its goal is not to catalogue algorithms. Each part follows how a
component of planning is defined, extended through learning, exposed to new failure modes, and supported by

verification.

Part I. Minimum Classical Foundations - Configuration space, search, sampling, and trajectory optimization
establish feasibility, completeness, optimality, and local minima. The contrast between the global exploration
of sampling and the expressive continuous constraints of optimization motivates hybrid approaches such as

Graphs of Convex Sets.

Part II-A. Learning to Guide and Differentiate Planning - Learned heuristics, sampling distributions,
retrieval, and warm starts show how learning can accelerate a classical planner. Differentiable search and
differentiation through optimization then expose why algorithmic structure may be embedded in a network,

along with the resulting limits.

Part II-B. Learning the Problem and the World - Costs, goals, and constraints are inferred from
demonstrations and preferences. Learned dynamics, imperfect world models, uncertainty-aware planning,
MPC, online identification, and plan repair address the mismatch between prediction and reality.
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Part II-C. Generative Planning and Policy Learning - Diffusion and flow models treat trajectories as
conditional distributions. Planning-generated data, distillation, imitation learning, and reinforcement learning

connect online planning with amortized policies.

Part 1I-D. Long-Horizon and Open-World Planning - Hierarchical planning organizes tasks through skills
and subgoals. Task and Motion Planning connects symbolic decisions to continuous feasibility, including
unknown objects, predicates, and failure-driven refinement.

Part II-E. Foundation Models, Runtime Verification, and Multi-Robot Systems - LLMs, VLMs, and
VLAs contribute task interpretation and candidate generation. Runtime search, safety filters, plan monitors,
and recovery mechanisms verify physical execution, before the discussion expands to multi-robot planning and
unresolved safety problems.

Conclusion: The Future Planner Is Not One Model

Will the robot planner of 2030 be a search algorithm, an optimizer, a generative model, or a foundation-model
agent? The most likely answer is that it will be none of these alone. A foundation model can interpret an
ambiguous task and formulate a planning problem. A generative model can use experience to produce diverse
candidates. Search and optimization can connect and refine them. A model-based verifier can check physical

feasibility and safety. An execution monitor can detect discrepancies and initiate recovery.

The central challenge of modern motion planning is therefore not the victory of one algorithmic family. It is
the principled placement of different computational ideas within a coherent system. This book aims to provide
a language for that integration. The objective is no longer merely to find one faster path. It is to design robot
intelligence that can formulate long-horizon goals, act in an imperfect world, verify execution, and recover
from failure.
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