CS586:

Robot Motion Planning and Applications
- Focus on learning based approaches

Sung-eui Yoon (=4 2))

Scalable Spatial and Embodied Intelligence Lab
Scalable Graphics, Vision and Robotics

SGVR Lab
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Foundations and Front
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Getting from start to goal requires
more than a straight line.
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Modern motion planning requires navigating complex, high-dimensional spaces while strictly
adhering to the laws of physics and the constraints of the environment. A successful planner must

balance safety (collision avoidance), capability (dynamics and feasibility), and efficiency (cost).




Defining the objective: Path, Trajectory, and Policy.

Path

Path

A geometric sequence of states from
start to goal. No concept of time.

Trajectory

Trajectory

A path paired with a time schedule.
Dictates when to be where.
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Policy

A reactive rulebook. Dictates the best
action to take from any given state.



& |

Planning ahead versus reacting in the moment. [

Open-Loop Planning ‘ =
v cgmputed Path i ii \/

Continuously updates actions based on real-time sensor feedback.
Robust to chaos, but prone to getting stuck in complex traps.




Geometric paths ignore physics; AN\

Geometric Planning Kinodynamic Planning

3¢

Assumes the robot can stop instantly and move Enforces velocity limits, acceleration bounds, and
In any direction. Solves for collision-free space. mass. Solves for physically executable motion.
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The constraints of control: 7N\

Holonomic
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Holonomic vs. Nonholonomic systems. /|
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Nonholonomic
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Controllable degrees of freedom equal total degrees
of freedom. Can translate instantly without changing
heading. (e.g., Omnidirectional platforms).
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Subject to continuous differential constraints.
Cannot move independently in all directions.
(e.q., Cars, fixed-wing aircraft).
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The ultimate abstraction: /N\m
Translatlng the world into Configuration Space g

— ~\T‘¥;‘“-x
PHYSICAL WORLD (WORKSPACE) CONFIGURATION SPACE (C- SPACE) \-..\\“-. AN
— & T — ==&\ /
TEA {1
| T LG
TRANSLATES TO 4 & il
ﬁ 021 o
5 g T “
| L‘ | ; o1

Planning in physical space is mathematically messy. By representing the robot'’s joints as
coordinates, the entire robot collapses into a single point. The obstacles warp into C-obstacles.
If the point avoids the C-obstacle, the physical robot avoids the real obstacle.



The Classical Planning Pipeline. 7=

You Are Here

State/Action Environmental Objective / ~ Algorithmic Execution
Representation Model Cost Function Solver Monitor

Every robotic system relies on this fundamental architecture. While representations
and models vary, the defining characteristic of any planning paradigm is its
Solver—the engine that searches the space to find a viable trajectory.
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~Paradigm 1: Graph Search and the discrete worltf;!f;vf&\\\\;
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Algorithms like Dijkstra and A* overlay s D /) )
a discrete grid or graph onto the | //
Configuration Space. They offer S
powerful mathematical guarantees: O
e Completeness: Guaranteeing a e

path will be found if one exists.
e Optimality: Guaranteeing the

absolute shortest path

mathematically possible.

HEURISTIC
VECTOR

A* introduces a heuristic to pull the
search toward the goal, massively
reducing the required computation.

EXPLORED NODES
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The critical flaw of grids: The Curse of Dimensionality.

1D: 16 cells 2D: 1088 cells 3D: 1,000 cells 7D (Robotic Arm): 10,000,000+ cells
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1D: 10 cells 2D: 100 cells 3D: 1,000 cells 7D (Robotic A'rm): 10,000,000+ cells

Graph search requires discretizing the state space. As degrees of freedom increase, the
number of grid cells explodes exponentially. Discretization quickly outpaces all available
computing powexr, making A* useless for complex modern robots.
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Paradigm 2: Embracing randomness to beat dimensionality.

4

Instead of gridding the entire world,
Sampling-based algorithms (like
PRM and RRT) throw random darts
Into the space and connect valid ones.

RRT (Rapidly-exploring Random
Tree) grows a branching structure
outward. It abandons absolute
optimality for probabilistic
completeness—guaranteeing a
solution eventually, no matter how
high the dimensions.
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Refining the search: RRT* and Anytime Planning
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Standard RRT: First path found RRT*: Rewired for optimality
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Standard RRT finds the first path, which is usually jagged and highly inefficient. RRT* constantly rewires its branches
to local neighbors if a shorter path is found. This enables Anytime Planning: the robot can execute the initial rough
path immediately, while the algorithm runs in the background to continuously smooth and optimize the remainder.



RRT*

e RRT does not converge to the optimal solution

RRT

i
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(b) RRT in iteration 3,000
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(d) RRT* in iteration 1,000 (e) RRT™ in iteration 3,000 (f) RRT™* in iteration 10,000 MIS I

From Sertac’s homepage



RRT*

- Asymptotically optimal without a substantial
computational overhead

Theorem [Karaman & Frazzoli, IJRR 2011]
(1) The RRT™ algorithm is asymptotically optimal

P({ lim YRR = *}) =1

n—roo

(i) RRT* algorithm has no substantial computational overhead when compared to the RRT:
MTE{RT*

RRT
M*

lim IE[

— constant
N—roo

- Y _RRT": cost of the best path in the RRT*

&

- ¢ :cost of an optimal solution

- M_RRT : # of steps executed by RRT at iteration n
- M_RRT": # of steps executed by RRT* at iteration n

From DH’s homepage
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Key Operation of RRT*

e RRT
e Just connect a nhew node to its nearest neighbor node

e RRT*: refine the connection with re-wiring operation
e Given a ball, identify neighbor nodes to the new node
e Refine the connection to have a lower cost

KAIST



Example: Re-Wiring Operation

[ ]

From ball tree paper



Example: Re-Wiring Operation
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Generate a new sample

From ball tree paper



Example: Re-Wiring Operation
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|dentify nodes in a ball

From ball tree paper



Example: Re-Wiring Operation

[ ]

|dentify which parent
gives the lowest cost

From ball tree paper



Example: Re-Wiring Operation

[ ]

From ball tree paper



Example: Re-Wiring Operation

[ ]

|dentify which child
gives the lowest cost

From ball tree paper



Example: Re-Wiring Operation

[ ]

Video showing benefits
with real robot

From ball tree paper



If sampling beats dimensionality,
why can’t we just make RRT faster?
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Because sampling-based planners struggle with continuous derivatives. They
can find a geometric path, but forcing them to respect complex dynamics,
smooth accelerations, and rich physical constraints (Kinodynamic planning)
requires massive amounts of collision queries. We need continuous math.
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Paradigm 3: Trajectory Optimization and continuous calculus.

Trajectory Optimization shifts
the paradigm entirely. Instead

of searching a

discrete space, it formulates

the entire trajectory as an
optimization variable.

Using techniques like

Sequential Convex Programming
(SCP), algorithms gracefully
warp a trajectory away from
obstacles while perfectly
minimizing energy and enforcing
dynamic smoothness.

Smoothness Cost
Minimization

Joint Limit
Constraint

Distance to Obstacle
Maximization

CHOMP
STOMP
TrajOpt

KOMO




Formulating the math:
Shioting versus Direct Transcription.
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Shooting N ot /.

Simulates control inputs forward in time. *
Highly sensitive to initial errors; small < e N
¥ mistakes compound drastically. |
> 0 |

Start Node Direct Transcription

Solves for states and controls simultaneously
across time steps. Highly stable, handles constraints
beautifully, and is the foundation for modern MPC.

Goal Node

| MPC predicts and optimizes motion over a short horizon, executes only the first action, and then replans from the updated state
Thus, MPC turns open-loop trajectory optimization into closed-loop control by repeatedly replanning.
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The Gravity Well: Local minima
@ ® ® L
and the initialization problem.
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Optimization is blind to the global picture. It relies entirely on local gradients. If initialized on the wrong side

of an obstacle, it gets trapped in a local minimum—unable to temporarily increase its cost to escape a trap.

Optimization is brilliant at refining a path, but terrible at discovering one.




Learning-based Initialization of Trajectory Optimization for Path-

foIIowing Problems of Redundant Manipulators, ICRA 23

e Problem
i .. i i i Below exemplar problem statement:
® TraJeCtOFY Opt|m|zat|0n IS hl9h|y (target path: ‘Hello’” & target robot: Fetch robot (7-DOF))

sensitive to initialization, but finding

-y . - Targ h End-effector path of a joint trajector
a good initial trajectory in a T e T omm
redundant robot’s large > \ /
configuration space is expensive 3 ]/ 1/
e Approach E (/ 5 W W YA
e Example-guided RL quickly | =
generates feasible, high-quality (10) - Generation time: 0.06s 2825 S 2 (T
initial trajectories, improving TO e Wl '
efficiency and solution quality &
e Received an outstanding E
planning paper award at ICRA £
20 23 - Optimization time / Average pose error:
50 s/2.95e-1 50 s/ 5e-3 0.25s/3.4e-5

28 KAIST



~ The Master Trade-Off: Cdmparing the Paradigms.

Method Strengths Weaknesses

= ! = o

Structure and absolute mathematical Requires discretization;

Graph Search guarantees (completeness & optimal). | destroyed by high dimensions.
|l =l A ]
N[ NilE a1l W
: . Conquers high dimensions globally | Heavy collision queries; produces
Sampling-based with probabilistic guarantees. rough, jagged geometric outputs.
4ii8 L 1L
i

Trajectory Rich, impossibly smooth constraint Trapped by local minima;

Optimization & cost representation. desperately requires good initialization.

Learned Planners

Instant inference and utilization of
prior structural knowledge.

Distribution shift and complete
lack of safety guarantees.




' One Modern Direction: Learning-Augmented Planning

{3l Representation
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& Dynamics

Model

Learned Costs
& Heuristics

Objective

Learned Samplers,
Search Policies,
& Generators

Solver
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Execution

One design pattern—not a universal solution

Learning can enhance models, objectives, sampling, and search while
preserving classical planning structure. However, it is only one option
alongside end-to-end policies, generative planners, and world-model-

based planning.
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Summary: Choosing the Right Planning
Paradigm

e Planning transforms goals into feasible actions
e Representations, dynamics, and constraints define feasibility
e Search, sampling, and optimization offer different trade-offs

e Learning can guide or replace planning—but no single approach
Is universally best

e Next: Learning integrated Planning

SGVR Lab
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