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Announcements

e There are many students in the class
e You need to construct or join a team: each team consists of 3 or 4 persons

e You can bring your own research as long as it is clearly related to the course
theme

e Each team: paper related presentations
e Give two talks; each talk time is 15 min

e Each talk gives 1) a student lecture on a chosen topic, and gives 2) another talk
on one main paper with related papers to your project

e Each team :related to project
e Give a mid-term review presentation for the project
e Give the final project presentation

SGVR Lab
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Schedule

e Sep 28 30 Student Lecture Presentation (5 days)
e Oct7,0ctl12 14

e Oct 19 21: Mid-term exam

e Oct 26 28 Student Paper Presentation (4 days)
e Nov 2,4

e Nov 9 Mid-term Project Presentation (5 days)

e Nov 11, Nov 16 18

e Nov 23,

e Nov 25 Final-term project presentation

e Nov30Dec2Dec?7 9

e Dec 14, 16 Reserved (final exam) SGVR Lab
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Deadlines

e Declare project team members at KLMS before Sep 15
e Confirm schedules of paper talks and project talks at the next class

e Declare a paper and a lecture topic for student presentations at

KLMS before Sept 22
e Discuss them at the next class

SGVR Lab
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Modern Learning-Integrated Planning
Bridging Classical Search and Neural Architectures

A conceptual primer for graduate research.
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Modern Environments Demand Both Speed and Guarantees
The Core Dilemma in Robotics and Al

Pure Classical Planning End-to-End Deep Learning

v’ Guaranteed, Exact, & Safe = | v’ Lightning Fast Inference
X Computationally Heavy =~ |2 v Excellent Generalization
X Black-Box with No Safety Guarantees

X Too slow for high-dimensional, |
real-time tasks —

How do we integrate the speed of neural networks
with the structural guarantees of classical search?




The Integration Spectrum
Mapping the Landscape of the Literature

Pure Classical Learning Guides Differentiable Pure
Planning Planning Planning End-to-End RL
/\
' T f B
Retaining classical planners Encoding the planning
but accelerating them with operator mathematically
neural predictions. inside the neural network.
A r %

The Focus of this Primer



The Central Philosophy

Bypassing Computational Bottlenecks

Learning repltaees planning.
Learning ¢uices planning.
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The goal of hybrid architectures is not to discard the planner. Instead, we use neural networks to
bypass the computational bottlenecks of classical search, retaining the planner’s ultimate authority.



Targeting the Computational Bottlenecks of Search
Where do we inject the Neural Network?
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Learned Heuristic

Replacing manual distance calculations
with neural predictions to aggressively
focus node expansion.

Similar cocepts

Learned Cost-to-Go

Check
Goal

.,

Neural estimation of the remaining
computational effort from a given state.

Learned Sampling Distribution

RRT Sample

Nearest
Neighbor

Collision
Check

Directing RRT samplers exactly where to
look, bypassing uniform random sampling.




Experience and Retrieval-Based Planning
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By retrieving past experiences, the network provides a “warm start” trajectory proposal,
drastically shrinking the required search space.




The Representative Structure of Guided Search
The Hybrid Gold Standard
1

State Input

alidation Gate Neural Oracle

Checks if the Predicts the heuristic
solution is valid 3 Or proposes a

and collision-free. ) = he
Classical Verifier rajectory,

Fast A* or Sampling
planner uses neural

guidance to generate
a solution.

The neural network acts as an intuitive oracle; the classical planner acts as the rigorous verifier.




Guaranteeing Success with Classical Fallbacks

What happens when the model is wrong?

Low Predicted Effort / “1,

In-Distribution Neural-Guided \
Planner |

(Fast) A
Search Effort -
Predictor

Classical Fallback

Planner

High PfEdiCtE‘_j Eff_m't/’ (Slow but Guaranteed)
Out-of-Distribution

Because learning models can fail silently in novel environments, the system actively predicts

search effort. If confidence drops, it gracefully degrades to pure classical search.




ﬁ:‘-nuided Planning = Planner Distillation:

otion Policy Networks, CoRL 22

e Distillation of classical planning into a reactive policy
e Large-scale procedurally generated planning data
e Expert filtering and hindsight goal revision for consistent demonstrations

e A more capable planner is not necessarily a better teacher for
behavior cloning

e For imitation learning, demonstration consistency can matter more than expert
coverage.
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The Differentiable Planning Paradigm Shift

Learning Inside Planning
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The Central Question: Can the search or planning operator itself become
mathematically differentiable?




The Mechanics: Differentiating Through Optimization

Differentiable Forward and Backward Passes in Planning

Backward Pass

Standard i 4
Convolutional Planning .'  23:5;::
. Module

Backward Pass

By relaxing discrete algorithmic steps (like shortest path) into continuous operations,
backpropagation can flow entirely through the optimization process.




Value Iteration
repeatedly
propagates values
the goal to determine
the action with the
best long-term
outcome at each
state.

The breakthrough:
Value Iteration is
mathematically
equivalent to a
specialized recurrent
convolutional
network.
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1. Initialize the Goal 2. Propagate Value
Repeated Bellman Updates

Value Iteration Networks (VIN)

Algorithms as Neural Layers

3. Follow the Best Action




Value lteration Networks, NeurlPS 16

e VIN expresses each value-iteration step as convolution followed
by max-pooling
e Repeats this computation as a differentiable planning module
e Enable end-to-end learning and better generalization than purely reactive policies

Shortest path — Shortest path
—— Predicted path - ——>— Predicted path SGVR Lab
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Neural A*
Embedding Search Directly into the Network

Cost Map

Instead of predicting heuristics externally, the network learns a continuous cost map that
optimally directs an embedded, differentiable A* search directly within the forward pass.




Path Planning using Neural A* Search, ICML 21

e Differentiable A* preserves the discrete Neural A*
search procedure while enabling end-
to-end learning through back- |_|]|_ ﬁ dﬁ
propagation
e Forward: performs hard node selection as in pleut  umen oy fewral A
standard A*
e Backward: passes an approximate gradient by . . .
treating the hard argmax as identity
(3) Update the encoder via back-propagation
Problem instance Encoder Guidance map Differentiable A* module Search history Ground-truthpath  Neural A*’s path
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2 (1) Produce guidance map (2) Perform A* search iterations Backtrack




Expanding the Differentiable Toolkit

Structured Prediction Across Domains

Differentiable Shortest Path Differentiable MPC Structured Prediction

Planning becomes a form of structured prediction. Almost any classical
algorithm can be relaxed and embedded if its gradients can be defined.




Why Embed the Algorithm?

The Power of Inductive Bias

Black-Box Policy Algorithmic Network
S CNN filter Embedded
graphic Planner grid

Motor Motor

Commands

Commands

Must learn the rules of physics, geometry, and logic The network is strictly forced to learn representations that
entirely from scratch. Highly data inefficient. are useful for planning. Massive gains in sample efficiency.

We embed algorithms to inject structural inductive bias. It restricts the network’s
hypothesis space to solutions that make physical and logical sense.




Out-of-Distribution Generalization

(Poor to Excellent)

>
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The Core Trade-0Off

Generalization versus Efficiency

Embedding planning
structure improves
data efficiency and

often generalization,

but adds training and
differentiation costs—
and does not
guarantee OOD
robustness.

Pure Differentiable
= Classical
- @ Guided
Black-Box
b RL
< Computational Efficiency (Slow to Fast)




The Sim-to-Real Reality Check

Scaling to the Continuous World

} The Transfer Gap |

Grid Navigation Success High-Dimensional Real World

While differentiable planners excel in discrete 2D grid worlds, scaling continuous relaxations to
high-dimensional, continuous action spaces (like robot arms) remains a massive open challenge.
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