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Announcements

e There are many students in the class
e You need to construct or join a team: each team consists of 3 persons

e You can bring your own research as long as it is clearly related to the course
theme

e Each team related to paper related presentations
e Give two talks; each talk time is 15 min

e Each talk gives 1) a student lecture on a chosen topic, and gives 2) another talk
on one main paper with related papers to your project

e Each team related to project
e Give a mid-term review presentation for the project
e Give the final project presentation

SGVR Lab
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Schedule

e Mar 31, Apr 2, Student Lecture Presentation
e Apr 7, Apr 9
e Apr 14, 16 Student Paper Presentation

e Apr-21: Mid-term exam, 23 no class

e Apr 28, 30,

e May 7 12, 14 Mid-term Project Presentation
e May 19, 21

e May 26, 28 Final-term project presentation
e June 2, 4, No class (Conf. attendance)

e June, 9, 11:

e June, 16, 18 Reserved (final exam) SGVR Lab
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Deadlines

e Declare project team members at KLMS before Mar 18
e Will be discussed at the class of Mar 19
e Confirm schedules of paper talks and project talks at 3/20

e Declare a paper and a lecture topic for student presentations at

KLMS before Mar-25
e Discuss them at the class time of 3/26

SGVR Lab
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DEEP MULTIMODAL RETRIEVAL | '

AND AGENTIC Al

Part 0: The Theoretical & Architectural Foundations
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The Multimodal Architecture:
A Structural Breakdown

To engineer autonomous agents, we must first master the
bridge between distinct modalities. This module
deconstructs the system into three constituent layers.

01. THE PHYSICS 02. THE ENGINE 1= 03. THE MECHANICS
(Representation Learning) (Pretraining) —H>HH (Transformers)
Joint Embeddings CLIP Paradigm LIS Tokenization

v y Alignment vs. Fusion Contrastive vs. Generative sH=H—=H | Cross-Attention

You Are Here
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The Physics: Joint Embedding Spaces
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CONCEPT: Mapping
disparate inputs into a
shared mathematical
universe.

LOGIC: Geometric
proximity = Semantic
similarity.

Both pixel data and text
tokens are projected into
a common high-
dimensional space (R9).
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Organizing the Space: Contrastive Learning (InfoNCE: Noise-
Contrastive Estimation)

Positive Sample
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Push Negatives
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Architectural Paradigms: Alignment vs. Fusion
ALIGNMENT (Dual Encoder) FUSION (Single Tower)

Classification
QOutput

Cross-Modal

Text Layers

Encoder

Image |
Encoder

_,_l
EA g B B Tor

Fast Retrieval. Pre-computable. Weaker Reasoning. Deep Reasoning. Computationally Expensive. Slow Retrieval.

Dual encoders enable scalable retrieval via pre-computable embeddings. £ NotebookLM



Fusion Strategies: The Timeline of Interaction

Early Fusion

Hybrid Fusion
(Cross-Attention)

Late Fusion
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Trade-offs
Fusion Type | Expressivity Efficiency
Early High Expressivity | High Cost
Late Low Expressivity | High Efficiency
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BLIP-2: Bootstrapping Language-Image Pre-training
with Frozen Image Encoders and Large Language Models, ICML 23

e Frozen Image Encoder + Frozen LLM
e Reuse powerful pre-trained foundation models

e Q-Former as a lightweight bridge

e Compress visual features into learnable query tokens

e Efficient Hybrid Cross-Modal Alighment
e Learn a small cross-attention interface instead of full joint training

Vision-and-Language
Representation Learning

Vision-to-Language
Generative Learning

Q-Former
{ Text Generation

Image-Text ]

Image-Grounded
Matching w

{ Image-Text
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The Multimodal Architecture:
A Structural Breakdown

To engineer autonomous agents, we must first master the
bridge between distinct modalities. This module
deconstructs the system into three constituent layers.

01. THE PHYSICS 02. THE ENGINE 1= 03. THE MECHANICS
(Representation Learning) (Pretraining) —H>HH (Transformers)
Joint Embeddings CLIP Paradigm LIS Tokenization

v y Alignment vs. Fusion Contrastive vs. Generative sH=H—=H | Cross-Attention

You Are Here
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The Pretraining Engine: The CLIP Paradigm

M» Vision { [ ( [ Text e
Transformer Transformer
T-l T2 T3 Ltk T

Text,
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P(I -0 Text,

|/\/0\—‘ " |
Vision Text
Image,  Transformer Transformer Text,

Enables Zero-Shot Transfer: recognizing categories not seen during training.
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Objective Functions: Generative vs. Contrastive

Multimodal Model

A7 CONTRASTIVE —— GENERATIVE
e~ (e.g., CLIP) =7 (e.g., LLaVA)
Discriminative Logic Autoregressive Logic
| |
Does A match B? Given A, predict B...
Usage Usage

Retrieval, Search, | ... - gentsoftenreqmreboth» Agentic Reasoning,

Zero-shot Classification | petrieval to find, Generation to explain. Captioning, QA
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Instruction Tuning: The Bridge to Agency

|

“EU

§%
Standard Pre-training

@’ Vector A messy desk with a laptop
Graphite
Inter Regular

2
@ and coffee.
Image: Messy Desk

JetBrains Mono (H666666)

) : - : _
st e Tined = B Identify the object next There 1s a coffee cup; it

Graphite || =+ | to the laptop and es- 3 appears to be hot based on
Inter Regular "Qf timate 1ts temperature. the steam.

Image: Messy Desk
JetBrains Mono (9666666)

Instruction tuning aligns the model’'s multimodal features with human intent,
moving from static recognition to dynamic task following.
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From CLIP to Agentic Al

e CLIP (2021), Representation

e Align image and text in a shared embedding space
e Enables zero-shot recognition

e Multimodal LLM (2023), Understanding

e Connect vision encoder + LLM
e Image understanding through language

¢ Vision-Language Models, Reasoning
e Joint vision—language reasoning
e Multimodal grounding

e Agentic AI (2024~ ), Action
e Perceive —» Reason — Act

e Agents interacting with the world SGVR Lab
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Scaling Laws in Multimodal Learning

Performance is a
10-1 - Small Scale Power Law: Loss decreases predictable function of
: linearly as scale increases compute and dataset size,
exponentially. provided the architecture
- Is efficient.
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Scaling Laws for Native Multimodal Models
(ICCV 2025)

2 | :I:~., Early: L oc C 79497
3 | ~.':::: =s== Late: L oc C 20494
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» Motivation o8 I | B
e Most multimodal 10"° 102" 102 1024

systems use late fusion (pretrained vision encoder + LLM)
e Question: /s /ate fusion inherently optimal?
e Main Findings
e Early fusion & Late fusion in performance

e Multimodal models follow LLM scaling laws
e Sparse MoE improves multimodal models KAIST



Switch Transformers: Scaling to Trillion Parameter
Models with Simple and Ecient Sparsity, JMLR 22

e Dense Transformers: all tokens use the same parameters — scaling

model size increases compute

e Switch Transformer: each token uses one expert (Top-1 routing) —
parameters scale, compute stays nearly constant.
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The Mechanics: Tokenization
Across Modalities

Vision Language
Image: Geometric Abstract Semantic Red (#D0021B)
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Unifying distinct sensory inputs into a common currency: The Token.
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Cross-Modal Attention Mechanisms

Image Patches

Image Patches

Text Sequence @ELl red ball :

Q = Text Embeddings

K, V = Visual Patch Embeddings

=

Key (K)

qi

Value (V)

Attention Scores
Softmax(QK' //d,)

Result Visual

Weighted Visual Features

Text acts as a searchlight (Query), illuminating relevant regions (Values) of the visual input.

Alignment - Shared Tokens - Cross-modal Reasoning (VLM) A NotebooklM




Efficient Multimodal Training Better supervision: Contrastive learning

Less tokens: Less parameters:
Masked Autoencoders (MAE) Adapters & Freezing

Input
(75% Masked)

Pre-trained | Frozen Backbone (ViT) Lighnesgint
Model JetBrains Mono Adapters
(Frozen) (Trainable)
7 -
178 =] .I—
) Mt | IS i
Encoder Decoder Reconstruction <
Head {/
Process only 25% of tokens. Train <5% of parameters.
JetBrains Mono JetBrains Mono




Compute-Efficient Learning

e Less Tokens — Masked Modeling (MAE)
e Process only a subset of input tokens by masking most of them.

e Less Parameters — Parameter-Efficient Tuning
e Freeze the backbone and train small modules such as Adapters or LORA.

e Better Supervision — Contrastive Learning

e Learn strong representations by alignhing related samples in a shared
embedding space.
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Synthesis: The Foundation for Agency

@ AGENTIC ACTION
(Retrieval/Answer)

Cross-Attention
Reasoning

Joint Embedding
Space

F o

Image [0] —> ==== i00000...00 L =| Instruction

Image Patches Text Tokens

Mechanics

End of Part 0. Proceed to Part 1: Agentic Behaviors. A NotebookLM
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