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Agentic Al:

Foundations of Autonomous Agents

Reasoning + Memory + Skills + System

Thinking Learning Acting Collaborating



Moving Beyond Passive Generation

Agentic Al shifts the paradigm from simple pattern
completion to goal-oriented, autonomous execution.

Traditional LLM Architecture

Input Text Frozen Weights Output Text

Agentic sttem Architecture

Goal Iterative Environment Final
Reasoning Interaction Resolution

Research Frontier:

Current academic focus relies on redefining
benchmark metrics to evaluate multi-step
autonomy rather than single-turn accuracy.




Structural Trade-offs in Agent Architectures

Reactive Agents Planning Agents

Multi-step Deliberation

' Cognitive Simulate A
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Stimulus ! I Simulate B *

Simulate C

e Direct input-to-output mapping. | e Deliberative, multi-step foresight.
High-speed, low latency. e High robustness for complex tasks,
e Fails in environments requiring but computationally expensive.

systemic foresight.



Al AGENT: THE FOUNDATION ARCHITECTURE

MEMORY

ROLE: Utilizing Past
Experiences & Context

REPRESENTATIVE RESEARCH:
Reflexion, MemGPT
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REASONING

ROLE: Strategic Planning & Logical Thought

REPRESENTATIVE RESEARCH:
ReAct, Tree-of-Thoughts
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SYSTEM

ROLE: Multi-Agent Collaboration & Coordination
REPRESENTATIVE RESEARCH: AutoGen

SKILLS

ROLE: Ability to Execute
Actions via Tools

REPRESENTATIVE RESEARCH:
Voyager

AGENT = REASONING + MEMORY + SKILLS + SYSTEM

Al Agent Course



ReAct: Interleaving Reasoning and Acting

g 4
(Reasoning) £

Key Idea

v/ LLM generates explicit reasoning traces.

S v’ Actions interact with external
\ W environment

: v~ Observations guide the next
r— | reasoning step.

Action

(Tool/Environment)

Thought

(Next Reasoning) 4/

Research Challenges

+ Initial reasoning errors can propagate
and multiply through the cycle.

« Demands highly robust and reliable
reasoning capabilities.

Observation » Requires effective mechanisms for
iEendck] self-correction and error recovery.




ReAct: Synergizing Reasoning and Acting in Language
Models, ICLR 23

(

l (1) Hotspot QA J

|

Question: Aside from the Apple Eemote,

what other device

can control the program Apple Remote was originally

deaigned to interact with?

(la) Standard
Answer: 1Pod

(

by iPhone, iPad, and iPod

Touch. So the answer 1is

iPhone, 1Pad, and iPod

Touch.

Answer: i1Phone, 1Pad, 1Pod
\Tﬁuch )(, 5

(1b) CoT (Reason Only)

Thcught. Let's think stﬁp
by step. Apple EemotCe was
originally designed to
interact with Apple TV.

Apple TV can be controlled

7

L (lc) Act-Only }

Act 1:
Obs 1:
remote control ..

Search[Apple Remote]
The Apple Remote is a

Act 2: Search|[Front Row]

Obs 2: Could not find [Front
Row]. Similar:

Act 3: Search[Front ERow
(software) ]

Obs 3: Front Row 1s &

discontinued media center
software ..

Act 4: Finish[§es]

( |

Ve | (1d) ReAct (Reason + Act) | ™~
Thought 1: I need to search Apple Remote and find the
program it was originally designed to 1nteract with.
Act 1: Search[fApple Remote]
Obs 1: The Apple Remote 15 a remcte control introduced in
October 2005 by Apple .. originally designed to control the
Front Row media center program ..
Thought 2: Apple Remote was originally designed to control
the Front Row media center program. I need to search Front

BoWw next and find what other device can control it.

Act 2: Search|[Front Row]

Cbs 2: Could not find [Front Row]. Similar: ['Front Row
Seat to Earth', 'Front Row Motorsports',' Eront Row
(software) ', ..]

Thought 3: Front Row is not found. I need to search [Front

Eow (software)
Act 3: Search|[Front REow (software) |
Obs 3: Front Row 1is a discontinued media center software ..

Thought 4: Front Row (software) i1s controlled by an Apple
Remote or the keyboard function keys. 3So the answer is
keyboard function keys.

Act 4: Finish[keyboard function keys I

v
KAIST




Reflexion: Language Agents with Verbal Reinforcement
Learning, 23

e Learn from failures via verbal self-reflection instead of weight updates

e Store reflections in memory and use them to improve reasoning/actions in
the next trial

g [ 3. Reasoning J
Task: What profession does John . . .
Lanchester and Alan Dean Foster - ACtOr (LLIVI) |nteraCtS Wlth the enVIrOnment and

have 1n common?

e generates reasoning/actions
inkKk: “ s e novellst, jJjournalist,
critie Lecloveniet, - Environment + Evaluator return feedback

novelist and screenwriter.

| Action: “novelist, screenwriter” | (SUCCESS/failure Or rewa rd)
oo i o - Self-Reflection converts feedback into natural-

0

l...] failed because I incorrectly —] language lessons stored in memory for the next

assumed that they both had the .
same multiple professions [...] trlal
accurately identifying their

_professions.

Think: [...] So the profession
John Lanchester and Alan Dean SGVR Lab

3 Foster have 1in common 1s novelist. MIST

Action: “novelist”




Extending Capabilities via Tool-Using Agents

Agents overcome the limitations of their frozen weights by generating structured outputs
designed to call external functions, compile code, or query APIs.

Mathematical
Engines

Code Execution
Environment

Research Frontier:

Designing frameworks that
allow agents to autonomously

invent and compile their own
tools on the fly, rather than
relying on hardcoded API lists.

Web Search &
Retrieval




Voyager: An Open-Ended Embodied Agent with Large

Language Models, ICLR 25 (arXiv 23)

e Autonomous curriculum, automatic goal generation, enables open-ended
exploration
e LLM-generated code forms a growing, reusable skill library
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Evolution of Agent Learning (Beyond Skills)

o Not just more skills, but better ways to learn and reuse them

e ReAct— use skills (no learning)
e Reflexion— improve via feedback (implicit learning)
e Voyager— accumulate & reuse skills (explicit learning)

SGVR Lab
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Managing State and Contextual History

O

\_,/ Long-Term
NP Memo ry
NS 7

Short-Term _ — h

Memory et
b b

Information currently in the model’s
context window that guides its next
decision

In-context working =3 Externalized retrieval
memory. Constrained by Central Cognitive systems (RAG, Vector DBs).

the token limit of the Processor Enables semantic recall over
underlying model. over infinite horizons.




Synthesizing the Cognitive Architecture

State-of-the-art Agentic Al requires the seamless orchestration of Planning, Memory, ReAct
loops, and Tool integration.

AN I N N D N N B B S S - I------------------------------1

I The Cognitive Engine
l =——W o
SHORT-TERM &l N | ONG-TERM
MEMORY rl’r; ‘ | \«\._____./' MEMORY TOOL-USING APIs

— CODE EXECUTION

ENVIRONMENT
THOUGHT

WEB SEARCH &

THOUGTHT ACTION RETRIEVAL

MATHEMATICAL
b=l ENGINES

OBSERVATION




MemGPT: Towards LLMs as Operating Systems, 23

e Treat an LLM as a CPU and manage memory

hierarchically like an operating system
e The model dynamically retrieves, writes, and

summarizes external memory beyond the
limited context window

e Enables long conversations and long-horizon

reasoning

LLM Finite Context Window (e.g. 8k tokens)

A

Prompt Tokens Completion Tokens

Read-Only (static)
MemGPT System Prompt

Read-Write Read-Write
Write via Functions Write via Queune Manager

Tt 1

Archival Storage

Read via Functions
Write via Functions

Function Executor M Queue Manager Recall Storage
Read via Functions

Write via Queue Manager

How was your day today?

fun my bf james baked me a birthday cake

Oh wow, happy birthday! “*

System Alert: Memory Pressure

" - ~ ~ mannmen ol Ff UEyd el damrs P R
working_context.append(“Birthday is February 7")

System: Rules (how the agent should
behave overall)

Working: Thinking (used for reasoning)
FIFO: Stream (what has happened;
flowing record)

Recall: Retrieval (store and search
important information)

Archival: Storage (store everything

long-term) SGVR Lab

KAIST



Agent capabilities evolution

e LLMs have limited context windows — agents need external
memory

e External memory enables:
e long-horizon reasoning
e experience reuse
e persistent knowledge

e Key Trend
e Model = reasoning engine
e Memory = external retrieval system CCVR |

15 KAIST



Activating the Perception-Action Loop

Transitioning from pure text environments requires a continuous loop where the agent processes
multi-sensory environmental stimuli, updates its internal state, and executes responses.

1. Environment Stimuli

4. Action
(Physical/Digital Output)

2. Perception
(Sensory Processing)

3. State Update
(Cognitive Engine)




Sustaining logical coherence requires chaining .

retrieved contexts over extended horizons Menory Engine

Standard Context Window

>4

Reasoning
Step 1

Reasoning
Step 2

WA ¢

: Cé} Vector DB
Retrieval

- Single-pass generation degrades over long

sequences due to context dilution.

- Iterative retrieval anchors multi-step logic paths,
preventing combinatorial hallucination.

Reasoning
3;5 " Context
_ Degradation

4

Reasoning o0
Step 3 *

:'&EE’ Vector DB
' Retrieval
Research Vector

Mitigating context pollution and the
compounding of minor retrieval errors
throughout extensive, multi-step chains.




Tree of Thoughts: Deliberate Problem Solving
with Large Language Models, 23

e Reasoning as search: generate/evaluate candidate thoughts in a tree

e LLM + search (BFS/DFS) enables planning and backtracking for better
problem solving

Input i thought |

Y Majority vote

(a) Input-Output (c) Chain of Thought  (c) Self Consistency
SGVR Lab
Prompting (1O) Prompting (CoT) with CoT (CoT-SC) (d) Tree of Thoughts (ToT) I(AIST

-
-+
<
——
I N I IS I I I IS I I I DD I B DD D B B B B B B S -

18




Continual learning architectures adapt in real- .
time while preventing catastrophic forgetting. emory Engine -

Continual Learning
Agent
Action

- Real-time adaptation occurs by
expanding the vector index
rather than altering foundational
neural weights.

- Defends against model staleness f‘*"""
in rapidly shifting data
environments.

- “*’3 Vector
- O | Bank Feedback
< TN (Updated)

O

If‘_ .—_-\——-——'-$'J-

Research Vector —~—

Developing computationally

efficient mathematical proofs for

unlearning or deprecating outdated Dynamic Filter Fro - oré
spatial vectors dynamically. Mechanism S

“what to remember” vs “what to forget”




Learning to Prompt for Continual Learning, CVPR 22

e Continual learning can be viewed as a memory retrieval problem, where
task knowledge is stored in prompts instead of model weights

eFreeze the backbone model and learn a prompt pool as memory

eRetrieve instance-specific prompts from the pool to guide the model’s
behavior instead of updating weights

20

Rehearsal-based methods:
Fine-tuning

Data buffer of
past tasks

lllllllllll

I Mini-
batching

Task N lllllllllll

Past data and current task data are combined
into mini-batches to update the model
parameter

Our method:

Prompt selection + tuning :  Trainable

llllllllllll

Query : = |nstruct

llllllllllll

Mini-batching

Selects task-relevant prompts from a prompt pool and
applies them to a frozen model, while updating the
prompts through training.



Bridging Theoretical Models to Software Execution

Agent architecture = Agent frameworks -
conceptual engineering implementation



Frameworks for Orchestration and Cyclic Workflows

LangChain LangGraph
(tool orchestration) (agent workflow graph)



Scaling Capabilities with Multi-Agent Frameworks

,‘* v*[ :""': xﬁv “*

&0

AutoGen
(multi-agent collaboration)

CrewAl
(role-based agents)



AutoGen: Enabling Next-Gen LLM
Applications via Multi-Agent Conversation, COML 24

e Complex AI systems emerge from conversations among multiple
agents, not from a single LLM call

Conversable agent S Rtaiaiaad - @ Pot e ::;r:l'fE%il:.A @ @ Output
— e : (.) : : (.) : stock price change - j}f‘
:— ' ' - I I - 0 = YTD. s| ~ /
: ' ' : I : : : Execute the ) _ ,
| b e following code... - Month
: — . : = B
! @ e A : Multi-Agent Conversations A @ Error package an &P No. please plot 7
: i 1 yfinance is not change!
I installed
e l @1 (@ "] Got it! Here is the ¢
e — | e = E Sorry! Please first revised code .. -
_____ S e L_[_;__I & = pip install yfinance - &
I ! S / / ¢ T\ "o and then execute - Output:
L & () L LA 4. the code -~
: - ' - I q : : q E : I'.. ! - P grl; —
I I 1 i I | = - 0 J
i ! @ | 2! @ o) Installing.. / P
|
- ! Joint chat Hierarchical chat e
on
Agent Customization Flexible Conversation Patterns Example Agent Chat

SGVR Lab
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Agentic Al Overview

Reasoning

~ Strategic Thinking Learning from
& Planning Experience

v'OReAct
" Tree-of-Thoughts

1, |+ Reflexion

1)

\ Bl )
ﬂ I 4 ¥ MemGPT

g AGENT

Multi-Agent Accumulate
Collaboration & Use SKkills
|
v AutoGen + Voyager

Agent = Reasoning + Memory + Skills + System
Thinking +* Learning +*  Acting Collaborating
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