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FROM LAST WEEK - TEAM 2

Recap — MemoNav (CVPR 2024)

MemoNav: Working Memory Model for Visual Navigation - presented by Jiwon Park, Wonbin Lee, Seunghun Lee

A working-memory—inspired model for image-goal visual navigation. Three memory types — short-term, long-term, and
working — let the agent retain what's goal-relevant and forget the rest.

MEMORY 1 MEMORY 2 MEMORY 3

Short-Term (STM) Long-Term (LTM) Working (WM)

Local & transient Global scene summary Goal-aware fusion - GATv2

Each new observation becomes a A single global node aggregates Combines retained STM with LTM
node on a topological map. retained STM features — gives the into a goal-relevant representation
Low-attention nodes are temporarily agent scene-level context beyond that drives the next action.
forgotten. local patches.

Tested on Gibson + Matterport3D image-goal navigation. Gains grow with task horizon — +4.7 SR on 1-goal, +7.4 PR on 4-goal — exactly
where memory matters most.
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BACKGROUND

Visual Question Answering, in one minute

* |nputs: animage + a free-form question about it
*  Qutput: ashort natural-language answer

=  Early VQA — counting, colours, attributes ("how many
cats?")

*  Most early questions answerable by a 10-year-old without
facts

» Today's harder tasks need world knowledge the image alone
can't give n How many cats are there?

|
[ A P

Classic VQA — answer is in the pixels
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BACKGROUND

Why Knowledge-Based VQA is hard

* The pixels alone don't contain the answer
SEE

Recognise objects and scene in the image @

=  System must (1) recognise what's in the image, (2) form a
query, (3) retrieve facts from a large KB database, (4) reason
and answer

ASK
*  Each step can fail independently — errors compound Form a query against an external KB @

= Datasets: OKVQA, A-OKVQA, Infoseek (factual entities)

RETRIEVE
Pull top-k relevant documents g

ANSWER

Reason over docs & produce a short answer Q
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SETUP

Knowledge-Based Visual Question Answering

= Image + question — natural-language answer

= Knowledge sources: Wikipedia, web text,
structured database

= Benchmarks: OKVQA, A-OKVQA, Infoseek

= Core challenge: retrieve the right facts from a
large KB database

ReAuSE - AAAI-25
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n What flavor is this pastry?

—

—

knowledge bise ...strawberry flavor that

is so delicious...

B3 strawberry

Knowledge-based VQA — the answer needs an external fact



MOTIVATION

What's wrong with the standard RAG pipeline

= Two stages, two model families: discriminative
retriever + generative answerer

———————————————————————————————————————————————————

= Heterogeneous architectures glued together Previous RAG Pipelines

| D= |

. . B -_. |

= Retriever can't easily learn from the answerer's i@ C“"‘“’“” J |
Do I

[ |

A
feedback Retrievers Top-k docs VQA Mol ey

Scores

= Captioners + multiple retrievers add engineering
overhead
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RESEARCH QUESTION

Can one model retrieve and answer?

How can we integrate knowledge retrieval and answer generation into a single
homogeneous generative model?

Answer: ReAuSE

*  One MLLM plays two roles via two LoRA adapters
* Retrieval = autoregressively generate a document identifier
* Generation = same MLLM, second adapter, reads retrieved docs

* Closes the loop: answerer's feedback calibrates the retriever
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KEY INSIGHT

The LLLM is the index

Discriminative retrieval
. Encode the query, encode every document
. Score similarity over the whole corpus
. Cost grows with the size of the KB

. Performance degrades as KB grows

Generated so far

strawberry  flavor that is 1 next? i —_—

Generative retrieval (ReAuSE)
. Decode a substring that uniquely names one document
. Constrained by the KB itself — always valid
. Per-token cost = vocabulary size, not corpus size

. Same model is also the answerer

FM-Index candidates (KB-valid extensions only)

@®@s0o @the @a

Each next token is filtered to KB-valid substrings — the model can only generate identifiers that occur in a real document.
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METHOD

ReAuSE in three steps

1. Autoregressive

Search

Generate a document identifier
token-by-token, constrained to a
real KB substring.

ReAuSE - AAAI-25

2. Reinforced
Calibration

Score sampled identifiers with
three reward signals; align the
retriever with DPO.

3. Augmented
Generation

Switch LoRA adapters; condition
on retrieved docs; pick answer by
joint probability.



STEP 1

Built-in autoregressive search engine

Step 1. Built-in Autoregressive Search
Engine for Knowledge Retrieval

ReAusSE -

Identifier = substring that is unique to one document
Many valid identifiers per document
MLLM frozen; only LoRA params trained

Constrained beam decoding via FM-Index keeps every
output valid

Next-token cost = O(|V]), independent of KB size

AAAI-25

N AN 454 ‘

Serving as a built-in Autoregressive Search Engine

Conslr«unls l Generative Loss

- - Document Identifiers :...:

Get_Docs (7) -
a D89997 __jpainter pal | |

Irees are among cxotic...j3
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Document identifiers, by example
Each identifier is a verbatim substring of exactly one document.

Q  What flavor is this pastry?

ID  strawberry flavor that is so delicious

Q  What type of plane is that?

ID the 747-400 is a proven performer

Q  What s the person in the photo wearing?

ID g wetsuit is a garment worn

ReAuSE - AAAI-25

— strawberry

— passenger

— wetsuit
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STEP 2

Step 2. Reinforced Retrieval Calibration

Reinforced retrieval calibration via Relevance Feedbacks (only training)

. 'L____I’E'I _________ Prompt ___)
Sample identifiers, score them, prefer the helpful ones. R e s :
: Sampled Docs and Docids i
i D73459 ficus can i |®089997 ------- palnlcr ;
VQA reward Keyword hit Semantic similarity [(Son s ppecis | USNeee - |}
Does an MLLM answer Does the identifier Does the identifier e il
correctly when given contain answer semantically match the ] AN A
this identifier? keywords? document? | X LﬂLL‘M
Reward = VQA score. Reward = Reward = BERT cosine | PNV
exact-match {0,1}. similarity. Seicviie de & Ballicla' Anfunpreantse Sokrel Engiad

QVQA RM: | — > @ Scafg;?l)d
EM RM: @ >
g:j Sim RM: > @

= Aligns retrieval with what actually helps answer generation - @ %
ecabac

=  Build (positive, negative) identifier pairs from rewards

*=  Optimise the retriever with Direct Preference Optimisation (DPO)
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STEP3

Retrieval-augmented answer generation

=  Same MLLM — switch from retrieval LoRA to answer
LoRA

= Feed image + question + each retrieved document

=  Final answer = argmax P(answer | query, doc) - P(doc |
query)

* Joint probability re-ranks retrieval and generation
together

ReAuSE - AAAI-25

Step 3. Retrieval-augmented Answer
Generation

| Question-Image ',l" Answer-specific :l I
(___ Pair ___| | ___Prompt W
D73459 . ficis cariéas) ||
asian species of plant ... i
[ . MLIM ]

Serving as a Retrieval-augmented Generator
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EXPERIMENTS

Datasets, knowledge bases, training

Datasets Knowledge bases
*  OKVQA — open knowledge VQA »  GS112K — 112K Google Search passages
*  A-OKVQA — multi-choice + direct-answer =  Wiki21M — 21M Wikipedia entries
* Infoseek — visual entity retrieval *  Infoseek-100K — 100K entity passages
Training

. Backbone: MiniGPT4-v2-7B (CLIP ViT-L/14 + LLaMA-2-7B), MLLM frozen
=  Two LoRA adapters — only 0.49% of parameters trained

. 9K (OKVQA) — 17K (A-OKVQA) examples; 4 x A6000 48GB; ~3 hours per stage

ReAuSE - AAAI-25
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RESULTS

VQA accuracy on OKVQA

OKVQA

65.7

VQA score - +3.0 over FLMR (62.7)

ReAusSE -

Beats every retrieval-augmented and GPT-3/4V-augmented
baseline at this scale

+1.5 over GPT-4V on OKVQA; only —0.5 vs PaLM-E-562B
(=80x larger)

Reported gain over strong baselines: 2.9% — 9.6%

AAAI-25

Model PRR@K  Score
Multi-modal Large Language Models
LLaVA-13B (Liu et al. 2023) 61.9
Minigptd4-v2-7B (Chen et al. 2023a) E 57.8
Minigptd4-v2-7B (FT) (Chen et al. 2023a) - 61.9
PalLM-E-562B (Driess et al. 2023) - 66.1
GPT-4V (Achiam et al. 2023) E 64.3
Knowledge-enhanced Methods via GPT-3/4v APIs
ReVIVE (Lin et al. 2022) - 58.0
Prophet (Shao et al. 2023) - 61.1
Promptcap (Hu et al. 2023a) - 60.4
FillingGap (Wang et al. 2023) E 61.3
MM-Reasoner (Khademi et al. 2023) - 60.8
Retrieval-augmented Generation Methods
TRIiG (Gao et al. 2022) 45.8 50.5
RA-VQA (Lin and Byrne 2022a) 82.8 54.5
TwO (Si et al. 2023) R 56.7
ReVeaL (Hu et al. 2023b) - 59.1
FLMR (Lin et al. 2023) 89.3 62.1
FLMR (Lin et al. 2023) # 88.3 62.7
KSVQA (Hao et al. 2024b) - 62.8
GeMKR (Long et al. 2024a) * 78.6 61.8
ReAuSE (Ours) 92.6 65.7
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RESULTS

VQA accuracy on A-OK-VQA

A-OK-VQA - MC

80.3

Test accuracy - +3.6 over Cola-FT

A-OK-VQA - DA

65.8
Test VQA score - +5.7 over CKR-VQA

ReAuSE - AAAI-25

Multi-Choice  Direct-Answer

Models val test val test
LLaVA-1.5-7B 77.1 745 637 58.6
InstructBLIP-7B(FT) 73.0 71.1 62.4 58.7
Minigpt4-v2-7B(FT) - - 61.3 -
GPV-2 60.3 537 486 40.7
PromptCap 732 731 563 59.6
Prophet 764 736 582 55.7
FillingGap - - 59.8 -
SimVQA - - 58.6 57.5
REVEAL - - 522 -
Cola-FT 78.1 76.7 - -
CKR-VQA 762 754 58.1 60.1
ReAuSE (Ours) 850 803 677 65.8
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RESULTS

Where ReAuSE really wins: large knowledge

4 - OKVQA- GSI112K OKVQA- WK21M InfoSeek-100K
PRRecall@5 PRRecall@10 PRRecall@5 PRRecall@10 PRRecall@5

1 DPR (Karpukhin et al. 2020) 834 90.3 66.9 76.4 -

2 RA-VQA (Lin and Byrne 2022a) 82.8 89.0 - - -

3 ReViz-ICT (Luo et al. 2023) 734 83.2 61.9 72.6 -

4 GeMKR (Long et al. 2024a) 78.6 86.2 70.8 79.1 489

5 FLMR (Lin et al. 2023) 89.3 94.0 68.1 78.0 47.1

6 Pre-FLMR (Lin et al. 2024) - - 68.6 - 57.8

74 ReAuSE (Ours) 92.6 95.8 88.0 91.3 59.5

ReAuSE - AAAI-25

+3.3 over FLMR on GS112K

PRRecall@5 across three corpora (size: 112K - 21M - 100K)

+19.9 over FLMR on Wiki21M (21M docs)

Discriminative retrievers degrade as KB grows; ReAuSE barely does

Vocabulary, not corpus size, bounds inference cost
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ANALYSIS

Ablations and efficiency

Each module earns its keep

Ablation Setting PRRecall@5  Score
Full Model (Ours) 92.6 65.7
w/o Search Engines - 61.9
w/o Fine-tuning Search Engine 33.1 61.6
w/o Constrained Decoding - 63.2
w/o Retrieval Calibration 88.7 62.5
w/o VQA Reward Model 91.0 63.3
w/o EM Reward Func. 89.9 64.5
w/o Sim. Reward Model 91.7 65.3
Models TopK  GSI112K Wiki21M
DPR 5 370.4ms 518.4ms
FLMR 5 758.4ms -
ReAuSE (Ours) 5 751.3ms 962.1ms
ReAuSE (Ours) 10 1023.3ms 1273.2.1ms

ReAuSE - AAAI-25

Lighter than the baselines

0.49% params trained (LoRA only)
9K — 17K training examples
=3 h on 4 x A6000

Top-5 retrieval: 751 ms vs DPR 370
ms
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QUALITATIVE

Case studies — where it works

= Three queries, three correctly retrieved docs, three correct
answers

*  Each generated identifier is a substring

What flavor is this What type of planc is

What is the person in

* Identifiers contain the answer keywords pastry? that? the photo wearing?

Docids Strawberry flavor that  the 747-400 is a a wetsuit is a garment

1s so delicious proven Pcrfom)cr worn
Docs  slightly strawberry . the 747-400 is a a wetsuit is a garment
&  flavorthatissodeli-  proven performer with wom to provide

Docids ¢ious and it couldn't  high reliability and  thermal protection
:;dc?lsgnl‘? bl:akc incorporates major...  while wet ...

GTAns strawberry passenger wetsuit

Qurs strawberry +~ passenger + wetsuit v~

ReAuSE - AAAI-25
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Takeaways and open questions

What's new Why it matters

. First unified MLLM for KBVQA retrieval + generation . Holds up at 21M-doc scale where prior retrievers

collapse
. Document-substring identifiers + FM-Index decoding P
. Same MLLM does both jobs — much less plumbing

. Reward-based DPO closes the retriever-generator loop
. Trains in hours on 4 GPUs, not weeks on a cluster

ReAuSE - AAAI-25
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REFERENCE

Terms & metrics — quick reference

For the specialised terms that appear throughout this talk.

Match the predicted answer against 10 human-written answers per question. Full credit (1.0) if 23 humans

VQA score gave it; linear partial credit (matches/3) below. Averaged across all questions.

Pseudo-Relevance Recall@K. Fraction of test queries where at least one of the top-K retrieved documents
PRRecall@K | e 1 test g P

contains the answer string. Uses substring match as a proxy for relevance.
LoRA Low-Rank Adaptation. Train small low-rank adapter matrices on top of a frozen base model instead of

fine-tuning every weight. ReAuSE uses two LoRAs and trains only ~0.49% of parameters.

Direct Preference Optimisation. Trains a model on (preferred, rejected) response pairs without an explicit
DPO . : : . :

reward model. Used in Step 2 to align the retriever with the answerer's preferences.

Compressed full-text index supporting substring search in O(|P|) time, independent of corpus size N. Built
FM-Index p pporting g (IP1) p p

once over the KB; queried every decode step to constrain valid next tokens.
ReAUuSE - AAAI-25
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ReAuSE

Retrieval-Augmented Visual Question Answering
via Built-in Autoregressive Search Engines

https://forms.qgle/nBx7B9VuCiFuCLMz8

Paper presentation - Team 8 - Begench Hangeldiyev, Musadiq Hussain
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