Genie: Generative Interactive Environments

Bruce et al.

ICML 2024

Team 7

Hyunsu Ye
Gunyoung Kang
Daeun Kim

KAIST



Contents

- Recap previous lecture
- Introduction

- Key idea(Method)

- Training setup

- Experiment result

- Discussions

KAIST



Previous Lecture Recap

World Models(2018)

-  WorldModel(current_state, behavior) — future_state

- Recent Video World model

e Long-term and long-horizon consistency:
Physically plausible:

e Interactivity:
o To simulate agent behavior before real-world deployment, agent actions

must be able to influence the video generation process in real time.
o Genie: Generative Interactive Environments (ICML'24)
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Introduction

- “from only one text or one frame, generate playable game
environment”

- Genie can make environment where user can play based on
action, by using just “prompt or sketch”
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Introduction

- Previous generative Al :
- Language : GPT
- Image : Stable Diffusion
- Video : Sora
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Introduction

- Existing generative Al :
- Language : GPT

But, there is no feature; generate environment where
user can interactively play the game
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Introduction : what is the Genie?

- Genie:
- Training based on “only Video”
- is able to control frame-level
- learns action itself

Table 1 | A new class of generative model: Genie
is a novel video and world model that is control-
lable on a frame-by-frame basis, which requires
only video data at train time.

Model Class Training Data Controllability

World Models Video + Actions Frame-level
Video Models Video + Text Video-level
Genie Video Frame-level
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Key Idea of Genie

- Unlike existing world models, just train based on
labelless internet video without requiring action

label

- unsupervised learning of latent actions instead of
action label.

- Tokenized video + latent action => next frame
generation

- Video Tokenizer => Tokenized Video
- LAM(Latent Action Model) => latent action
- Dynamics model => next frame

KAIST



Methods

Limitation of Traditional Vision Transformer

Transformer Encoder
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In ViT, all tokens reference each other,
increasing computational load to O(N~ 2)
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SpatioTemporal Transformer

Spatial Layer: 1 x H x W for each time step
Temporal Layer: T x 1 x 1 for each position of patches
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Overall Pipeline
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Latent Action Model

Encoder: Take as inputs all previous frames X1 :t
and next frame Xt+1
output continuous latent actions ai.;
Decoder: Take all previous frames and latent
actions and output next frame X1
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Latent Action Model

VQ-VAE based Model
- Enable to limit the number of predicted actions
- Make latent actions human-controllable

Decoder can access only the previous frames
- latent action a, should encode the most
meaningful changes
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Latent Action Model

Differences between traditional VQ-VAE

- VQ-VAE: one image corresponds to combination of codes
- Genie: one action corresponds to one code

Pros:
- prevent mapping noise action
- establish a one-to-one mapping between signal and action

ST LAM s LAM
A e Encoder Decoder

VQ-VAE embedding action token
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Video Tokenizer

Inputs: X1.7 = (1, X2, -+ ,xr) € RIXHXWXC

Latents: 21.7 = (21, 29, , 2r) € I'XP
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Dynamics Model

Inputs:
- video latent 21:7 = (21, 22, "
- action latent g, .,
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Inference Pipeline

Inputs:

- First frame, latent actions from human at
each time step

Iteratively generate next frames
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Evaluation
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e Training Dataset
o Gaming (Platformers)
m Internet videos of 2D Platformer games

m 6.8M, 16s, 160x90 resolution video clips, 30k hours

o Robotics (RT-1)
m 130k robot demonstrations simulation data and 209k

episodes

e Metrics
o Video Fidelity: FVD (Frechet Video Distance)

o Video Controllability:
A:PSNR = PSNR(x;, X;) — PSNR(x;, X/)

N
Xt =groud-truth frame X'+ =frame generated using 2/ =frame generated
actions inferred from real t using randomly
video. sampled actions.
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Evaluation

e Model Scalability

o Each model increase in size corresponding to
a consistent decrease in the final training loss.
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Evaluation

e Generated Video Quality
o with different 1st frame & same latent action seq.

Platformer

game dataset

R1
Robotics dataset

#Params Memory FVD () APSNR(T)

ViT 230M 0.3GB 114.5 1.39
C-ViViT (Villegas et al., 2023) 225M 1.6GB 272:7 1.37
ST-ViViT (Olll'S) 205M 0.9GB 81.4 1.66 MIST




Evaluation

e Training Agents with Genie
o @Genie can generate diverse trajectories give an unseen RL

environment image.
o In unseen CoinRun[1] environment, Genie LAM-based policy

achieves oracle-level score with only 200 samples.
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Discussion and Future Work

e Contributions

o @Genie is first unsupervised foundation world model,
trained solely from unlabelled Internet videos

o Genie can be prompted to generate a diverse set of
interactive and controllable environments.

o Generalist agent training: learned latent action space
transfers to unseen environments, enabling agents to imitate
behaviors from novel videos
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Discussion and Future Work

e Limitation
o Limited to 16 frames of memory
— difficult to maintain consistency over long horizons
o Operates at ~1 FPS
— requires future advances for interactive frame rates
o Struggles with complex behaviors (e.g., joint control)

KAIST



Discussion and Future Work

Genie 3 (2025.08)

Choose a goal

A new frontier for world models

Choose a goal Approach the flower stall Go to the baker Walk to the stall with tomatoes

Genie 3 makes it possible to explore an unlimited range of realistic environments.
This is a key stepping stone on the path to AGI - enabling Al agents capable of
reasoning, problem solving, and real-world actions.
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Quiz

https://forms.gle/6MyMfH325qCv2d39A
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