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1. Introduction

Limitation of LLMs

LLMs are strong, but still unreliable for knowledge-intensive reasoning

LLMs often struggle with:

— outdated knowledge, multi-hop reasoning, hallucinations, lack of transparency and

responsibility

These limitations become more serious when the task requires deep reasoning

over factual knowledge

A natural solution is to introduce external knowledge graphs (KGs), which are:

— structured, explicit, editable, easier to update than model parameters
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1. Introduction

Combining LLM and KG

* Multi-task universality and AGI

Large Language Model Knowledge Graph

 Better cognition and reasoning Ability * Structured knowledge for reasoning

* Explainable, traceable and correctable

* Strong learning and memorizing ability * Faster update of knowledge and data
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1. Introduction

Existing paradigms

 LLM @ KG
— The model retrieves KG facts and appends them to the prompt

— Problem: this “loose-coupling” depends heavily on exact KG schema coverage, so if

a needed relation is missing, reasoning fails

Question: J

What is the majority party now in the country where Canberra is located?

LLM & KG
r Canberra is located in

1
1
(Prompt): Please generate a SPARQL query for this ( Canberra ) ! Australia. ! Response: Sorry, based on
1
1
1
1

question. . | Majority party in Australia is my query result from the
Response: SELECT ?country ?party WHERE { Retrieve isLocatedIn | Not Found i Prompat knowledge base, | cannot
?canberra dbpropiisLocatedin ?country. | % __ v @ ST answer your question since
?country dbprop:majorityParty ?party .
}

| do not have enough
information. X
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1. Introduction

New paradigm

« LLM ® KG (ToG)

The LLM actively participates in the reasoning process over the graph (“tight-

coupling”)

It can explore alternative paths and combine KG evidence with its own knowledge

Question:

Looking for
triples related
to Canberra

What is the majority party now in the country where Canberra is located?

<Think’,

The most relevant one is (Canberra,
capital of, Australia). Information not
enough for answering the question.
Looking for triples related to Australia

{Think’,

The most relevant one is (Australia,
prime minister, Anthony Albanese).

“Think”

| know that Anthony Albanese is from |

Labor Party.
Enough information is collected for

answering this question.

On graph On graph LLM-inherentélknowledge :
Tt ST SRR /S —— N pmmmmmm e e Y- 1__-.
0y () = i (.. — [ has been leader of
X e s ) | 1 H
I capital , I / \\ prime minister ! '/ Anthony \...... the Austrahaq Labor
| of 1T o\ Austalia ) e i \_Albanese g Pl
P St > X w, ! ' 2019and ......

__________________________

J,Conclude

The answer is Labor Party

[
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1. Introduction

Think-on-Graph (ToG)

* The paper proposes a hew paradigm: LLM &) KG
* Under this paradigm, the LLM is not just a translator or answer generator

* Instead, it acts as an agent that:
— explores relevant entities and relations on the graph
— evaluates candidate reasoning paths
— decides whether enough evidence has been collected

— generates the final answer from the explored paths
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1. Introduction

Advantage of ToG

Published as a conference paper at ICLR 2024

THINK-ON-GRAPH: DEEP AND RESPONSIBLE REASON-
ING OF LARGE LANGUAGE MODEL ON KNOWLEDGE

GRAPH

Jiashuo Sun?'*f Chengjin Xu'*Lumingyuan Tang®'* Saizhuo Wang*!*
Chen Lin?> Yeyun Gong® Lionel M. Ni° Heung-Yeung Shum'* Jian Guo'®!
IDEA Research, International Digital Economy Academy

2Xiamen University

3University of Southern California

“The Hong Kong University of Science and Technology

5The Hong Kong University of Science and Technology (Guangzhou)
SMeicrosoft Research Asia

ABSTRACT

Although large language models (LLMs) have achieved significant success in vari-
ous tasks, they often struggle with hallucination problems, especially in scenarios
requiring deep and responsible reasoning. These issues could be partially addressed
by introducing external knowledge graphs (KG) in LLM reasoning. In this paper,
we propose a new LLM-KG integrating paradigm “LLM ® KG” which treats the
LLM as an agent to interactively explore related entities and relations on KGs
and perform reasoning based on the retrieved knowledge. We further implement
this paradigm by introducing a new approach called Think-on-Graph (ToG), in
which the LLM agent iteratively executes beam search on KG, discovers the most
promising reasoning paths, and returns the most likely reasoning results. We use
a number of well-designed experiments to examine and illustrate the following
advantages of ToG: 1) compared with LLMs, ToG has better deep reasoning power;
2) ToG has the ability of knowledge traceability and knowledge correctability by
leveraging LLMs reasoning and expert feedback; 3) ToG provides a flexible plug-
and-play framework for different LLMs, KGs and prompting strategies without
any additional training cost; 4) the performance of ToG with small LLM models
could exceed large LLM such as GPT-4 in certain scenarios and this reduces the
cost of LLM deployment and application. As a training-free method with lower
computational cost and better generality, ToG achieves overall SOTA in 6 out of
9 datasets where most previous SOTAs rely on additional training. Our code is
publicly available at https://github.com/IDEA-FinAI/ToG.

* Deep Reasoning
e Responsible reasoning

* Flexibility and efficiency

W
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2. Method

Think-on-Graph Framework

1. Initialization of Graph Search

— Extract the topic entities from the question

2. Exploration (Relation Exploration - Entity Exploration)

— Search neighboring relations and entities on the KG, then expand multiple candidate

reasoning paths

3. Reasoning

— Use the LLM to evaluate which paths are most promising, then keep the top paths

and discard weak ones

— Check whether the current paths are sufficient to answer the question

4. Generation

@INFOLAB 11
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2. Method

Overview

Question:

What is the majority party now in the country where Canberra is located? J

capital of

\
1
1
1
1

Australian CapitaD \
Territory &

Anthony

country

Albanese

- - ————— -

of Australia

(AU U N ——

xS
Prime Minister )

——
I |_Prune  EULE 5 10

— ——
i 0 0.5 : m Depth 2 0 05 1.0 - hip 0 —.
Depth 1 ) . - - % — citizenship ~.—-.
i, ) <Australlan CapltaD o ) ./
et S Territory ) .
2 o \..
partof Q¥ country ¢ et T Parg
- contn® ) Labor Party

Canb capital of KA
@\ ./

Australia

(%o
%,

County. prime officeholder Z
. . .g — Prime Minister of
Australian Capital Prime Minister Anthony Al
Territory of Australia Albanese
I—)‘ Enough Information h
[ P M
[ Answer ) :

| ;
| Labor Party Generatej

1. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- political party -- Labor Party
2. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- occupation -- Politician
3. Canberra -- capital of -- Australia -- head government -- Prime Minister of Australia -- officeholder -- Anthony Albanesj
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2. Method

1. Initialization of Graph Search

Question:
What is the majority party now in the country whexe Canberra i located?
\\\\___’///
Topic Entity

RS
7
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2. Method

2-1. Relation Exploration

Question: J

What is the majority party now in the country where Canberra is located?

Relation Search
: Search all relations linked to “Canberra”

@INFOLAB 14



2. Method

2-1. Relation Exploration

Question: J

What is the majority party now in the country where Canberra is located?

Relation Prune
: Select top-N relations by using LLM

E.3.1 RELATION PRUNE

Please retrieve k relations (separated by semicolon) that contribute to the question and rate their
contribution on a scale from 0 to 1 (the sum of the scores of & relations is 1).

In-Context Few-shot
Q: {Query}

Topic Entity: {Topic Entity}
Relations: {list of relations}
A:

Current Reasoning paths : {(Canberra, capital of), (Canberra, country), (Canberra,
territory)}

@INFOLAB 15



2. Method

2-2. Entity Exploration

Question: J

What is the majority party now in the country where Canberra is located?

- ) EI
et S
partof Go(\\\‘\e Info

Canb capital of E— Entlty Sea rCh
, CoUntry(>@ : Search all entities linked with pruned relations
t%

Australian Capital
Territory

>
=
0
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2. Method

2-2. Entity Exploration

Question: J

What is the majority party now in the country where Canberra is located?

Entity Prune
: Score entities for each relations by using LLM.
Then select top-N reasoning paths

E.3.2 ENTITY PRUNE

Please score the entities’ contribution to the question on a scale from 0 to 1 (the sum of the scores of

... . ) E all entities is 1).
™ - Info
partof GO(\\\“ In-Context Few-shot

capital of

( Canberra ) _@ Q: {Query}
' Relation: {Current Relation}
t%:

Entites: {list of entities}

Australian Capital
Territory Score:

Current Reasoning paths : {(Canberra, capital of, Australia),
(Canberra, country, Australia), (Canberra, territory, Australian Capital Territory)}
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2. Method

3. Reasoning

Question: J

What is the majority party now in the country where Canberra is located?

Reasoning

: Prompt the LLM to evaluate whether the current
reasoning paths are adequate for generating the
answetr.

If not, repeat the Exploration and Reasoning steps
CA”StE';fiTof;p"a'} until reaching the maximum search depth.

Not
Enough
Information

oL
. ‘\e
partof 00“\\

( Canberra )wd

COUntry

territory

Current Reasoning paths : {(Canberra, capital of, Australia),
(Canberra, country, Australia), (Canberra, territory, Australian Capital Territory)}
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2. Method

4. Generation

Question:
What is the majority party now in the country where Canberra is located?

\
1
1
1
1

Australian CapitaD
Territory

capital of

country

- - ————— -

(AU U N ——

X
Prime Minister )
of Australia

Anthony
Albanese

: 0 05 ) m Depth2 05 1.0 I m Depth 3citizensh'lp 0__. 05 1.0
Depth1 .~ . . _ p—y L~
p v ) <Australlan CapltaD \\oa;\\f‘, . ./
\ VN i NS -
partof 0(\,{\“3(\ Territory S )
¢

Part
Co% Labor Party
'9[76

country dnent 7
. e ntin 4
capital of P —~° ./
Canberra c\‘ Reasoning ./ Australia fime
' OUnty, prim officeholder
territory head minister
government

Prime Ministe
Australia

Australian Capital
Territory

7)
)

Reasoning

Prime Minister Anthony
of Australia Albanese
Reasoning WY

Enough

Reasoning paths

!Generatei 2. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- occupation -- Politi

; Labor Party

Generation : ToG generates the final answer from explored paths

3. Canberra -- capital of -- Australia -- head government -- Prime Minister of Australia -- officeholder -- Anthony Albanese !

e e e S A e ——

Information H

1. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- political party -- Labor Party |

cian

e
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2. Method

ToG-R

 ToG-R is a lighter version of ToG.

|t utilizes random sampling for Entity Prune instead of LLM-based evaluation.

Algorithm 1 ToG Algorithm 2 ToG-R
Require: Input x, LLM 7, depth limit D,,,,, sam-Require: Input z, LLM 7, depth limit D,,,,, sam-
ple limit V. ple limit V.
Initialize E° < Extract entities on x, P < [|, Initialize E° < Extract entities on =, P < [],
M + 0. M + 0.
while D < D,,,,. do while D < D,,,,. do
R2 . P.ana < Search(z, EP~1, P) R2 . Peana < Search(z, EP~1, P)
RP, P + Prune(m, z, R2 ., Peana) RP, P + Prune(m, z, RY ., Peana)
EP  P.gnq < Search(z, EP—! RP, P) ED ., Peana < Search(z, EP~1, RP, P)
EP, P < Prune(m, x, E2 ., Peona) if Reasoning(m, z, P, EL ) then
if Reasoning(7, x, P) then Generate(r, z, P, Egn 2
Generate(w, x, P) break
break end if
end if EP, P + Random_Prune(EZ .. P.ina)
Increment D by 1. Increment D by 1.
end while end while
if D > D,,,. then if D > D,,,. then
Generate(m, x) Generate(T, x)
end if end if
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3. Experimental Results

Performance of ToG on Knowledge-Intensive Datasets

Method Multi-Hop KBQA Single-Hop KBQA  Open-Domain QA Slot Filling Fact Checking
CWQ WebQSP GrailQA QALDI10-en Simple Questions WebQuestions T-REx Zero-Shot RE Creak
Without external knowledge
10 prompt w/ChatGPT 37.6 63.3 29.4 42.0 20.0 48.7 33.6 27.7 89.7
CoT w/ChatGPT 38.8 62.2 28.1 42.9 20.3 48.5 32.0 28.8 90.1
SC w/ChatGPT 45.4 61.1 29.6 45.3 18.9 50.3 41.8 45.4 90.8
With external knowledge
Prior FT SOTA 704> 82.1° 75.47 45.4° 85.8¢ 56.3¢ 87.7" 74.6° 88.2¢
Prior Prompting SOTA - 74.4% 53.2% - - - - - -
ToG-R (Ours) w/ChatGPT  58.9 75.8 56.4 48.6 454 53.2 75.3 86.5 93.8
ToG (Ours) w/ChatGPT 57.1 76.2 68.7 50.2 53.6 54.5 76.8 88.0 91.2
ToG-R (Ours) w/GPT-4 69.5 81.9 80.3 54.7 58.6 57.1 75.5 86.9 95.4
ToG (Ours) w/GPT-4 67.6 82.6 814 53.8 66.7 579 771 88.3 95.6

Table 1: The ToG results for different datasets. The prior FT (Fine-tuned) and prompting SOTA
include the best-known results: «: Das et al. (2021); 8: Yu et al. (2023); v: Gu et al. (2023); ¢:
Santana et al. (2022); e: Baek et al. (2023a); (: Kedia et al. (2022); n: Glass et al. (2022); 6: Petroni
et al. (2021); ¢: Yu et al. (2022); «: Li et al. (2023a).

@

@INFOLAB 22



3. Experimental Results

Performance of ToG on Knowledge-Intensive Datasets
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ToG (Ours) w/ChatGPT 57.1 76.2 68.7 50.2 53.6 54.5 76.8 88.0 91.2
ToG-R (Ours) w/GPT-4 69.5 81.9 80.3 58.6 57.1 75.5 86.9 95.4

ToG (Ours) w/GPT-4 67.6 53.8 66.7 771

Table 1: The ToG results for different datasets. The prior FT (Fine-tuned) and prompting SOTA
include the best-known results: «: Das et al. (2021); 8: Yu et al. (2023); v: Gu et al. (2023); ¢:
Santana et al. (2022); e: Baek et al. (2023a); (: Kedia et al. (2022); n: Glass et al. (2022); 6: Petroni
et al. (2021); ¢: Yu et al. (2022); «: Li et al. (2023a).
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3. Experimental Results

Performance of ToG on Knowledge-Intensive Datasets
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3. Experimental Results

Performance of ToG on Knowledge-Intensive Datasets

Method Multi-Hop KBQA Single-Hop KBQA  Open-Domain QA Slot Filling Fact Checking
CWQ WebQSP GrailQA QALDI10-en Simple Questions WebQuestions T-REx Zero-Shot RE Creak
Without external knowledge
10 prompt w/ChatGPT 37.6 63.3 29.4 42.0 20.0 48.7 33.6 27.7 89.7
CoT w/ChatGPT 38.8 62.2 28.1 42.9 20.3 48.5 32.0 28.8 90.1
SC w/ChatGPT 45.4 61.1 29.6 45.3 18.9 50.3 41.8 45.4 90.8
With external knowledge
ToG-R (Ours) w/ChatGPT  58.9 75.8 56.4 48.6 454 53.2 75.3 86.5 93.8
ToG (Ours) w/ChatGPT 57.1 76.2 68.7 50.2 53.6 54.5 76.8 88.0 91.2

+52% +20% +234% +20% +268% +12% +129% +218% +2%

Table 1: The ToG results for different datasets. The prior FT (Fine-tuned) and prompting SOTA
include the best-known results: «: Das et al. (2021); 8: Yu et al. (2023); v: Gu et al. (2023); ¢:
Santana et al. (2022); e: Baek et al. (2023a); (: Kedia et al. (2022); n: Glass et al. (2022); 6: Petroni
et al. (2021); ¢: Yu et al. (2022); «: Li et al. (2023a).
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3. Experimental Results

Effect of Backbone Models

Method CWQ WebQSP
Fine-tuned
NSM (He et al., 2021) 53.9 74.3
CBR-KBQA (Das et al., 2021) 67.1 -
TIARA (Shu et al., 2022) - 75.2
DeCAF (Yu et al., 2023) 704 82.1
Prompting
KD-CoT (Wang et al., 2023b) 50.5 73.7
StructGPT (Jiang et al., 2023) - 72.6
KB-BINDER (Li et al., 2023a) - 74 .4
LLama2-70B-Chat
CoT 39.1 574
ToG-R 57.6 68.9
ToG 536 63.7
Gain (+18.5) (+11.5)
ChatGPT
CoT 38.8 62.2
ToG-R 57.1 75.8
ToG 58.9 76.2
Gain (+20.1) (+14.0)
GPT-4
CoT 46.0 67.3
ToG-R 67.6 81.9
ToG 69.5 82.6
Gain (+23.5) (+15.3)

Table 2: Performances of ToG using different back-
bone models on CWQ and WebQSP.
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3. Experimental Results

Effect of Backbone Models

Method CwW WebQSP .
< < e CoT and ToG obtain better results

Fine-tuned
NSM (He et al., 2021) 539 743 :
CBR-KBQA (Das etal., 2021)  67.1 - with stronger LLMs
TIARA (Shu et al., 2022) - 752
DeCAF (Yu et al., 2023) 70.4 82.1

fenampiag e GPT4 > ChatGPT > Llama2-70B
KD-CoT (Wang et al., 2023b) 50.5 73.7
StructGPT (Jiang et al., 2023) - 72.6
KB-BINDER (Li et al., 2023a) : 74.4

LLama2-70B-Chat

CoT 39.1 57.4
ToG-R 57.6 68.9
ToG 53.6 63.7
Gain (+18.5)  (+11.5)

ChatGPT
CoT 38.8 62.2
ToG-R 57.1 75.8
ToG 58.9 76.2
Gain (+20.1)  (+14.0)

GPT4

CoT 46.0 67.3
ToG-R 67.6 81.9
ToG 69.5 82.6
Gain (+23.5)  (+15.3)

Table 2: Performances of ToG using different back-
bone models on CWQ and WebQSP.
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bone models on CWQ and WebQSP.
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3. Experimental Results

Effect of Backbone Models

Method CWQ WebQSP ol ..
e Ability of LLM mining KG

Fine-tuned
NSM (He et al., 2021) 539 743
CBR-KBQA (Das et al., 2021) 67.1 - °
AR, {Shustel. 2005) / . The larger the model, the greater the
DeCAF (Yu et al., 2023) 704 82.1

Prompting performance gap between CoT and
KD-CoT (Wang et al., 2023b) 50.5 73.7
StructGPT (Jiang et al., 2023) - 72.6
KB-BINDER (Li et al., 2023a) ] 74.4 ToG

LLama2-70B-Chat

CoT 39.1 574
ToG-R 57.6 68.9
ToG 53.6 63.7
Gain (+18.5) (+11.5)
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GPT-4

CoT 46.0 67.3
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Table 2: Performances of ToG using different back-
bone models on CWQ and WebQSP.
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3. Experimental Results

Effect of Backbone Models

Method cHe EeeE * Small LLM + KG > Big LLM
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Table 2: Performances of ToG using different back-
bone models on CWQ and WebQSP.
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3. Experimental Results

Effect of Search Depth and Width

* ToG’s performance improves with the depth and width, indicating the potential

performance boost with a higher depth or width

600 cwa cwa WebQSP WebQSP
59.0 e 60.0 {— ToG —" 760 —— ToG 750 —— ToG
' ToG-R 57.5 ToG-R 75.0 ToG-R ToG-R
=58.0 —_ - _725
0 250 L7410 €700
3 2525 3 )
® 56.0 © ®73.0 s 67.5
5 550.0 5 5
38 55.0 g 8720 3 65.0
<540 <475 < 5 <625
53.0 450 ' 60.0
e 700 :
52.0 42.5 575
1 2 3 4 1 2 3 4 1 2 3 4 1 2 3 4
Depths Widths Depths Widths

Figure 3: Performances of ToG with different search depths and widths.
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3. Experimental Results

Effect of Search Depth and Width

cwaQ
60.0
—— ToG

59.0
— ToGR /S

:\;58.0
¢>’,57.0
® 56.0
3 55.0
o

< 54.0

53.0
52.0 /

N
N
w
SN

Depths

team_mascot / Philadelphia \ arena stadium .
"\ Phillies )/ e

team_mascot / 5 5 \ training_ground / \ facﬂlty
D e pt h = 3 Phillie Phanatic > Ph{)li ?l;lf:ua | >  uname entity |

Bright House
Field

Depth =2 [ Phillie Phanatic

Bright House
Field

v
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3. Experimental Results

Effect of Search Width

cwaQ
60.0 ToG
57.5 ToG-R //
§ 55.0
o52.5
©
550.0
3
<,:47.5
45.0
42.5
1 2 3 4
Widths
Question:
What is the majority party now in the country where Canberra is located?
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3. Experimental Results

Effect of Pruning Models

e Other than the LLM, lightweight text ranking models like BM25 and

SentenceBERT can be employed as pruning tools in the exploration phase,

improving the computation efficiency of ToG

Method CWQ WebQSP
ToG

w/BM25 514 58.7
w/SentenceBERT  51.7 66.3
w/ChatGPT 58.8 76.2
ToG-R

w/BM25 494 57.3
w/SentenceBERT  50.1 60.1
w/ChatGPT 59.2 75.1

Table 5: Performances of ToG using dif-

ferent pruning tools.
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3. Experimental Results

Where does the knowledge come from?

e Correct answers come from three sources: explored paths, LLM-inherent

knowledge, or both.

* Most answers are supported by explored graph paths, but ToG also benefits

from the LLM’s internal knowledge when the path alone is insufficient.

CWwQ Paths WebQSP Paths GrailQA Paths
Both Both Both
LLM Inherent LLM Inherent LLM Inherent
60%
KG 72%
93%
3%
4%
13% 27% LLM 25%
° 3%

Figure 7: The proportions of ToG’s evidence of answers on CWQ, WebQSP, and GrailQA datasets.
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Conclusion

The paper proposes a hew integration paradigm: LLM & KG

Think-on-Graph enables an LLM to explore, evaluate, and reason over KG paths

It improves deep reasoning while preserving traceability and flexibility

It shows that a training-free framework can outperform many stronger baselines
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Thank you
Q&A



https://forms.gle/u8iDK28iYWFiTCzL7



https://forms.gle/u8iDK28iYWFiTCzL7

