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Team 8 Recap

Problem: Generative RAG for Knowledge-Based VQA (ReAuSE/GeMKR) has 4
structural flaws — always retrieves, single-hop only, ignores prior knowledge in
scoring, and uses stale offline DPO
Proposal: 4 lightweight components (Retrieval Gate, Iterative Search Controller,
Hybrid Rerank, Online GRPO) each targeting one flaw, all sharing the same frozen
backbone
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Retrieval Gate

A tiny MLP on the LLM hidden state. Outputs a probability: skip retrieval or use it.
Tunable threshold trades accuracy for latency.

Iterative Search Controller
After the first retrieval, decide whether to fire a second round with a follow-up
sub-query. Cap at three hops.

Rerank top-10 by three signals

Reorder the top-10 retrieved docs by original rank + question-overlap +
closed-book-overlap. Lifts answer-bearing docs above position 5, five minutes on
CPU.

Online RL with GRPO
Replace offline DPO with on-policy GRPO. Sample 8 rollouts per step; reward with
the same three signals (VQA, EM, BERT-sim). Always fresh.
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Background 1: World Model

e World Model:

o A generative model that predicts next state based on previous state & action
o Trains RL agent “in imagination” -> improves sample efficiency
o VAE encodes observations into latent z, RNN models dynamics - buy lossy.
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Background 2 : World Model + Diffusion Model

e Our baseline : Diamond (NeurIPS 2024)

o Problem: Discrete latents lose visual detail — frame inconsistency
o Solution: Diffusion generates frames directly — high fidelity & consistency
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Limitation of Existing diffusion world model

e Problem : duration of diffusion process is too large.

RL agent training 1 epoch latency: [actor_critic] total 180.25s |
diffusion 136.26s (75.6%, 90.84 ms/step over 1500 calls) | rew_end 16.55s
(9.2%, 11.03 ms/step over 1500 calls) | other 27.45s (15.2%)

e Why this is critical?
o World model's whole point is cheap "imagined" experience — but if 75% goes
to diffusion, imagination is no longer cheap
75% bottleneck: optimizing anything else barely moves total time (Amdahl)
o Blocks real-time / continual adaptation; worsens as horizon & resolution scale
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Motivation

e Question: Less denoising steps degrades agents?

Game Random  Human DIAMOND (n =3) DIAMOND (n = 1)
Amidar 5.8 1719.5 225.8 191.8
Assault 2224 742.0 1526.4 782.5
Asterix 210.0 8503.3 3698.5 6687.0
Boxing 0.1 12.1 86.9 419
Breakout 1.7 30.5 132.5 50.8
CrazyClimber 10780.5 35829.4 99167.8 87233.0
Kangaroo 52.0 3035.0 5382.2 1710.0
Krull 1598.0 2665.5 8610.1 9105.1
Pong -20.7 14.6 20.4 20.9
RoadRunner 11.5 7845.0 20673.2 5084.0
Mean HNS (1) 0.000 1.000 3.052 1.962

Partially true.

Mean HNS: n=3 (3.05) > n=1 (1.96) — more steps better overall

But per game: n=1 wins on Asterix, Krull, Pong
— steps vs. performance is not monotonic — fixed step count isn't optimal

HNS =_(agent score - random score)

(human score - random score)
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Motivation

e Question: Less denoising steps degrades agents?

= n=3
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Long-horizon rollout, n=1/2/3

e Early frames: all three nearly identical
e Later on: scenes diverge — different scores
8 e — step-count error accumulates over the horizon KAIST



Motivation

e (Question: Less denoising steps degrades agents?

n=

i

Varying denoising steps, n=1/2/3

. White (pilot, action-conditioned): stays sharp
. Black (CPU, random motion): blurs — regresses to mean — vanishes
. — unpredictable objects degrade most — harder cases need more st4gsIST
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Motivation

e (Question: Multi step denoising must be necessary?

DeepCache (CVPR 2024):

UNet features from adjacent

reuse the UNet results from
the previous step

——> Chosen Path
===» Excluded Path
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Motivation

o-step pair

e (Question: Multi step denoising must be necessary?

o-step 0e1 0.876 0.902 0.863 0.867 0.867 0.860 0.892 0.911 0.934 0.935

o-step 062 0.832 0.865 0.846 0.892 0.907 0.897

o-step 12

do dl d2 d3 mid_in mid_out uo ul u2 u3
UNet block

Actually, world model also have same trend with DeepCache

o
[t]
w

I 1.00

cos sim (same block, two o-steps)
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Proposed Method

e Adaptive denoising step with PRG(Probe-calibrated Risk Gating)
o when risk score is high -> use 3 denoising step (conservative)
o when risk score is low -> use 2 denoising step (aggressive)
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Proposed Method

e Adaptive denoising step with PRG(Probe-calibrated Risk Gating)
risk_score = (depth_risk + policy_risk + proxy_risk)

depth_risk : how long the rollout is

policy_risk : how much the action distribution is concentrated on specific action

O
O
O
o proxy_risk : how much current frame is different with previous frame

=> select # of denoising step(2 step? 3 step?)
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Experiment setup

e maximum world model rollout length = 15 (original 15)
e actor critic training step = 1,500 per scenario (original 100,000)
e num_epoch = 5 (original = 50)
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Experiment results

- Result 1: comparison between conservative(3 step) V.S. aggressive(2 step)
- improved latency
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Diffusion Latency (s)

Experiment results
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Result 2: latency and accuracy over increasing risk threshold

- High threshold: do aggressive more / Low threshold: do conservative more
- PRG: Probe-Calibrated Risk Gating
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~~ Final Return Mean
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Final Return Mean (reward)

run | actor_t | diffusion_t | aggr_calls | cons_calls | avg_reward
conservative | 1147.84 | 835.51 | N/A | N/A | 1.3800
aggressive | 871.91 | 554.37 | N/A | N/A | 1.2000
prg_0.1 | 1247.75 | 909.57 | 812 | 21688 | 2.4200
prg_e.2 | 1061.96 | 737.53 | 10063 | 12437 | 1.1300
prg_0.3 | 891.46 | 577.06 | 20402 | 2098 | 0.8300
prg_0.4 | 871.06 | 554.91 | 22498 | 2 | 1.4800
prg_e.5 | 884.15 | 564.46 | 22500 | o | 1.4300
prg_0.6 | 889.66 | 561.09 | 22500 | o | 1.5100
prg_0.7 | 876.21 | 556.77 | 22500 | o | 1.2300
prg_0.8 | 890.63 | 567.68 | 22500 | o | 1.5200
prg_0.9 | 888.05 | 564.75 | 22500 | o | 1.2600
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Experiment results

Diffusion Latency (s)

- Result 2: latency and accuracy over increasing risk threshold
- High threshold: do aggressive more / Low threshold: do conservative more
- PRG: Probe-Calibrated Risk Gating

—e— Diffusion Latency (s) run | actor_t | diffusion_t | aggr_calls | cons_calls | avg_reward
900 1 ~#~ Final Return Mean K ;
conservative | 1147.84 | 835.51 | N/A | N/A | 1.3800
Latency trend aggressive | 871.91 | 554.37 | N/A | N/A | 1.2000
- Accuracy trend 122 prg_o0.1 | 1247.75 | 909.57 | 812 | 21688 | 2.4200
prg_e.2 | 1061.96 | 737.53 | 10063 | 12437 | 1.1300
prg_0.3 | 891.46 | 577.06 | 20402 | 2098 | 0.8300
s s prg_0.4 | 871.06 | 554.91 | 22498 | 2 | 1.4800
ST prg_e.5 | 884.15 | 564.46 | 22500 | o | 1.4300
@ prg_0.6 | 889.66 | 561.09 | 22500 | o | 1.5100
z prg_0.7 | 876.21 | 556.77 | 22500 | o | 1.2300
185 prg_0.8 | 890.63 | 567.68 | 22500 | o | 1.5200
- prg_0.9 | 888.05 | 564.75 | 22500 | o | 1.2600
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E
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10 & agent reward is highly oscillated!!
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=> TODO: find robust agent training
methodology
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Future Direction

- 1) We should find robust agent training methodology when adaptively select the

number of denoising step
- 2) make the risk score more sophisticated
- 3) make visualization for each threshold result and find specific threshold which

has feasible latency and reward.
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Conclusion

Thank you for listening our presentation
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Contribution

e Daeun Kim

- Problem definition, prior work surveys
e Hyunsu Ye

- Propose PRG (Probe-calibrated Risk Gating), implementation
e Gunyoung Kang

- Motivation experiment, architecture optimization
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