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Background
●

Retriever Retriever 
type

Retrieves docs based on

BM25 Sparse exact word matching

BGE Dense semantic similarity in vector space  

Contriever Dense Semantic similarity using contrastive 
learning (good as zero-shot retrieval)
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Just ranking by relevance is too naive for multi-answer questions.
QAMPARI-style query: “Which countries have hosted the Summer Olympics?”

CE-only top-5: high relevance, low 
coverage

1 London 2012 Olympics overview

2 London Olympic Stadium history

3 London 1908 Olympics

4 Great Britain Olympic host facts

5 Paris 2024 overview

Coverage-aware top-5: distinct 
answers

1 London / Great Britain

2 Paris / France

3 Tokyo / Japan

4 Athens / Greece

5 Beijing / China

Problem statement

● We propose Provenance-Aware Marginal Reranking (PAMR) as signal to maximize the chance 
that new passages would have extra useful information in it.
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Challenges

Single-answer QA

Question: “Who wrote Pride 
and Prejudice?”

Gold answer: Jane Austen

Retrieval goal: find any 
strong passage supporting 
the one answer.

Duplicate evidence is 
usually not fatal.

AmbigQA-style

Question has multiple plausible 
interpretations.

Example pattern: “Who played 
the Joker?”

Gold answers come from 
different interpretations / 
entities.

Need coverage across 
different interpretations.

QAMPARI-style

Question asks for a list of many 
entities.

Example pattern: “Which 
countries hosted the Summer 
Olympics?”

A top-k list must spread across 
many answers.

Redundancy could directly 
hurt MRecall.
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Motivation

Different retrievers win for different questions

AmbigQA

BM25 67 / 1,134
5.9%

BGE 178 / 1,134
15.7%

Contriever 47 / 1,134
4.1%

QAMPARI

BM25 79 / 200
39.5%

BGE 30 / 200
15.0%

Contriever 22 / 200
11.0%
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Motivation

● Not just relevance ranking — we 
need coverage of distinct 
answers.

● Not just one fixed strategy — 
different queries need different 
coverage aggressiveness.

● Final framework: select the right 
coverage behavior for each 
query.

Conservative wins
AmbigQA-style 
ambiguous query

“Who played the Joker?”

Top evidence is already 
strong; too much 
diversity can push down 
the best answer-bearing 
passage.

Coverage wins
QAMPARI-style list query

“Which countries have 
hosted the Summer 
Olympics?”

A good top-k needs 
many distinct entities, 
not more passages about 
the same one.

Final target: query-adaptive coverage 
selection
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Paper Brief core concept Limitation relative to the project

Adaptive-RAG [1] 

Dynamic Routing via Query Complexity: A routing 
classifier categorizes incoming queries by complexity 
into single-step, multi-step, or no-retrieval execution 
paths before processing.

Adaptive-RAG adapts the retrieval 
pipeline at the query level, while 
our method adapts the reranking 
strategy inside a multi-retriever 
candidate pool.

Ensemble of Retrievers [2]

Cross-retrievers Generation voting: Generates 
separate candidate answers from multiple diverse 
retrievers independently, utilizing an answer-level 
similarity voting mechanism to get answer

Operates at the answer level. Focus 
mainly on the retrievers 
agreement after answer 
generation. Ignore other 
provenance features.

Self-RAG [3]

Self-Critique Generation Tokens: Trains an LLM to 
generate inline reflection tokens ([Retrieve], 
[Is-Useful], [Is-Supported]) to critique and filter 
passages mid-generation. 

It trains an LM to decide when to 
retrieve, generate and critique its 
own output using special reflection 
tokens. So it is not a lightweight 
reranking method that can be 
applied without a generative LM.

[1] Jeong et al.,”Adaptive-RAG: Learning to Adapt Retrieval-Augmented Large Language Models through Question Complexity“ NAACL 2024 
[2] Li, Mingda et al., "Unraveling and Mitigating Retriever Inconsistencies in Retrieval-Augmented Large Language Models" ACL. 2024
[3] Asai et al., “Self-RAG: Learning to Retrieve, Generate, and Critique through Self-Reflection“ ICLR 2024

Related-work

The gap: Prior work routes pipelines, ensembles retrievers, or critiques generation, but 
does not explicitly use cross-retriever disagreement to adapt passage-level reranking 
strength for multi-answer coverage.
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Pairwise PAMR

3 retrievers
top 50 each

Merge +
deduplicate

RRF cap
keep 50

Cross-encoder
score 50

Pairwise
compare docs

BM25 → 50
BGE-small → 50
Contriever → 50

≈125 unique docs
with provenance: 
retriever IDs + ranks

Final pool = 50 docs
This is the pool every 
method sees

CE-only: sort by CE score.
Pairwise PAMR: CE score + learned pairwise 
preference score.

Pipeline



 10

Pairwise PAMR
Training

doc answers covered new answer gain

d1(base) A +1

d2 A 0  redundant

d35 C +1

d18 B +1

The supervision is not simply “is this document relevant?” It 
is “does this document add answer that the current ranking 
has not already covered?”
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Pairwise PAMR

Document i
CE=0.62

BGE rank=4
BM25 rank=38

No Contriever rank

Document j
CE=0.26

BGE rank=9
BM25 rank=6

Contriever rank = 40

Pairwise model

Feature differences
ΔCE, ΔRRF, Δrank, Δvariance, retriever overlap

P(doc i beats doc j) = 0.23

We measure whether signals such as the cross-encoder score, 
differences in retriever rankings, and the retrievers that 
retrieved a passage tend to predict better answer coverage.

Testing
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Pairwise PAMR

For a candidate document dᵢ:

pairwise_score(dᵢ) = average win probability across competitors

Then the PAMR ranking score is:

PAMR(dᵢ) = CE_norm(dᵢ) + λ × pairwise_score(dᵢ)

dᵢ vs d₁
win 0.81

dᵢ vs d₂
win 0.66

dᵢ vs d₃
win 0.58

dᵢ vs d₄
win 0.77

average
= 0.705

Testing
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Result
The trained pairwise PAMR model can use only signals from the 
candidate pool to rank passages that are more likely to bring 
additional answer coverage than CE-only ranking.
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Results

Meaningful signals used for PAMR beyond RRF

AmbigQA
bge reciprocal rank 0.042

bge rank 0.036

bm25 rank 0.029

bm25 reciprocal rank 0.023

QAMPARI
score variance across 
retrievers 0.036

rank variance 0.014
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Future Direction | Routing

Instead of using one fixed reranking behavior for every question, we adapt 
the reranking strength based on retrieval signals.

Conservative Standard Aggressive

Low uncertainty in the 
candidate pool.

CE ranking appears reliable, 
so we mostly preserve the 
base ranking with only weak 
novelty pressure.

Moderate uncertainty

We balance CE relevance with 
answer-span coverage to 
recover additional plausible 
evidence.

High missing-evidence risk

When the top CE passages 
look redundant or retrievers 
disagree highly, we increase 
coverage pressure and 
penalize duplicates more 
strongly.
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Team members contribution
● Yifei Liu:

Formulate project motivation and goals

Set up the experiment and the evaluation criteria

● Mohammad Saadq:

Define the challenges and problem statement 

Design the overall architecture and workflow
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Thank you


