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Recap of Team 6

e Existing VCMR systems suffer from query—visual embedding misalignment and over-focus

on dominant cues.

* The project iteratively suppresses matched cues and amplifies missing discriminative

cues using retrieval feedback.

* Instead of hard text rewriting, they propose soft latent query refinement for iterative

video retrieval.
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Recap of Graph RAG

Graph RAG aims to retrieve graph nodes relevant to a query and provide them to

the generation model

* Initial vector retrieval often misses important nodes required for answering the

query

* Therefore, the key challenge is how to iteratively refine the current retrieved set

into a better retrieval state

* Existing refinement approaches can be broadly categorized into:
— LLM-based retrieval

— graph traversal-based retrieval
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LLM-based Retrieval

* Retrieved documents rely on LLM reasoning over the current retrieval context

* Representative methods: IRCoT [1], Think-on-Graph [2]
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Figure 1. IRCoT [1] interleaves chain-of-thought (CoT) and knowledge retrieval steps.
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Figure 2. Think-on-Graph [2] retrieval workflow.

[1] Trivedi et al., Interleaving Retrieval with Chain-of-Thought Reasoning for Knowledge-Intensive Multi-Step Questions. AC@Q@-‘OLAB
[2] Sun et al. Thmk on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph. ICLR 2024.~



Limitation of LLM-based Retrieval

* Retrieved documents get updated based on the LLM’s internal

knowledge and reasoning capabilities

* High latency and inference cost

- Impractical for use in enterprise settings
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Graph Traversal-based Retrieval

e Relatively fast graph RAG approach by iteratively adding new nodes to

retrieved subgraph

— Various graph search methods over the graph topology

* Representative methods: HippoRAG [3], LightRAG [4], G-Retriever [5]

Graph search via Personalized PageRank [3] n N4
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[3] Gutiérrez et al., HippoRAG: Neurobiologically Inspired Long-Term Memory for Large Language Models. NeurlPS 2024.
[4] Guo et al., LightRAG: Simple and Fast Retrieval-Augmented Generation. EMNLP Findings 2025.
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Limitation of Graph Traversal-based
Retrieval

* These approaches perform semantics-blind graph search

— Retrieve exclusively on graph topology, ignoring semantic relevance

Query: Explain components of conventional Agentic RAG methods.
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Existing Works

Approach Methods Key Points
PlanRAG [6] Query planning, multi-step reasoning
LLM Interleaving ToG, ToG 2.0 [2] LLM-guided graph exploration
IRCoT [1] CoT + iterative retrieval
LightRAG [4] 1-hop expansion, local neighbors
PathRAG [7] Flow algorithm-based path optimization
Graph Traversal-Based
GAR [8] Graph expansion + reranking
HippoRAG, HippoRAG 2.0 [3] Personalized PageRank, global propagation

(6] Lee et al., PlanRAG: A Plan-then-Retrieval Augmented Generation for Generative Large Language Models as Decision Makers. ACL 2024.

[7] Chen et al., PathRAG: Pruning Graph-based Retrieval Augmented Generation with Relational Paths. AAAI 2026.

. e ENINFOLAB
[8] MacAvaney et al., Adaptive Re-Ranking with a Corpus Graph. CIKM 2022. -
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Core Limitations in Existing Graph RAG

* LLM-based methods can leverage semantic reasoning but incur high latency and
expensive inference
* Fast graph traversal methods refine the retrieved subgraph by ONLY considering

graph topology

— May drift toward structurally reachable but irrelevant nodes

“How can we efficiently retrieve nodes using both semantic clues and

graph structure?”
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Our Goal: Efficient Retrieval-time Refinement

* To overcome the limitations of existing Graph RAG methods, we

aim to refine the retrieved subgraph by adding and pruning nodes:

v/ Add nodes semantically =2 expand toward contextually relevant regions

v Prune nodes topologically = preserve nodes based on graph topology

v/ Remain time-efficient = avoid expensive LLM interleaving
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Expected Benefits of Our Approach

* More precise graph exploration

— Expand toward semantically relevant regions instead of noisy neighbors

* Better preservation of useful intermediate nodes

— Avoid discarding nodes whose relevance is important within the graph structure

e Efficient retrieval-time refinement

— Leverage both semantic signals and graph structure without costly LLM

interleaving

“Better retrieval quality, stronger graph reasoning, and practical latency”
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Progress

* Implemented existing OpenAl retrieval, LightRAG, ToG

* Experimenting with our method'’s algorithms to improve recall

Recall Avg Precision F1 Score nDCG
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e Experimented with Think-on-Graph in terms of latency in retrieval-

[ {
. "question": "4-PBA treatment decreases endoplasmic reticulum st
'tl rTj EE "ground_truth": "NOT ENOUGH INF0",
"answer": "First, 4-PBA is a pharmacological chaperone that red
by 4-PBA treatment. The answer is SUPPORTS.",
"end_mode": '"generate_only_with_gpt",
"remark": "lLast situation.Not into depth. whether it trigger",

"retrieval_latency_sec": 25.7402,
"unique_retrieved_entities":

{

“entity_id": "Q27029",
“entity_name": "Humans with Type 2 Diabetes"
by W
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Role of Members

* Yoonho Lee — Related Work & Problem Framing

— Survey Graph RAG / retrieval refinement papers and organize existing paradigms and

limitations

— Build problem motivation, comparison tables, and related work sections/slides

* Chaejeong Hyun — Method & Algorithm Design

— Design trajectory-level retrieval framework, search process, and refinement strategy

— Develop scoring/objective functions and overall retrieval pipeline

* Minjun Kim — Experiments & Implementation

— Implement retrieval framework and reproduce baselines

— Design experiments, evaluation metrics, ablations, and runtime analysis
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