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Last presentation — Phidias.

"Phidias: A Generative Model for Creating 3D Content from Text, Image, and 3D Conditions with

Reference-Augmented Diffusion” [ICLR '25] — our previous talk.

# Setup 3D diffusion conditioned on a reference 3D asset retrieved from a library —

text/image alone is too under-constrained.

# Three pieces Meta-ControlNet (dynamic reference strength)

Dynamic Reference Routing (coarse-to-fine feature injection)

Self-Reference Augmentation (self-supervised training)

# Key finding Output quality scales with reference similarity — better reference, better 3D.

The retrieval and control step is the bottleneck for performance.

- Today: fix the bottleneck — learn which and how much reference to retrieve via RL.
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CLIP picks similar. We need useful.

# Query "Red modern chair" — Assume CLIP retrieves below two candidates. Both look

reasonable. Only one produces good 3D.

# Candidate A - CLIP picks Red traditional chair. CLIP score 0.55 — "more similar." Wrong shape, right colour.

3D output less closer to query intent.

Blue modern chair. CLIP score 0.41— "very similar." CLIP cares the colour information

more than the structural information. This retrieval can generate correct 3D geometry.

e Qualitative comparison at appendix.

- CLIP optimizes semantic similarity. We need downstream 3D quality.



Two pipelines. Different objectives.

CLIP TRAINING — WHAT IT CARES

OUR REAL PIPELINE — WHAT WE CARE ABOUT

\ \ Render \
Query (Text, orlmage)J Retrieval J 3D generation J >

4 CLIP TRAINS HERE

- CLIP optimizes only one of three stages in the pipeline.



Problem 1: What retrieval do we need? 07/ 25

# Objective Mismatch CLIP scores image-text similarity. We want 3D generation quality. Different goals.

The retriever has no idea what the generator likes.

# Discrete Choice 50 candidate images, pick one. Pick image #2 or #3 — we don't pick #2.5.

Gradient descent fails on integer choices.

# No Feedback Loop Generator output never reaches the retriever. Bad picks repeat forever. We need a way to

learn from results.

- Need a task-alighed, discrete-friendly feedback loop for training.
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- Stages 1and 3 are frozen, and learn the reranker model for stage 2.

2026.05.12.



Formalize as a bandit (one-step RL) problem.

SHAPE OF THE PROBLEM

STATE —s s = encode(q, {z1,...,Tn})

Query q + candidate pool X from CLIP,

encoded as a feature vector. C state >
s = encode(q, X)

ACTION — a acd{l,...,K}

Forwardl
An integer index. "Pick image #a from the pool."

Samplel T CLIP

action \ Render 3D generator
acl,..., KU




Policy Gradient

START - OBJECTIVE
REINFORCE — UNBIASED MONTE-CARLO ESTIMATOR

J(0) = Eqor,[r(a)] VoJ = r(a) - Vglog me(a)

Maximise expected reward.

single sample a  m_6 — no environment model needed.

PROBLEM
Expectation depends on 6. Z
me(a) - r(a) =7
Cannot move V inside. Ve 9( ) ( )
a WHY IT WORKS FOR DISCRETE ACTIONS
TRICK - LOG-DERIVATIVE IDENTITY We never differentiate through the discrete sample. The
Since Vri=m- Viog T, gradient flows through log-probability,

which is a smooth function of 6 even though ais an integer.
Vomg(a) = mo(a) - Vglogmy(a) ’ ’



Method 1: One-step RL Problem

M/ 25

Design Choice: How to select K?

Too small = no exploration, gradient signal collapses.

# Tension Too big - tail of pool is noise, gradient variance dominates.

K =10, 20, 50. Enough alternatives for meaningful
# Choice exploration. Most candidates still relevant. Computation

manageable.

How you select from the pool is what matters

# Connection  __ and the pool size sets the difficulty of the selection.

Pool-size Trade-Off
"Big enough to explore. Small enough to learn."

K

<10

10 ~ 50

> 50

Pool-size Trade-off

BEHAVIOUR VERDICT

Few candidates only. X too small
Not fully utilize the RL network.

Rich choice set. Most candidates v chosen
relevant. Stable learning.

Tail of pool is irrelevant. x too big
Gradient noise dominates.



Why REINFORCE?

r(a) = R(a) — b
b<—ab+(1—a)R=R+ a(b— R)

The simplest policy gradient method

Easy to implement and train.

Lightweight: works even with a small dataset (~2K)

Baseline for further RL implement

Based on REINFORCE algorithm,
PPO and GRPO were developed.

12/ 25

[DDPO] Denoising Diffusion Preference Optimisation (ICLR '24)

Policy gradient estimation. With access to likelihoods and likelihood gradients, we can make direct
Monte Carlo estimates of Vg Jphprr- Like RWER, DDPO alternates collecting denoising trajectones
Ixp, xp_1,..., Xy} via sampling and updating parameters via gradient descent.

The first vanant of DDPO, which we call DDPOyy, uses the score function policy gradient estimator,
also known as the hikelihood ratio method or REINFORCE (Williams, 1992; Mohamed et al., 2020):

.
VoJoor. — E | ¥ Vg log ps(xi—1 | xe, €) r(0, -:J] (DDPOsy)
=il

where the expectation 15 taken over denomising trajectones generated by the current parameters #.

[MDPRank] RL to rank with MDP (SIGIR ‘17)
3.2 Learning with policy gradient
MDPRank has parameters w to determine. In this paper, we propose

to learn the parameters with the REINFORCE [10, 12], a widely
used policy gradient algorithm in reinforcement learning. The goal

of the learning algorithm is to maximize the expected long term
return from the beginning:

Jw)=Ez_ g [G(Z)]

where & = {Xm(a,). Xmfa,) """ - Xmiay )} i the ranking list sam-
pled from the MDPRank model and () is the long-term return

of the sampled ranking list, which is defined as the discounted sum
of the rewards:

M
GZ)= ) v e
k=1

MNote that the definition of (7 is identical to the IR evaluation measure
DCG if p = 1. Thus, the learning of MDPRank is actually directly
optimizing the evaluation measure.

2026.05.12.
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Method 1: One-step RL Problem

Related Work: CLIP (or BLIP) as reward

[DDPO] Denoising Diffusion Preference Optimisation (ICLR '24)

5.2 AESTHETIC QUALITY

To capture a reward function that would be useful to a human user, we define a task based on
perceived aesthetic guality. We use the LAION aesthetics predictor (Schuhmann, 2(022), which
15 trained on 176,000 human image ratings. The predictor 1s implemented as a linear model on
top of CLIP embeddings (Radford et al., 2021). Annotations range between | and 10, with the
highest-rated images mostly containing artwork. Since the aesthetic guality predictor 1s trained on
human judgments, this task constitutes reinforcement leaming from human feedback (Ouyang et al.,
2022; Chnstiano et al., 2017; Ziegler et al., 2019).

[ImageReward] Learning and Evaluating Human Preferences for
Text-to-Image Generation (NeurlPS '23)

Training Techniques. We use BLIP [26] as the backbone of ImageReward, as it outperforms

conventional CLIP (Cf. Table[2h) in our preliminary experiments. We extract image and text features,
combine them with cross attention, and use an MLP to generate a scalar for preference companson.

2026.05.12.



Method 1: One-step RL Problem

REINFORCE pilot test results

n1_k20 showed relatively superior than other settings.

While training with CLIP, n1_k20 demonstrated highest
PSNR, SSIM, CD, F@0.05 among all explored settings.

Without reward signal:
(PSNR, SSIM, CD, F@0.05)
nl 19.532, 0.871, 0.0488, 0.407
n3 19.603, 0.871, 0.0467, 0.417
nS 19.386, 0.871, 0.0539, 0.384

With reward signal in pool size K=20:
(PSNR, SSIM, CD, F@0.05)
nl 19.990, 0.874, 0.0421, 0.420
n3 19.658, 0.873, 0.0469, 0.387
n5 19.525, 0.872, 0.0559, 0.379

14 [ 25
Condition PSNR A SSIM A LPIPS ¥ CLIP-1 A CLIP-P A ChDV F@0.05 A

n1_k20 19.990 0.874 0.1619 0.832 0.837 0.0421 0.420
n1_k10 19.713 0.873 0.1648 0.830 0.836 0.0427 0.400
n3_k10 19.833 0.873 0.1621 0.835 0.836 0.0451 0.407
n5_k10 19.529 0.871 0.1685 0.833 0.835 0.0453 0.412
n3_k50 19.849 0.873 0.1636 0.835 0.841 0.0454 0.409
n3_kO0 19.603 0.871 0.1683 0.836 0.837 0.0467 0.417
n3_k20 19.658 0.873 0.1621 0.829 0.832 0.0469 0.387
n1_k50 19.694 0.872 0.1676 0.834 0.836 0.0474 0.375
n1_kO 19.532 0.871 0.1701 0.834 0.836 0.0488 0.407
n5_k50 19.542 0.870 0.1704 0.829 0.830 0.0504 0.375
nS_kO0 19.386 0.871 0.1753 0.829 0.833 0.0539 0.384
nS_k20 19.525 0.872 0.1759 0.839 0.833 0.0559 0.379

Model: REINFORCE reward model with 2 hidden layers simple MLP

- trained 50 epochs, used ep40.pt for inference. (loss and reward flattened)

- while infererence, argmax for sampling.

- additional inference time: ~ 0.5% of original inference time
Dataset: GSO (Google Scanned Object), random seeds: 42, 123, 512, 588

2026.05.12.




Proceeding / Future Works

REINFORCE: High variance — Noisy rewards might make training unstable, destroy the model (“collapse” problem)
Query difficulty directly linked to the noisy rewards

PPO (P i | Policy Optimisati . .
(Proximal Policy Optimisation) [Search-R1] Training LLMs to Reason and Leverage

Improve current policy as much as possible, Search Engines with RL (COLM ‘25)

without moving too far away where we don't know much.

Clipping improvements with values by critics. - e
= - I

T

GRPO (Group Relative Policy Optimisation) D““";::"”" g {ﬁ—
q e — | % a ion :

Group of outputs for single prompt e o)
Normalise rewards among those outputs = —
RObUSt for the noisy rewards Figure 1: Demonstration of PPO and GRPO training with the search engine (SEARCH-R1).

During the rollout, LLMs can conduct multi-turn interactions with the search engine.

2026.05.12.



Method 1: One-step RL Problem

Related Works: GRPO

[Mini-03] Scaling Up Reasoning Patterns and
Interaction Turns for Visual Search (ICLR '26)

Two-phase Training (ur training procedure consists of two phases.

» Supervised Fine-Tuning (SFT): We first fine-tune the model on thousands of multi-turn trajectories
involving image tool use (i.e., cold-start data). The objective is to teach the model to generate valid

trajectories with diverse and robust reasoning patterns.

» Reinforcement Learning with Verifiable Rewards (RLVR): We then apply GRPO [31] to optimize the
policy with verifiable, semantics-aware rewards. Because many ground-truth answers in our RL data
require semantic rather than exact string matching, we employ an external LLM as a judge to compute
reward signals. To maintain training efficiency and stability, we impose upper bounds of 6 interaction

turns and a 32K context length.

16 / 25

[REARANK] Reasoning Re-ranking Agent via RL
(EMNLP '25)

dream

|I%IMIEIM:}%}‘IHI

Rel
Judige

usp W

Figure 3: Pipeline of the proposed GRPO-based RL framework for listwise passage reranking. Training utilizes data
generated by sampling multiple passage sets per gquery and evaluating them with consistent relevance judgments.

2026.05.12.
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Meta-controller Phase

04 Problem 2 — Front-view false positive

05 Meta-Controller — methods to reduce the signal for false positives

2026.05.12.



Observed Failure Case 18/ 25

A wrong reference may look plausible from the front, but still transfer incorrect 3D geometry.

Meta-Controller relies heavily on front-view similarity

Several wrong references still look

plausible in the front view

The controller over-trusts a visually plausible
but geometrically wrong reference

... and produces awkward results!

2026.05.12.
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Meta-Controller Limitation

(a) Meta-ControlNet
PROJECTION AMBIGUITY

mncﬂ"?t -;mﬁt'\'ﬁew Meta-Controller

A front-view CCM provides geometry cues, \age cet | | —

¥
but hides depth, side structure, and unseen parts. “._fg,t — N N NN Czerﬂ

# r onvs

N R
FALSE-POSITIVE S | |
Can share a similar front silhouette She et onus @

Leads to high-alignment signal from Meta-Controller : Multi-Scale Alignment Features

‘ Base ControlNet

leudis |oJ1u0) aandepy

3D Reference /ﬁ !.‘
| b b fero
G Convs

Multi-View CCM Image



METHODOLOGY

# Goal Reduce over-trusting wrong references caused by front-view similarity

3-view CCM Alighment

— Meta-Controller

e Provide additional alignment input (30°, -30°)
e Side-view can reveal hidden geometry

e Use side-view CCMs to refine
the reference alignment signal

How the model reads a reference

)

4

Observed Failure Case
S

Wrong reference

o Compare retrieved reference with
hard negative references

e Measure whether the retrieved reference
Is distinctively better

Whether the model should trust a reference

20/ 25



3-view multi-view alignment 2125

Meta-Controller Update Silhouette-based Signal Scaling
e Scale the signal based on loU score
e ‘ FRONT-VIEW Sfront — IOU(Sconcep‘w Sfront)
‘ 1
‘ SIDE-VIEW Sside = = 10U (Stont, S+30) + [oU(Stont, S—30)]
| | | 2
Input Image Front CCM 30° CCM -30° CCM
(3ch) (3ch) (3ch) (3ch) ‘ FINAL SCORE My = Stront * (A + (1 — X)Sside)
e Expand alignment input: 6ch - 12ch e Experiment conducted with 1 =0.4
o Keep multi-view generating diffusion model frozen e High score: front-view matches the concept

and side views are consistent

Change 1st convolution layer of Meta-Controller

o Silhouette-based score scales the overall reference signal

Fine-tune Meta-ControlNet for 5000 epochs

2026.05.12.
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Experiment Result

Low Rendering Quality
Self-reference augmentation not implemented

Only half training steps (5000, memory issue)

Reference dependence decreased for false positives
Rely less on wrong reference geometry

The shape becomes more semantically plausible

Baseline Result 3-view Result 2026.05.12.



Counterfactual Reference Rejection

Evaluate the retrieved reference against hard negative references

7

Concept
Image

- /

J

\_

AN Y,

Top-1 Retrieved
Reference

m = r; — mMaxr;

J7i
m

r. = sigmoid(—) - r;

T~

Top-2 Reference

T : hyperparameter

Top-3 Reference

Large margin
- reference is distinctive

- keep strong guidance

Meta-Controller

A reliable reference should score clearly higher than plausible wrong references.
Otherwise, the high response is likely due to front-view ambiguity.

—_—

23 [ 25
s N
T'topl
T'top2
T'top3
T'topK
. Y,

Response Scores
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Experimental Plans

Implementation & Training for Counterfactual Reference Rejection

Qualitative metric for rendered results
Need high quality rendering results for re-trained models

Need metrics to evaluate our methods qualitatively

Comparison between baseline Phidias and our proposed method



Thank you
for listening.

Team 3 : Jeongmin Park, Jaesuk Lim, SeungChan Hwang



Appendix A. Qualitative Comparison for Success and Failure for Retrieval A1/ 25

Seed: 588, Query: 88965eb5298d43d8afdaadaa6d8elc2e

Success (PSNR 23.39, CD 0.0033, F@0.05 0.8253) n1_k20 with REINFORCE Failure (PSNR 17.18, CD 0.2437, F@0.05 0.1355) nTw.o. RL
Retrieval: a2¢c331ffcc80487baed420e/71de67021f Retrieval: 4f69842b2ff6429fb01d44ff9b28406f

Structural Collapse!!!!
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	Last presentation — Phidias.
	"Phidias: A Generative Model for Creating 3D Content from Text, Image, and 3D Conditions with Reference-Augmented Diffusion" [ICLR '25] — our previous talk.
	# Setup
	# Three pieces

	3D diffusion conditioned on a reference 3D asset retrieved from a library — text/image alone is too under-constrained.
	Meta-ControlNet (dynamic reference strength)  Dynamic Reference Routing (coarse-to-fine feature injection) Self-Reference Augmentation (self-supervised training)
	# Key finding

	Output quality scales with reference similarity — better reference, better 3D.  The retrieval and control step is the bottleneck for performance.
	→ Today: fix the bottleneck — learn which and how much reference to retrieve via RL.
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	CLIP picks similar. We need useful.
	# Query
	"Red modern chair" — Assume CLIP retrieves below two candidates. Both look reasonable. Only one produces good 3D.
	# Candidate A · CLIP picks

	Red traditional chair. CLIP score 0.55 — "more similar." Wrong shape, right colour.  3D output less closer to query intent.
	# Candidate B · what we want

	Blue modern chair. CLIP score 0.41 — "very similar." CLIP cares the colour information more than the structural information. This retrieval can generate correct 3D geometry.
	→ CLIP optimizes semantic similarity. We need downstream 3D quality.
	2026.05.12.
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	Two pipelines. Different objectives.
	CLIP TRAINING — WHAT IT CARES
	[red chairs]
	[red chairs]
	“red square chair”
	[red chairs]
	[red chairs]
	Contrastive Similarity

	OUR REAL PIPELINE — WHAT WE CARE ABOUT
	Render

	↑ CLIP TRAINS HERE
	↑ BUT WE CARE HERE
	→ CLIP optimizes only one of three stages in the pipeline.
	2026.05.12.

	Problem 1: What retrieval do we need?
	# Objective Mismatch
	# Discrete Choice
	# No Feedback Loop
	CLIP scores image-text similarity. We want 3D generation quality. Different goals. The retriever has no idea what the generator likes.
	50 candidate images, pick one. Pick image #2 or #3 — we don’t pick #2.5. Gradient descent fails on integer choices.
	Generator output never reaches the retriever. Bad picks repeat forever. We need a way to learn from results.


	→ Need a task-aligned, discrete-friendly feedback loop for training.
	Method 1: One-step RL Problem
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	Pipeline
	STAGE 1
	CLIP top-K
	CLIP as Coarse Filter
	STAGE 2

	RL rerank
	Reranking pool
	STAGE 3

	3D render
	Frozen
	Feedback

	Reward
	CLIP as Reward

	→ Stages 1 and 3 are frozen, and learn the reranker model for stage 2.
	2026.05.12.
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	Formalize as a bandit (one-step RL) problem.
	STATE — s
	Query q + candidate pool X from CLIP, encoded as a feature vector.

	ACTION — a
	An integer index. "Pick image #a from the pool."

	REWARD — r
	Render the 3D output, score CCM of output with query. 0 ≤ r ≤ 1.

	POLICY — π
	Small net outputting a categorical distribution over the K candidates, parameterised by θ.

	SHAPE OF THE PROBLEM
	Update
	Forward
	Sample

	CLIP
	Render
	2026.05.12.


	Method 1: One-step RL Problem
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	Policy Gradient
	START · OBJECTIVE
	Maximise expected reward.
	PROBLEM

	Expectation depends on θ.  Cannot move ∇ inside.
	TRICK · LOG-DERIVATIVE IDENTITY

	Since ∇π = π · ∇log π ,
	RESULT · POLICY GRADIENT THEOREM

	Substituting and re-collecting:
	REINFORCE — UNBIASED MONTE-CARLO ESTIMATOR
	WHY IT WORKS FOR DISCRETE ACTIONS

	We never differentiate through the discrete sample. The gradient flows through log-probability,  which is a smooth function of θ even though a is an integer.
	2026.05.12.
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	Design Choice: How to select K?
	# Tension
	Too small → no exploration, gradient signal collapses.  Too big → tail of pool is noise, gradient variance dominates.

	# Choice
	# Connection
	K = 10, 20, 50. Enough alternatives for meaningful exploration. Most candidates still relevant. Computation manageable.
	How you select from the pool is what matters  — and the pool size sets the difficulty of the selection.

	"Big enough to explore. Small enough to learn."
	BEHAVIOUR
	VERDICT

	< 10
	Few candidates only.  Not fully utilize the RL network.

	✗ too small
	10 ~ 50
	Rich choice set. Most candidates relevant. Stable learning.

	✓ chosen
	> 50
	Tail of pool is irrelevant. Gradient noise dominates.

	✗ too big
	2026.05.12.
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	Easy to implement and train. Lightweight: works even with a small dataset (~2K)
	Based on REINFORCE algorithm, PPO and GRPO were developed.
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	REINFORCE pilot test results
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	GRPO (Group Relative Policy Optimisation)

	Group of outputs for single prompt Normalise rewards among those outputs Robust for the noisy rewards
	[Search-R1] Training LLMs to Reason and Leverage Search Engines with RL (COLM ‘25)
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	Observed Failure Case
	A wrong reference may look plausible from the front, but still transfer incorrect 3D geometry.
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	Meta-Controller Limitation
	A front-view CCM provides geometry cues, but hides depth, side structure, and unseen parts.
	Can share a similar front silhouette Leads to high-alignment signal from Meta-Controller
	Alternative method to improve computing similarity
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	Meta-Controller
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	Meta-Controller Update
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	Scale the signal based on IoU score
	FRONT-VIEW
	SIDE-VIEW
	FINAL SCORE
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	Experiment Result
	Baseline Result
	3-view Result
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	Only half training steps (5000, memory issue)
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