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Recap

Team 3 Presentation Recap

Retrieval-Augmented 3D Generation

Limitations
• 3D retrieval / 3D Generation

3D data retrieval
• 3D representation

• Multi-modal embedding including 3D

• Capturing similarity in Image-to-3D retrieval

Diffusion models for 3D generation
• Direct diffusion from point-cloud

• Diffusion using multi-view 2D images
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Retrieval-Augmented

Visual Question Answering

From Dense Retrieval to Generative Search

Student Lecture Presentation

Background & Tutorial leading up to:

Long et al., "ReAuSE," AAAI 2025

VQA

Task

→

Early

RAG

→

Discriminative

Retrieval

→

Generative

Retrieval

Based on Section 2 of Long et al., AAAI 2025  ·  All referenced papers cited on each slide 3
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Introduction

VQA Requires External Facts

What Year was this architect of this 

monument built?

Models must access factual

information beyond the pixels to 

generate accurate answers.
Image content alone is fundamentally 

insufficient for knowledge-based 

reasoning.
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OVERVIEW

The field at a glance — 10 years of progress

2015

VQA v1

2019

OKVQA

2020

DPR

2022

DSI, SEAL, 

RA-VQA

2023

FLMR,

A-OKVQA

2024

GeMKR

2025

ReAuSE

Benchmarks

• VQA v1/v2( 2015–17)

• OKVQA (2019)

• A-OKVQA (2022)

• InfoSeek (2023)

Discriminative retrieval

• DPR (2020)

• TRiG, RA-VQA (2022)

• FLMR (2023)

• PreFLMR (2024)

Generative retrieval

• DSI , SEAL (2022)

• GeMKR (2024)

• ReAuSE (2025) ★

Each family solved one problem and exposed the next — benchmarks defined the task, discriminative retrieval hit a scaling wall, generative 
retrieval rewrote the paradigm.

Antol et al. ICCV 2015 · Marino et al. CVPR 2019 · Karpukhin et al. EMNLP 2020 · Tay et al. NeurIPS 2022 · Lin et al. NeurIPS 2023 · Long et al. AAAI 2024/2025 5
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VQA BENCHMARKS

Traditional VQA — and why it became too easy

VQA v1 & v2

Free-form visual QA — image + question → short 

text answer. All answers derived purely from visual 

content. "How many dogs?" → "3". Foundational 

task definition for the field.

Antol et al., ICCV 2015 · CVPR 2017

CLEVR
Synthetic benchmark for compositional reasoning 

over 3D scenes. Spatial relationships, counting, 

attribute comparison. Models saturated it quickly 

— still no external knowledge needed.

Johnson et al., CVPR 2017

Antol, S. et al. "VQA: Visual Question Answering." ICCV 2015 · Johnson, J. et al. "CLEVR." CVPR 2017 · Marino, K. et al. "OK-VQA." CVPR 2019 (78% stat) 6

What color is the car?

How many dogs are in the picture?
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VQA BENCHMARKS

Traditional VQA

78%
of standard VQA questions can be answered 

by a child under 10 years old

— Marino et al., CVPR 2019

The task wasn't hard enough.

The Gap: " “Which vitamin is this fruit rich in?” requires recognizing the fruit category 

from the image and grounding it in external nutritional knowledge sources, since vitamin 

composition is not visually observable from the pixels alone.

Antol, S. et al. "VQA: Visual Question Answering." ICCV 2015 · Johnson, J. et al. "CLEVR." CVPR 2017 · Marino, K. et al. "OK-VQA." CVPR 2019 (78% stat) 7
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KBVQA BENCHMARKS

Knowledge-Based VQA — the benchmarks that raised the bar

OKVQA
CVPR 2019

~14K image-question pairs 

requiring outside 

knowledge — science, 

history, geography, art. 

First major KBVQA 

benchmark. Primary 

evaluation dataset in 

ReAuSE.

Marino et al., CVPR 2019

A-OKVQA
ECCV 2022

Augmented OKVQA — adds 

multi-choice & direct-

answer formats plus 

rationale annotations. 

Requires commonsense 

reasoning on top of 

factual knowledge. 

Harder and widely used.

Schwenk et al., ECCV 2022

InfoSeek
EMNLP 2023

100K questions about 

fine-grained entity 

properties from Wikipedia 

— specific dates, 

measurements, 

relationships. Must 

identify the entity and 

retrieve precise facts.

Chen et al., EMNLP 2023

Marino et al. CVPR 2019 (OKVQA) · Schwenk et al. ECCV 2022 (A-OKVQA) · Chen et al. EMNLP 2023 (InfoSeek) · Karpukhin et al. 2020 (Wiki21M corpus) 8

image → fruit recognition → external nutrition knowledge → answer
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KBVQA BENCHMARKS

Knowledge-Based VQA — the benchmarks that raised the bar

Knowledge Bases Used in ReAuSE Evaluation

GS112K 112,000 passages Google Search Small-scale OKVQA retrieval — manageable for all methods

Wiki21M 21,000,000 passages Wikipedia Large-scale test — where discriminative retrieval collapses

InfoSeek KB ~100K documents Wikipedia entities Entity retrieval with fine-grained facts

Marino et al. CVPR 2019 (OKVQA) · Schwenk et al. ECCV 2022 (A-OKVQA) · Chen et al. EMNLP 2023 (InfoSeek) · Karpukhin et al. 2020 (Wiki21M corpus) 9

What do these 
animals eat?

(3) answer → leaves 

(1) detect giraffe 

(2) retrieve world knowledge → herbivore 
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EARLY RAG

RAG — the paradigm and first KBVQA systems

The RAG Pipeline

Image + Question → Retriever → Top-K Docs →
Generator

(MLLM)
→ Answer

Lewis et al., NeurIPS 2020

TRiG
CVPR 2022

Transform-Retrieve-Generate. 

Converts image to text caption 

first, then text-to-text retrieval. 

Simple — but discards all visual 

information during retrieval.

RA-VQA
EMNLP 2022

Combines separate image-to-text 

and text-to-text retrievers. First to 

fuse multiple retrieval modalities. 

PRRecall@5: 82.8.

REVIVE
NeurIPS 2022

Uses image region crops as 

retrieval queries — more fine-

grained visual signal than whole-

image captions.

Shared flaw: All three follow captioner → retriever(s) → generator. The retriever never receives feedback on whether its retrieved 

documents helped produce a correct answer.

Lewis et al. NeurIPS 2020 (RAG) · Gao et al. CVPR 2022 (TRiG) · Lin & Byrne EMNLP 2022 (RA-VQA) · Lin et al. NeurIPS 2022 (REVIVE) 10
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DISCRIMINATIVE RETRIEVAL

Dense vector retrieval — how it works and where it peaks

How discriminative retrieval works

Encode query & all documents as dense vectors  →

Find nearest vectors via dot product  → Return top-

K docs.

DPR
EMNLP 2020

Dense Passage Retrieval. Two 

BERT encoders — one for queries, 

one for passages. Text-only, no 

image support. Dot-product 

similarity + contrastive training. 

Foundation for all later work.

GS112K: 83.4  |  Wiki21M: 66.9

Reviz
ACL 2023

End-to-End multimodal retrieval 

using CLIP. Encodes image + text 

into a unified query vector. 

Bridges the vision gap but single-

vector approach loses fine-

grained detail.

GS112K: 73.4  |  Wiki21M: 61.9

FLMR ★
NeurIPS 2023

Fine-grained Late-interaction 

Multi-modal Retriever. Keeps 

token-level representations, 

computes token-to-token 

interactions (like ColBERT). Best 

discriminative retriever for 

KBVQA.

GS112K: 89.3  |  Wiki21M: 68.1

PRRecall@5 comparison

DPR 83.4
66.9

Reviz 73.4
61.9

FLMR 89.3
68.1

GS112K Wiki21M

Karpukhin et al. EMNLP 2020 (DPR) · Luo et al. ACL 2023 (Reviz) · Lin et al. NeurIPS 2023 (FLMR) 11
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Two unsolved problems — why the field needed a new idea

Problem 1  — Scale Collapse

89.3
GS112K

(112K docs)

↓ 68.1
Wiki21M

(21M docs)− 21 points

FLMR PRRecall@5 collapses moving from 112K to 

21M documents. PreFLMR (2024), trained on 

millions of extra pairs, only reaches 68.6 — barely 

any improvement. This is structural, not tunable.

Lin et al. NeurIPS 2023 · Lin et al. 2024 (PreFLMR)

Problem 2  — No Feedback Loop

Retriever → Generator✗

no signal

Discriminative retrievers and generative models have 

incompatible architectures.

The retriever scores documents; the generator produces 

tokens. They cannot share gradients.

If retrieved documents lead to a wrong answer, the 

retriever receives no signal. Combining outputs led to 

"limited improvements over baselines" (Long et al., 

AAAI 2025).

The question this creates: What if retrieval didn't require comparing against every document at all —

and what if the retriever and generator were the same model, so feedback could flow naturally?

Lin et al. NeurIPS 2023 (FLMR) · Lin et al. 2024 (PreFLMR) · Long et al. AAAI 2025 (quoted "limited improvements") 12
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GENERATIVE RETRIEVAL

A new paradigm — retrieve by generating, not by comparing

DSI — Differentiable Search Index
Tay et al., NeurIPS 2022

First paper showing a T5 model can retrieve 

documents by generating their IDs directly — the 

model's weights become the search index. Uses 

arbitrary numeric IDs ("4821"). Works on small corpora 

but IDs have no semantic meaning — hard to scale.

Text-only · numeric IDs

SEAL — Autoregressive Search Engines
Bevilacqua et al., NeurIPS 2022

Key improvement: use real phrases from the document as 

identifiers — "strawberry flavor that is so delicious" → maps to the 

strawberry pastry article. Semantic and learnable.

Introduces 

FM-Index constrained decoding — at every step, only tokens 

forming real KB substrings are allowed. Hallucination is structurally 

impossible.

Semantic IDs · FM-Index

The core scaling insight

Discriminative  — O(N) per query

N = corpus size = 21,000,000 documents.

More documents → more comparisons →

worse performance.

Generative  — O(V) per step

V = vocabulary size ≈ 32,000 tokens. Fixed —

independent of corpus size.

112K or 21M docs: same cost per step. ✓

Tay et al. "Transformer Memory as a Differentiable Search Index." NeurIPS 2022 · Bevilacqua et al. "Autoregressive Search Engines." NeurIPS 2022 · Ferragina & Manzini, FOCS 2000 (FM-Index) 13
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MULTIMODAL GEN. RETRIEVAL

GeMKR — generative retrieval meets multimodal VQA

GeMKR  ·  AAAI 2024

Long et al. — same first author as ReAuSE

First paper to apply generative retrieval to 

multimodal queries (image + text) for KBVQA.

Uses a multimodal LLM to generate document 

identifiers given image + question, with FM-

Index constrained decoding. Retrieved docs are 

then fed to a separate generator model.

PRRecall@5 GS112K: 78.6  ·  OKVQA: 61.8

Long et al., AAAI 2024

GeMKR pipeline

Image +

Question
→

Gen. 

Retriever

(MLLM)

→
Identifier

→ Doc
→

Separate

Generator
→ Answer

Proved ✓ Left open ✗

• Generative retrieval works 

for image + text 

• FM-Index transfers to

multimodal setting

• Retriever & generator still 

separate — no feedback 

• "Marginal gains over

traditional methods"

"Marginal gains over traditional methods when applied to general tasks" — Long et al., AAAI 2025.

The missing piece: retriever and generator must share the same model for feedback to flow.

Long, X. et al. "Generative Multi-modal Knowledge Retrieval with Large Language Models." AAAI 2024 · Li et al. "Generative Cross-Modal Retrieval." arXiv 2024 14



The complete lineage — and where it leads

Paper Year Key Contribution What it left open

VQA v1 2015 Defined visual QA task No knowledge required — too easy

OKVQA 2019 First knowledge-based VQA benchmark How to retrieve the knowledge?

DPR 2020 Dense vector retrieval for open-domain QA No multimodal support

RA-VQA · TRiG 2022 Combined image + text retrievers for KBVQA No feedback, heterogeneous pipeline

DSI · SEAL 2022 Generative retrieval + FM-Index in NLP Text-only — no multimodal queries

FLMR 2023 Best discriminative multimodal retriever −21 pts on Wiki21M · no feedback

GeMKR 2024 Generative retrieval for multimodal queries Separate models · no feedback loop

ReAuSE ★ 2025
Unified MLLM · DPO feedback · FM-Index · 

LoRA adapters
→ Paper presentation follows

Can retriever & generator share 

feedback?

Yes — DPO inside a single unified MLLM

Can generative retrieval scale to 21M 

docs?

Yes — O(V) per step, drop only 4.6 pts

Can one model do both retrieval & 

generation?

Yes — same MLLM, two LoRA adapters

That's the tutorial.  The paper we'll present next — ReAuSE, AAAI 2025 — answers all three questions above. 15



Can Retrieval and Generation be 

merged into one homogeneous 
generative model?

Coming Up: Paper Presentation

Long et al., "ReAuSE," AAAI 2025

16



Thank you!

Any Questions
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QR code for Quiz
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