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Team 8 Recap

Retrieval-Augmented Visual Question Answering

e VQA requires external knowledge to answer properly.

e RAG Discriminative retrieval is useful.
o Works on small corpora but collapses at scale
o No feedback loop between retriever and generator

e Generative retrieval fixes the scale problem
o Cost depends on vocabulary size.
e ReAuSE unifies retrieval and generation into on model.

The RAG Pipeline Lewis et al., NeurlPS 2020
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Class Review

Agent = Reasoning: Strategic Thinking & Planning
+ Memory: Learning from Experience
+ Skills: Multi-Agent Collaboration
+ System: Accumulate & Use Skills

Environment Stimuli .
perception

Action Stage Update
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Class Review

Agents construct internal world models to .
simulate physics, logic, and state dynamics. Reasoning Engine

- World Modeling

Internal
Simulation
Engine

- Allows the agent to predict the
consequences of actions without
executing them in the real world.

- Requires mapping entities, relationships,
and transition probabilities.

Research Vector

Solving the state-space explosion
problem in highly dynamic, multi-agent
simulated environments.

Branch A

Real-World
Execution
Environment
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Why do agents begin to
require World Model
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What is the agent?

e Agent: a system that perceives its environment and takes
actions to achieve a goal.
e Types of agents:
o Text-based agents (ReAct, Toolformer): act via API calls
or text
o Embodied agents - act in the physical world (robotics,
autonomous driving)
e => Vision-Language-Action(VLA) models: a promising
and emerging unified approach in the embodied agents
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Vision Language Action model

e OpenVLA: An Open-Source Vision-Language-Action Model
(CoRL, 2024)
o Finetune VLM to output action token
o Step-by-step execution
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Limitations of VLA-based Agent

e OpenVLA: An Open-Source Vision-Language-Action Model
(CoRL, 2024)
o Finetune VLM to output action token
o Step-by-step execution

Keep tracing the lift No failure prediction-
trajectory even losing cup repeats same motion

VLA agents fail because they cannot predict
physical outcome of their own actions.
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Limitations of VLA-based Agent

e OpenVLA: An Open-Source Vision-Language-Action Model
(arXiv, 2024)

O netune M to output action token

Then, How can we make VLA understand physical world?

Keep tracing the lift No failure prediction-
trajectory even losing cup repeats same motion

VLA agents fail because they cannot predict
physical outcome of their own actions.
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World model

- World Models(2018)

- Before acting, humans pre-simulate future situations with an internal model
in their head.

-  WorldModel(current_state, behavior) — future_state

- Policy can be trained within the learned World Model without
real-world interaction ("dreaming")

Figure 1. A World Model, from Scott McCloud’s Understanding
Comics. (McCloud, 1993; E, 2012)
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World model

- World Models(2018) : {V, M, C}

- 1) Encoder(V) observation into latent vector z
- 2) based on observation and current hidden state, Controller(C) takes action
- 3) action will make new environment and Model(M) update hidden state.

def rollout (controller):
rrrs

ervironment J """ env, rnn, vae are
[ action rrr glebal Srariables ¢
ra T obs = env.reset ()

h = rnn.initial state()

> VAE(V) done = False

cumulative_reward = 0

z while not done:

v z = vae.encode (obs)

a controller.action([z, h]l)

h obs, reward, done = env.step(a)
cumulative_reward += reward
h = rnn.forward([a, z, h])

return cumulative_reward
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- World Models(2018) :

Benefit from World model

- Without real world interaction, it can simulate future probabilistic

distribution as hidden state

- Robust policy by controlling uncertainty
- with temperature parameter, MDN can simulate robustly. As a result,

controller(policy) can be trained robustly.

7 7 7., Simulated!

Figure 6. RNN with a Mixture Density Network output layer. The
MDN outputs the parameters of a mixture of Gaussian distribution
used to sample a prediction of the next latent vector z.
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Benefit from World model

- World Models(2018) :
- Solve Credit assignment problem

Simulation feature of world model
enables agent to make more dedicated plan.

T LT LT

Figure 6. RNN with a Mixture Density Network output layer. The
14 MDN outputs the para'me':ters of a mixture of Gaussian distribution KAI ST
used to sample a prediction of the next latent vector z.



15

Towards Physical Reasoning in Agents

e Look-ahead Search
o Simulate future outcomes by video generation model,
then pick the best plan.

e Generative Data Augmentation
o Train on synthetic data generated by world model.

e Latent world models
o Agent imagine and act entirely within a latent space.
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Physical Reasoning in Agents:
Look-ahead Search

e Simulate future outcomes by video generation model,

then pick the best plan.

o Video Language Planning(ICLR'24), Vision language planning

for autonomous driving(CVPR'24)

simulate(”
Video A
| action candidate 1 |

. P <

Agent Video B S Eyaluate

current state action candidate 2 pick best

. = outcome
Video C

| action candidate 3 |
- 2

1T best video (B) selected

16

— 5| Execute
best plan

KAIST



Physical Reasoning in Agents:
Generative Data Augmentation

e Train on synthetic data generated by video world model.
o VideoPhy benchmark (ICLR'25)

synthetic videos
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Physical Reasoning in Agents:

Latent World Models

e Agent imagine and act entirely within a latent space.
o V-JEPA (ICLR24), Dreamer V3 (Nature'25)

Agent

latent space

World model
predict next z

Policy ——>|  Action
execute

s B\

No pixel-level video needed — efficient
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Video generation
before World Model
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Early Video Generation Models

e Video Diffusion Models (NeurIPS22)
Denoise to reconstruct or generate pixel-aligned videos.

O
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e CogVideo (ICLR'23)
Focusing on semantic similarity between text, prev frame, next frame.
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Limitation of Early Video Models

e Without consideration of world model, they have limitations:

1. Long-term temporal consistency: oy
models struggle to maintain visual ‘
coherence across frames.

2. Physical Law Violations:
Since models are trained to map to
high-probablity pixels rather than physics
reasoning, leading to physically
implausible videos.

3. Lack of interactivity during generation
Agents cannot receive per-action feedback
during generation, making policy learning
infeasible.
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Video generation as World Model
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Recent Video World Models

Long-term and long-horizon consistency:
o Stable physical structure across lots of frames for long-horizon tasks.
o Long-Context State-Space Video World Models (CVPR'25)

Physically plausible:
o Simulated physics must match the real world for clear policy learning.
o PhysGen3D: Crafting a Miniature Interactive World from a Single Image (CVPR'25)

Interactivity:
o To simulate agent behavior before real-world deployment, agent actions
must be able to influence the video generation process in real time.
o Genie: Generative Interactive Environments (ICML'24)
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Quiz
https://forms.gle/lvSzgUQH5Dd4jnHDs9
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