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The Top-K Retrieval.

[0.34, 2.35, 8.34, ..]
- _~ 300 dimensions
.! Vector A: (user Query embedding)
Chicken
X,
Wolf J Vector B: (Chunk embedding)
Dog
Banana
Cat-~— G / o
R W i" N
‘ ‘. Cosine Distance

Xy

Use Cosine Similarity to rank &
retrieve top k.



The Hidden Bottleneck: Why Strong Reasoning
is Not Enough

Vanilla RAG with VLM The Gap: High-performance VLMs often
................................. fail due to poor retrieval recall, not a lack
 PDF Docs : ! : . .

: ' of intelligence.
Ia =1 | Vanilla Pipeline: PDF > Embedding -
o | i Top-K Images » VLM.
Embed images) —» /LM . . )
el + Constraint: Sending too many images
(High K) leads to noise, while too few
(Low K) leads to missing evidence
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https://arxiv.org/pdf/2506.14035



The Hidden Bottleneck: Why Strong Reasoning
is Not Enough
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The Hidden Bottleneck: Why Strong Reasoning
is Not Enough

Vanilla RAG with VLM
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https://arxiv.org/pdf/2506.14035 What if this one is the desired one, but

was somehow slipped off the algorithm?




If the right evidence never enters context,
stronger reasoning alone is hot enough!

Retriever Top-K Agentic Answer /
evidence reasoning grounding

Better reasoning does not recover missing
evidence.



If the right evidence never enters context,
stronger reasoning alone is hot enough!

Our System )
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MDocAgent (2025):
- multi-modal, multi-agent framework designed
to solve complex document-based QA



Why this happens? Because Top K Retrieval is Brittle.

Query wording and evidence wording may not match directly.

APR after promo”
P | “‘annual percentage rate after

_\/ introductory period.”




Why this happens? Because Top K Retrieval is Brittle.

Critical clues may live in tables, figures, OCR, or subtitles.
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Why this happens? Because Top K Retrieval is Brittle.

Evidence may be split across pages, segments, or moments.

s

|

How long should the garlic be
infused in the oil for the Aglio e Olio?

_\/ Clue B (6:30): "Alright, it's been exactly 8

22 N8 ¥

<5l ) A}

Clue A (1:15): "Drop the sliced garlic into minutes. The garlic is perfectly golden, so
the cold olive oil, turn the heat to low, and let's toss in the pasta.”

start your timer."



Why this happens? Because Top K Retrieval is Brittle.

Lexical / semantic gap

Layout / modality gap

Distributed evidence

A later event may require retrieving an earlier visual state.

What number was on the jersey of 2
the player who assisted the winning
| goal?

=
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Query Rewriting.



Query Rewriting 1) SimpleDoc

SimpleDoc (Our Method)

Vanilla RAG with VLM

Retreived User

 Pages(Images) Query
S B
Embed Summarize \ 1
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Rerank memory.an Agent
retrieve
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Vector DB Summaries
Answer

Moving away from over-engineered multi-agent systems, SimpleDoc
achieves SOTA performance by combining Dual-Cue Page Retrieval with
Iterative Refinement using a single VLM agent.
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Query Rewriting 1) SimpleDoc
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Vanilla VLM RAG Heavy Multi-Agent
e Simple similarity-based
retrieval e Separated dedicated

e Indiscriminate page
extraction leads to
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overflow and
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Massive retrieval
volume (avg. 10-20
pages), extremely high
system resource
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SimpleDoc

o Dual-Cue Precision

Retrieval

o Perfect context
secured with an
average of only 3.5
pages

e Memory-Based
Iterative Refinement



: From the paper, which temperature gives ChatGPT the highest alignment score?

| ITERATION 1_ U .

1. Retrieving top-k pages with embedding: Pages: [34, 38, 67, 21, 58, ....]

. " " oo n e The paper ... Page 6 explicitly ... Page 13 references ... Page 14
2. Filtered with Reasoning Agent : Pages: [6, 13, 14] + Summary (initializing memory):

2) Generation

- Output: Response Type: query_update

Query: From the paper ... Please provide the section or table that compares alignment scores for ChatGPT at temperatures 0.1, 0.5, and 0.9.

Notes: The current pages describe the experimental setup and evaluation metrics but lack the specific results or ... which includes tables or ...
at temperatures 0.1, 0.5, and 0.9.

SimpleDoc - Background & Motivation

1. Reasoning: Agent
realizes the specific result
table is missing in the
current context.



SimpleDoc - Background & Motivation

: From the paper, which temperature gives ChatGPT the highest alignment score?
| TERATION 1SRN .

1) Retrieval

1. Retrieving top-k pages with embedding: Pages: [34, 38, 67, 21, 58, ....]

The paper ... Page 6 explicitly ... Page 13 references ... Page 14

2. Filtered with Reasoning Agent : Pages: [6, 13, 14] + Summary (initializing memory): o numaneval

2) Generation

: Page 6,13,14
- Input: Question + Memory +

- Output: Response Type: query_update

Query: From the paper ... Please provide the section or table that compares alignment scores for ChatGPT at temperatures 0.1, 0.5, and 0.9.

Notes: The current pages describe the experimental setup and evaluation metrics but lack the specific results or ... which includes tables or ...
at temperatures 0.1, 0.5, and 0.9.

1) Retrieval
1. Using Embedding: Pags: [30, 27, 67, 24, 58, ....]

2. Filtering with Reasoning Agent: Pages: [6, 7] + Summary: |The document explores ... Page 6 explicitly ..., while Page 7 includes Table 3, ...

2) Generation

-Input: Question + summary + Page 6,7

- Output: [ Respons 2 aNSWe ]

Answer: From the information provided in **Table 3** on Page 7, the temperature ... alignment score of **85.9** The alignment
scores ... the highest alignment score is achieved at temperature **0.1**

1. Reasoning: Agent
realizes the specific result
table is missing in the
current context.

2. Query Update: Agent
autonomously rewrites the
query to target specific
“temperature vs.
alignment” tables.



SimpleDoc’s Key Idea #1 - Reasoning Loop

: From the paper, which temperature gives ChatGPT the highest alignment score?
| TERATION 1SRN .

1) Retrieval

1. Retrieving top-k pages with embedding: Pages: [34, 38, 67, 21, 58, ....]

The paper ... Page 6 explicitly ... Page 13 references ... Page 14

2. Filtered with Reasoning Agent : Pages: [6, 13, 14] + Summary (initializing memory): o numaneval

2) Generation

: Page 6,13,14
- Input: Question + Memory +

- Output: Response Type: query_update

Query: From the paper ... Please provide the section or table that compares alignment scores for ChatGPT at temperatures 0.1, 0.5, and 0.9.

Notes: The current pages describe the experimental setup and evaluation metrics but lack the specific results or ... which includes tables or ...
at temperatures 0.1, 0.5, and 0.9.

1) Retrieval
1. Using Embedding: Pags: [30, 27, 67, 24, 58, ....]
2. Filtering with Reasoning Agent: Pages: [6, 7] + Summary: |The document explores ... Page 6 explicitly ..., while Page 7 includes Table 3, ... ]
2) Generation
-Input: Question + summary + Page 6,7
- Output: [ \ﬂ
Answer: From the information provided in **Table 3** on Page 7, the temperature ... alignment score of **85.9** The alignment
scores ... the highest alignment score is achieved at temperature **0.1**

1. Reasoning: Agent
realizes the specific result
table is missing in the
current context.

2. Query Update: Agent
autonomously rewrites the
query to target specific
“temperature vs.
alignment” tables.




SimpleDoc - Background & Motivation
PRE-PROCESSING
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Convert to
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Vector DB Summaries

QUESTION ANSWERING

Query |

" l : Query + | Memory, +
| RETRIEVER }
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Vector DB
Top-k pages + Query 1 Notes l
New
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Selected
Summaries
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Retreived Pages + Page Summaries

Top-K Retrieved
pages

match I
Update
Memory
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Stage 1: Offline Processing

Vector Embedding:
Extraction of visual features.
LLM Summary: Textual
summarization of the page.

Stage 2: Online Coarse Search

Initial extraction of the
top-$K$ (10-30) most
relevant pages via vector
similarity.

Stage 3: Online Fine Re-ranking

The LLM reads only the
Summaries (rather than raw
images) to finalize the
selection and re-rank
relevant pages.



Query Rewriting 2) Query2Doc

LLM Prompts
Write a passage that answers the given query:

Query: what state is this zip code 85282
Passage: Welcome to TEMPE, AZ 85282.
85282 is a rural zip code in Tempe, Arizona.
The population is primarily white...

Query: when was pokemon green released

Qassage:

‘ LLM Output

Pokemon Green was released in Japan on
February 27th, 1996. It was the first in the
Pokemon series of games and served as the
basis for Pokemon Red and Blue, which were
released in the US in 1998. The original
Pokemon Green remains a beloved classic

Qmong fans of the series. /




The trend is moving from heuristic rewrites to learned
search

1. Query expansion

Generate a hypothetical document, then

retrieve around that semantic neighborhood.

Query2doc

Expand the query with a pseudo-document so

retrieval has richer surface cues to match.



The trend is moving from heuristic rewrites to learned

search

1. Query expansion

€7 Hyoe
Generate a hypothetical document, then

retrieve around that semantic neighborhood.

Query2doc

Expand the query with a pseudo-document so

retrieval has richer surface cues to match.

write a passage to answer the question (& : B
L L L e B R How wisdom teeth are removed...

how long does it take to remove H D E Some ... a few minutes, whereas
wisdom tooth : y It usually takes between 30 others can take 20 minutes or
: minutes and two hours to

longer....
remove a wisdom tooth...

write a scientific paper passage to answer
the question
How has the COVID-19 pandemic impacted
mental health?

...depression and anxiety had

increased by 20% since the Contriever
start of the pandemic...

... two studies investigating
COVID-19 patients ... significantly
higher level of depressive ...

QIZto] 22 A8t 7|22 o
write a passage in Korean to answer the 8002Hd TS E| LIEHLHCE.
question in detail

QIZt2 AH 22 A BUEIN?

instruction query generated document real document




The trend is moving from heuristic rewrites to learned

search

2. Adaptive retrieval

Rewrite-Retrieve-Read

Explicitly inserts query rewriting into the RAG

pipeline and even trains a small rewriter.

FLARE

Decides when and what to retrieve during
generation, instead of retrieving only once at

the start.

Self-RAG

Learns retrieval on demand and critiques its

own outputs with reflection-style tokens.

Input

l

Retriever

Black-box LLM
Reader

l

Output

Input

Black-box LLM
Rewriter

v
Query
v
Web Search
Retriever

Documents

A R

v

Black-box LLM
Reader

\
Output

Input Example
¢ Input:
Small PrLM What profession does Nicholas Ray and
Rewriter Elia Kazan have in common?
Query Query: Nicholas Ray profession
Query: Elia Kazan profession
Web Search
Retriever fie- s cetenspategen Gl s
y Elia Kazan was an American film and |
o _i 77777777 1 ! theatre director, producer,
12kl /1 sereenwriter and actor, described ...}
I ' Documents | ‘l\ | Nicholas Ray American author and

Reader " Correct (reader [ )
v Hit (retriever [ )

Reward < Output

| director, original name Raymond
. Nicholas Kienzle, born August 7,

. 1911, Galesville, Wisconsin, U.S......
Black-box LLM e Eaeecese ’



The trend is moving from heuristic rewrites to learned
search

3. Learned search

Rollout Module

2025  Search-R1
Engine
Interleaves step-by-step reasoning with real q |

a = Policy
search calls, and learns the behavior with LLM Trained
A A Models
reinforcement learning. —_—

PPO w. Search Engine Ty
"""""""""""""""""""""""""""""""""""""""""" Model

) - GRPO w. Search Engine
f The important shift: | RolloutModute [Tl] .
search is no longer - m .
Computation
)

Search
Engine

just a rewritten prompt
—itbecomes a
trainable policy.




The trend is moving from heuristic rewrites to learned

search

1. Query expansion

Generate a hypothetical document, then

retrieve around that semantic neighborhood.

Query2doc

Expand the query with a pseudo-document so

retrieval has richer surface cues to match.

2. Adaptive retrieval

Rewrite-Retrieve-Read

Explicitly inserts query rewriting into the RAG

pipeline and even trains a small rewriter.

FLARE

Decides when and what to retrieve during
generation, instead of retrieving only once at
the start.

Self-RAG

Learns retrieval on demand and critiques its

own outputs with reflection-style tokens.

3. Learned search

2025 | Search-R1
Interleaves step-by-step reasoning with real
search calls, and learns the behavior with

reinforcement learning.

The important shift:
search is no longer
just a rewritten prompt
—itbecomes a
trainable policy.




Video-side progress is still mostly within a given video

Y s )

nt

- An LLM agent iteratively
retrieves frames and
aggregates evidence.

- But the relevant long
video is already given as
input.

\_ %

mdeo-RAG \

- Training-free retrieval
over auxiliary texts
improves long-video
understanding.

- Again, it mainly assumes
the correct video is
already known.

\_ %

mdeoDeepResearch \

- Uses iterative tool calls
over clips, subtitles, and
visual perception.

- Powerful for detailed
reasoning, but still largely
in the given-video setting.

\_ _/

Shared assumption: the system usually starts from the right long video, then searches inside

it.




Our target problem is harder: open-world video corpus retrieval

mst current \ ﬂr target problem \
long-video agents

question video candidate
—

localize answ —olips

—> .
only corpus videos

. —
clip er

- The main challenge is intra-video - Input is only the question. The system
search: where inside this long video must retrieve the correct videos from the
is the needed evidence? corpus first.

- This is already hard — but the - Then it must localize the right segments
search space is still one video. inside those videos.

- Desired outputs: answer, evidence
timestamps, and temporal grounding.

. AN /




Key Takeaways

1. Top-K recall is the hidden bottleneck.

- No matter how smart the downstream agent is, it cannot recover evidence that never enters
context.

2. Query rewriting is becoming adaptive and learned.

- The field is moving from one-off paraphrases to iterative retrieval loops and RL-trained
search policies.

3. The next challenge (and our team’s challenge) is open-world

video corpus retrieval.
- We want not only to zoom into the right moment, but to retrieve the right video, then ground
the answer in time.



Thank You!



Quiz at:

https://forms.gle/udiwXKBGB
JgTrjBEG
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1. Top-K recall is the hidden bottleneck.

- No matter how smart the downstream agent is, it cannot recover evidence that never enters
context.

2. Query rewriting is becoming adaptive and learned.

- The field is moving from one-off paraphrases to iterative retrieval loops and RL-trained
search policies.

3. The next challenge (and our team’s challenge) is open-world

video corpus retrieval.
- We want not only to zoom into the right moment, but to retrieve the right video, then ground
the answer in time.



