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Overview

● Motivation: Why Retrieval-Augmented LMs

● Limitations: Failure Modes in RAG

● Example: Handling Retrieval Failures

● Our Direction: Modeling Retrieval Uncertainty
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Why retrieval-based LMs? 
(Retrieval AI background)

Limited knowledge 
memory (Long-tail)

Figures from: ACL 2023 Tutorial: Retrieval-based Language Models and Applications. 2023, https://acl2023-retrieval-lm.github.io

https://acl2023-retrieval-lm.github.io/?utm_source=chatgpt.com
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Why retrieval-based LMs? 
(Retrieval AI background)

Outdated knowledge

Figures from: ACL 2023 Tutorial: Retrieval-based Language Models and Applications. 2023, https://acl2023-retrieval-lm.github.io

https://acl2023-retrieval-lm.github.io/?utm_source=chatgpt.com
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Why retrieval-based LMs? 
(Retrieval AI background)

Verifiability

Figures from: ACL 2023 Tutorial: Retrieval-based Language Models and Applications. 2023, https://acl2023-retrieval-lm.github.io

https://acl2023-retrieval-lm.github.io/?utm_source=chatgpt.com
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Retrieval failures
● Missed evidence (coverage failure): Available but not Retrieved

● Off-topic retrieval: 2026 Nobel prize in Physics-> 2026 Nobel prize in 

Chemistry

● Evidence Conflict: Berlin Wall fell in 1989 -> Berlin Wall fell in 1990

● Multi-modal conflict: Picture says dog but text says cat

● Ambiguity: Jaguar -> animal/ car
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Generator Failures (Hallucinations)

● Generator override

● Faithfulness hallucinations
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Generator Failures (Hallucinations)
● Over-generalization
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Uncertainty Problems

● Overconfidence

● Lack of abstention: the model always answers, 

even when it really should say “I don’t know” 
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Cross-Source Knowledge Reconciliation for 

Multimodal RAG(CoRe-MMRAG)

● Dealing with parametric vs retrieved knowledge 

inconsistency

● Does not assume retrieved evidence is always correct
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Task Setting

● Knowledge-based Visual Question Answering (Image+Question Text)
● Requires entity-specific, long-tail knowledge

Key Issue: Knowledge Inconsistency

● Parametric ↔ Retrieved Knowledge
● Visual ↔ Textual Knowledge

Challenges in Knowledge-Based VQA 

(CoRe-MMRAG)
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Parametric-Retrieved Knowledge Inconsistency

● Noisy or incomplete retrieved knowledge may contradict MLLM’s frozen 

parametric knowledge 
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Visual-Texual Knowledge Inconsistency

Visually relates to the query while the text describes describes a different aspect 

or interpretation.
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Cross-Source Knowledge Reconciliation for Multimodal RAG

1.  Parametric Generation

● Generate answer using internal knowledge only
● Serves as a reference for later comparison
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Cross-Source Knowledge Reconciliation for Multimodal RAG

2. Visual-Textual Knowledge Integration

● Input: Top-K retrieved candidates (image + text pairs)
● Problem: Visual and textual rankings may disagree
● Solution: Joint multimodal scoring to select best candidate
● Output: Most relevant entry for answer generation  
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Cross-Source Knowledge Reconciliation for Multimodal RAG

3. External Knowledge Generation

● Generate answer grounded in retrieved evidence
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Cross-Source Knowledge Reconciliation for Multimodal RAG

4. Knowledge Reconciliation

● Compare credibility between internal and retrieved answers
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CoRe-MMRAG

● Does not model how retrieval is 
performed

● Assumes a fixed Top-K set of 
retrieved candidates

● No mechanism to assess retrieval 
reliability

Our Extention

● Measure disagreement across 
multiple retrievers as a scalar 
“uncertainty” score

● Show that the score 
predicts/mitigates RAG failures

Modeling Retrieval Uncertainty
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Retrieval Augmented Generation 
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Related work insight

2023: Self-RAG: Learning to 
Retrieve, Generate, and Critique 
through Self-Reflection

2023: Active Retrieval Augmented 
Generation (FLARE)

2023: Enhancing 
Retrieval-Augmented Large 
Language Models with Iterative 
Retrieval-Generation

2020: Selective Question 
Answering under Domain Shift

2023: REPLUG: 
Retrieval-Augmented Black-Box 
Language Models

2024: LLM Internal States Reveal 
Hallucination Risk Faced With a 
Query

2024: Benchmarking Uncertainty 
Quantification Methods for Large 
Language Models with 
LM-Polygraph

2021: WebGPT: Browser-assisted 
question-answering with human 
feedback

2023: Chain-of-Verification (CoVe) 
Reduces Hallucination in Large 
Language Models

2023: Trusting Your Evidence: 
Hallucination NLP Beyond the 
Standard Benchmark

2024: Unravelling and Mitigating 
Retriever Inconsistencies in 
Retrieval-Augmented Large 
Language Models

Retrieval failure UncertaintyGenerator failure
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Any Question ?
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Quiz
Link: https://forms.gle/o1uebhJ4L8YQByrD7

Code:


