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Recap of Team 2

* Memory retrieval is not simple lookup, but a perception & reasoning problem

— Relevant context must be inferred from large, multimodal, and uncertain memory

* Effective retrieval requires multi-step, LLM-driven querying over structured memory

— lterative retrieval + reasoning (e.g., ConceptGraphs, ReMEmbR), not single-shot DB
queries
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Why are Graphs Important?



Limitation of Existing RAG

Most existing RAG systems rely primarily on vector-based retrieval.

* |t cannot capture relationships between documents, making it difficult to perform

reasoning over connected information

e Information is fragmented across chunks, making it hard to understand the full

context

e |tstruggles to combine information from multiple sources to form new

conclusions

Vector RAG retrieves information well, but struggles to connect and reason over it.
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Graphs as a solution

* Retrieve connected information, not isolated chunks

— Finds related entities and their connections together

* Enable multi-hop reasoning

— Follows relationships to connect multiple pieces of information
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Applying Graphs in Vision

 Relationships define meaning

— Recognizing objects alone is not enough; interactions between objects determine the

meaning of a scene

* Enable structured understanding and reasoning

— Understanding how objects are connected allows better scene-level reasoning

»

spatial contextualization static scene graph

i
[1] Cong et al., Spatial-Temporal Transformer for Dynamic Scene Graph Generation —ICCV 2021 'éf," INFOLAB 7



Applying Graphs in Agentic Memory

* Memory is inherently relational

— Userinformation, events, and preferences are interconnected

* Enables retrieval of connected context
— Retrieves not just a fact, but the related memories around it for more consistent responses
* Supports long-term and evolving memory

— New information is linked to existing memory, allowing it to grow and reflect changes over time
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How do we deal with LARGE graphs?

* As graphs generated from video frames and user memory continue to
accumulate, it becomes infeasible to keep all information in memory
* Therefore, this information must be stored in a database and efficiently

retrieved when needed
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End-to-End Graph-based Memory and
Retrieval Pipeline

* While extracting graph-structured information is important, how it is stored and utilized is

equally critical

* Even with high-quality graph extraction, inefficient storage or poor retrieval strategies can

limit overall system performance

* In this work, we focus on how to effectively retrieve from stored graphs

Application Layer
| |

Graph Extraction Layer
(Vision, Agentic Memory Module)

Graph Retrieval Layer

Storage Layer (Graph DB)
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Graphs in RAG!



Paradigm shift in RAG

* Vector RAG: Relies on vector similarity search for retrieval

— Finds isolated dots of information, failing to capture relations (e.g. citations

[1,2]) within documents

* Graph RAG: Retrieves interconnected network of knowledge via
graph-based data source [3]

— Equips LLMs with structural awareness

[2] An et al. "GReX: A Graph Neural Network-Based Rerank-then-Expand Method for Detecting Conflicts Among Legal
Articles in Korean Criminal Law." NLLP 2025
[3] Hu et al. "CG-RAG: Research question answering by citation graph retrieval-augmented Iims." SIGIR 2025
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Microsoft GraphRAG: Capture Global Context

* Graph-based RAG approach that enables understanding the global
context over the entirety of a large text corpus [4]

— Uses LLM to extract a Knowledge Graph (KG)

from large podcast, news, legal case datasets
— Group related entities in KG to form

— Retrieve using hierarchical summaries, effective

for reasoning about holistic questions

Figure 1. An LLM-generated knowledge
graph built using GPT-4 Turbo.

%
[5] Edge et al., From Local to Global: A GraphRAG Approach to Query-Focused Summarization, 2025 'PINFOLAB



HippoRAG: Mimicking Human Brain

 Inspired by human’s hippocampal memory theory [5]

« Offline indexing: LLMs extract Knowledge Graph triples (subject, relation, object)

— Mimic human neocortex’s pattern separation

* Online retrieval: Use Personalized PageRank (PPR)

— Simulate how relevant neural pathways in hippocampal index get activated
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(6] Gutiérrez et al., HippoRAG: Neurobiologically Inspired Long-Term Memory for Large Language Models, NeurlPS 2024 ENINFOLAB 14
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Graph RAG Example

* Goal: finding answer documents n, and n,

Query: Explain components of conventional Agentic RAG methods.

Corpus graph G:

n4: ReAct
ng: HotpotQA

n;:RAG

C4: ... the use of
LLMs to generate ..

cr:... We
introduce RAG

ny: DPR

[n3: Agentic RAG |

cy: ... retrieval can be
practically implied ...

c3: ... (Agentic RAG)
transcends these ...

ns: Hallucination

(*Gold node:

® |, Non-gold node:

Figure 1. Example corpus graph

[7] Guo et al., “LightRAG: Simple and Fast Retrieval-Augmented Generation.” Findings of EMNLP 2025

® )

search

J Step 1: vector »

éep 2: graph searchvia 1 hop\
traversal [7]
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Traditional RAG vs. Graph RAG

* Microsoft GraphRAG [4] excels in tasks that require global understanding over

massive datasets

Metric

Microsoft GraphRAG Performance

Comprehensiveness
Answer Diversity
Token Efficiency

72%-83% Win Rate vs. Vector RAG
62%-82% Win Rate vs. Vector RAG
Best method requires 97% fewer tokens

* HippoRAG [5] significantly reduces hallucination for complex reasoning across

disconnected documents

— 10-30 times cheaper and 6-13x faster than IRCoT

MuSiQue 2Wiki HotpotQA Average
Retriever EM F1 EM F1 EM F1 | EM F1
None 125 241 31.0 39.6 304 428 | 246 35.5
ColBERTvV2 15.5 264 334 43.3 434 57.7 | 30.8 425
HippoRAG (ColBERTv2) 19.2 298 46.6 59.5 41.8 55.0 | 35.9 48.1
IRCoT (ColBERTV2) 19.1 305 354 45.1 455 584 | 33.3 44.7
| IRCoT + HippoRAG (ColBERTv2) 21.9 33.3 477 627 457 592 | 384 51.7 |
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Conclusion

* Graphs as the brain of agentic Al

— Key Idea #1: Graphs transform flat data into structured,

actionable intelligence

— Key Idea #2: Graph RAG connects LLM-generated answers with

structured knowledge, enabling grounded reasoning

— Key Idea #3: Shows better performance for complex tasks
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Thank you
Q&A



https://forms.gle/tbWPIDvHrXfw6R8RA
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