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Retrieval-Augmented 3D Generation

What does this mean?

1. Retrieval-Augmented
2.3D Generation
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Retrieval-Augmented 3D Generation
Retrieval-Augmented

“How to prevent hallucinations? Is it helpful to
explicitly retrieve related contexts outside the

model?”

“Then, do we need to update parameters to
incorporate up-to-date informations?”
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Retrieval-Augmented 3D Generation

3D Generation

“To interact with real-world, the model needs
internal 3D world to train and infer.”

‘8D modeling with 2D images + post-processing:
time-consuming, labour-intensive
» Let the neural networks do these things!”
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Retrieval-Augmented 3D Generation

Retrieval-Augmented 3D Generation

Why 3D generation needs retrieval?

Memory
What if we do not need to store all information in the current parameters?

Generalization
What if the model can retrieve another views in the database?

Dynamics
What if the model can retrieve new information helpful for generation?

Details
What if the model can retrieve high-frequency details to refine the result?
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3D retrieval

Existing dataset! But...

Objaverse-XL
10M

ShapeNet < 2 D
51K <
@ Others... 3 D COYO-700M

~10K JFT-3B ...
+ are these all compatible?

and so much more!
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3D generation

Lack of diverse dataset...

Few-shot generation of 2D Vision/NLP models
Leverages amounts of dataset for pre-training! Unavailable for 3D...

Multi-shot generation!

How to improve this? — This is the main challenge!
e Quality: Spatio-temporal Consistency
o Compact generation: Efficient Data Representations
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Contents

e 3D data retrieval

o 3D representation
o Multi-modal embedding including 3D representation
o Capturing similarity in Image-to-3D retrieval

o Diffusion models for 3D generation

o Direct diffusion from point-cloud
o Diffusion using multi-view 2D images

 Wrap-up

KAIST

«8> Lecture PR



3D Representation

e Various ways to represent 3D object

Voxel Mesh Point cloud Octree Descriptor

Multi view RGB-D Graph Projections CAD

Source: Abubakar Sulaiman Gezawa, Yan Zhang, Qicong Wang, and Lei Yunqi. A review on deep learning approaches for 3d data representations in retrieval and classifications.
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3D Representation

Point Cloud Point cloud

e Set of 3D Points
e Only coordinates : (N, 3)
o With some features : (N, C)

Simple Representation
Memory-Efficient

o No points for empty space
Easy to collect

o Only collecting in surfaces
No connections among points

o No topological information
Needs permutation-invariant model
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Multi-modal embedding including 3D representation

Connecting 3D to CLIP space

« [CVPR ‘23] ULIP / [CVPR ‘24] ULIP-2
o (image, text, point cloud) triplet of an CAD model

An image of a sma
private jet.
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Multi-modal embedding including 3D representation

Connecting 3D to CLIP space

. [CVPR “23] ULIP / [CVPR ‘24] ULIP-2

o Pairwise Contrastive Loss
» Freeze text/image encoder
= Disable image-text loss
= Uses 3D-image, 3D-text loss

o ULIP-2 made the triplet-generating process automatic
= Using BLIP-2 captions
= Made it more scalable
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Multi-modal embedding including 3D representation

Connecting 3D to CLIP space
e [ICLR ‘24] Uni3D
o More Unified / Scalable Pretraining Framework
o Vision-Transformer Based Unified Encoder

Point cloud editing
“A butterfly with a blue
wing and a yellow wing"
I

3 &

TOM texts  10M images

Pre-trained

CLIF Models SoTA CLIP
OpenAl-CLIP-B Text &5 |
OpenCLIP-bigG Transformer Part .segmc:!tatton Text-driven 3D shape retrieval

EVA-CLIP-E

Alignment

Zero-shot classifical
Tmage .o || =
Vit Open-world understanding
; mmp Open-vocab. segmentation
Scaling to =
Few-shot classificat
l.ﬂB #param ew-snol classiicanon

Few-shot segmentation [mn m.an

ViT & Text-driven shape retrieval _
EVA-CLIP Image-driven shape retrieval ’m 5":_ -driven 3D shape retri
* ( Point cloud editing - »
IM point cloud = “% =
General 3D Representation
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Multi-modal embedding including 3D representation

Connecting 3D to CLIP space

e [ICLR ‘24] Uni3D
o VIT as a 3D encoder
= |nitialize with SOTA ViT model
= Using prior knowledge of 2D/Text
= Easy to scale

o Freeze Image Encoder/ Text Encoder
o 4-Term Contrastive Loss

= Point « Text
= Point « Image

KAIST
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Multi-modal embedding including 3D representation

Tokenizing Point Cloud

 [CVPR ‘22] Point-BERT
o Choose Local Center (Farthest Point

Sam pllng) Input Point Cloud “
ST Local Center
o K-NN for Local Patch -
. e l n / Positional
o Translate Local Patch into Token IR0 Embedding:
. . . . L{_};A—;—..- —
Embedding with tiny PointNet Sl

N:Jn;ulizc l
OO0~ O — e —

Point Patches
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https://github.com/Julie-tang00/Point-BERT

Capturing Similarity in Image-to-3D Data

So, what is the “similar” 3D object
given an input image?
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Capturing Similarity in Image-to-3D Data

Semantic Similarity

e Content of Image/3D model
e Uni3D /ULIP — Connects 3D to CLIP Space
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Capturing Similarity in Image-to-3D Data

Semantic Similarity alone is not Enough
o Office Chair
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Capturing Similarity in Image-to-3D Data

Fine-grained shape similarity
e Not for the same object, focusing more on the detalil
o e.g. Chair — headrest, armrest, wheel, ...

e PartRAG — Part-Level Hierarchical Retrieval
o Object-Level Retrieval + Part-Level Retrieval
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Capturing Similarity in Image-to-3D Data

Style / Appearance Similarity
e Design of the object
o same material, texture ...
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Capturing Similarity in Image-to-3D Data

Retrieving “Useful” object is more important!
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Diffusion for 3D generation

2 main paradigm for 3D generation

Directly generate 3D representation

22, Lecture PR external 3D context + 2D diffusion model



Direct 3D Diffusion - Point Cloud

Shares idea with basic diffusion model

e Point-E: A System for Generating 3D Point Clouds
from Complex Prompts

e Text to image, image to point cloud

e Low quality for novel view

Synthetic 3D RGB point
view cloud
‘ A V4
“A COf'gf o »- - - > \ &
Fine-tuned v d Point cloud N . g
GLIDE diffusion

Nx(R, G, B, x,y, z)
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Direct 3D Diffusion - Implicit Function

Shares idea with basic diffusion model

e Shap-E: Generating Conditional 3D Implicit Functions

e Generate implicit functions that represent 3D object

Fo h
| g )

Implicit MLP —

e Marching Cube/Tetrahedra I~
e Low quality with novel object 1 . 1 (=

Latent projection
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Limitation of Direct Diffusion

Hallucination for novel view/object

e Distorted output for viewpoints absent in training

* No reference for new object

Difficult to directly inject 3D context

e All datas should be aligned consistently
(2D: can resolve by conditioning camera pose)

e Few 3D datasets comparing to 2Ds

— Multi-view diffusion with reference
KAIST

25> Lecture PR



Multi-view diffusion w/ 2D Image

Strong conditioning for 2D output

e Zero-1-to-3: Zero-shot One Image to 3D Object

e conditioned by reference view image and camera pose

e pixel-level correspondance — stronger constraint

Input View (RGB)

Latent Diffusion Model r‘ mmmmmm” KAIST
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Multi-view diffusion w/ 2D Maps

Conditioning with 2D Maps (Depth, Normal, CCM, ...)

e Phidias : A Generative Model for Creating 3D Content from Text,
Image, and 3D Conditions with Reference-Augmented Diffusion

e Canonical Coordinate Map of retrieved 3D reference

conce? ?f°n‘§$w
. age . CLNV
e Helps learning geometry rather than texture o ¢
N T
 Solves hallucination for novel object 413 !ﬁ
o Retrieves 3D reference by query

Multi-S

o Get CCM from the reference o)

3D Reference .ﬁ !q
/ —>
Multi-View CCM Image
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Wrap-up

e 3D data retrieval
o 3D representation
o Multi-modal embedding including 3D representation
o Capturing similarity in Image-to-3D retrieval
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Wrap-up

o Diffusion models for 3D generation

o Direct diffusion from point-cloud
o Diffusion using multi-view 2D images
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Quiz

https://forms.gle/tpFUEGSzqtrM42 7y 7
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https://forms.gle/tpFuFGSzqtrM4Z7y7
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