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Review

⚫Challenges of Multi-modal Retrieval AI : Failures, Hallucinations and Uncertainty
■ RAG is useful because it improves long-tail knowledge access, freshness, and verifiability. 

■ Main failure modes include retrieval failures, hallucinations in generation, and poor 
uncertainty handling.

■ In multimodal RAG, the key challenge is cross-source inconsistency between parametric 
knowledge, retrieved evidence, visual signals, and text.

■ CoRe-MMRAG addresses this by reconciling internal knowledge with retrieved multimodal 
evidence instead of blindly trusting retrieval. 
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Modern Navigation

⚫From Given Goals to Inferred Goals
■ Traditional navigation focused on point-to-point movement

 Predefined goal, known map

■ Modern tasks require goal understanding from perception
 Object-goal navigation, language-guided navigation

■ Robot must decide where to go, not just how to go 
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[ Traditional Navigation ]

Predefined goal 

How do I 
get there ? 

[ Modern Navigation ]

???

Where 
should I 

visit ? 



Modern Navigation 

⚫ Emerging Navigation Tasks Beyond Control
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Goal is explicit Goal must be inferred

PointNav

"Go to (x,y)"

Requires:

Given
coordinate



Modern Navigation 

⚫ Emerging Navigation Tasks Beyond Control
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Goal is explicit Goal must be inferred

PointNav

"Go to (x,y)"

Requires:

Given
coordinate

ObjectNav

"Find a chair"

Requires:

Perception
+ Search

[ Object Goal Navigation using Goal-Oriented Semantic Exploration ]



Modern Navigation 

⚫ Emerging Navigation Tasks Beyond Control
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Goal is explicit Goal must be inferred

PointNav

"Go to (x,y)"

Requires:

Given
coordinate

ObjectNav

"Find a chair"

Requires:

Perception
+ Search

Language Nav

"Go to the kitchen"

Requires:

Grounding
+ Reasoning

Exploration

"Map this building"

Requires:

Decision under
uncertainty

Task-Level Nav

"Bring me a drink"

Requires:

Memory
+ Planning



Modern Navigation 

⚫ Emerging Navigation Tasks Beyond Control
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Goal is explicit Goal must be inferred

Task-Level Nav

"Bring me a drink"

Requires:

Memory
+ Planning

[ SayNav: Grounding Large Language Models for Dynamic Planning to Navigation in New Environments] 



Modern Navigation 

⚫ Navigation Tasks
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Navigation Task Example What the Robot Must Do Key Insight

Object-goal “Find a chair”
Recognize target object + 

Search strategically
Where is the goal ? 
Must be inferred

Language-guided
“Go to the kitchen, 

Find the coffee machine”
Ground language to scene + 

Multi-step reasoning
Goal must be interpreted

Exploration “Map this unknown building”
Estimate uncertainty + 

Decide where to look next
Robot decides where to 

explore

Context-aware
“Find a safe path, 

avoid people”
Understand scene semantics + 

Reason about constraints

Environment must be 
understood,, not just 

mapped

Task-level “Bring me a drink”
Decompose tasks + Remember past + 

Plan across multiple stages
Navigation becomes part of a 

larger decision process



Modern Navigation 

⚫ Challenges in Navigation Tasks
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Core missing information

Unseen object location

Grounded goal

Visited regions

Scene semantics

Past states

Object-goal

Language-guided

Exploration

Context-aware

Task-level



Modern Navigation 

⚫ Memory bridges this gap
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Core missing information

Unseen object location

Grounded goal

Visited regions

Scene semantics

Past states

Object-goal

Language-guided

Exploration

Context-aware

Task-level

Spatial Memory

Semantic Memory

Episodic Memory

What happened before

Object/Context meaning

Where things are



What kind of memory should a robot build? 11

⚫Failure scenarios in robot navigation

How are rooms connected?
What is this place? 

Bathroom? Living room?
What was here 10 minutes ago?

What should a robot remember, and how should it store it?



What should a robot remember, and how should it represent it? 12

What to remember

Structure of space (Spatial)
Where can I go? 
How are places connected?

Meaning of the environment (Semantic)
What objects and regions are in the environment?

Experience over time (Episodic)
What did I observe, and when?

+

How to represent

Structured memory
Maps, Graph, occupancy grid, database

Learned memory
Embedding or neural fields

Hybrid memory
Structured memory + learned 



Spatial Memory – Where can I go? 13

⚫Spatial memory captures the ‘structure’
■ Places, connectivity, reachability

■ Abstracted into traversable nodes and edges

⚫TSGM (CoRL’22)
■ Incrementally builds a topological graph

 Node: visited place, viewed object

 Edge: connection between nodes

■ Understanding the context of the space
 Combine memories of places and the objects

Usually, various kinds of memories are combined and utilized for the task (e.g., spatial + semantic)



Semantic Memory – What is in the Environment? 14

⚫Semantic memory captures object-level and region-level meaning
■ This enables structured queries (e.g., “Find the chair near the desk”)

⚫Hydra (RSS’22)
■ Incrementally builds hierarchical 3D scene graph

■ Layers
 metric mesh 

→ object & agents

→ places

→ rooms

→ buildings

■ Unifying spatial, topological, and semantic in
one layered graph



Episodic Memory – What did I observe, and when? 15

⚫Memory indexed by when & where & what
■ Recalling past experiences with spatiotemporal context

⚫Why robots need episodic memory?
■ Dynamic environments: objects move, scenes change

■ Re-identification: “I saw that box earlier – where was it?”

■ Long horizon planning over accumulated experience

⚫ReMEmbR (ICRA’25)
■ Stores past observations with times and position

to the vector database => time-indexed vector database

■ Enables time-aware recall over accumulated experience

ReMEmbR — Memory Storage

RGB-D Observation

▼

VILA Caption
+ Embed

Timestamp
Position
(x, y, z)

▼

Vector Database



Different Tasks require Different memories 16

Queries Main memory Example Representation (How)

Where can I go? Spatial Topological graph (e.g., TSGM)

What is here? Semantic Hierarchical scene graph (e.g, Hydra)

What happened before? Episodic Spatio-temporal vector database (e.g., ReMEmbR)

Once the robot builds memory over space, semantics, and time, the next challenge is retrieval.
How does it recall the right memory at the right moment?



The Retrieval Problem 17

⚫Memory Retrieval as a Perception Challenge
■ "Once the robot builds memory over space, semantics, and time, the next challenge is 

retrieval: how does it recall the right memory at the right moment?“

⚫Beyond Simple Database Search
■ Extracting the relevant context from an infinite past state space.

■ Solving the “Memory Overload” problem in large-scale environments.



Levels of Memory Queries 18

⚫Spatial / Semantic Query
■ Simple 1:1 mapping of location and objects.

■ E.g., “Where is the coffee machine?”

■ Well-established baseline via Vision-Language Models

⚫Affordance / Logical Query
■ Logical reasoning over hidden properties and relationships.

■ E.g., “Find something I can use as a paperweight.”

⚫Temporal Query
■ Tracking time flow and dynamic episodic changes.

■ E.g., “How long was I in that room?”



Method 1: ConceptGraphs (ICRA 2024) 19

⚫From Dense Clouds to Text
■ Bypasses heavy 3D point cloud searches by structuring spatial data into JSON text format.

⚫LLM as the Retrieval Engine
■ Feeds object locations, tags, and captions directly to the LLM.

■ Breaks the limits of simple keyword matching by enabling context-aware filtering.



Method 1: ConceptGraphs (ICRA 2024) 20

⚫Reasoning over Static Memory
■ LLM acts as a retrieval engine by “reading” structured object properties and captions.

■ Bypasses simple keyword matching to find objects based on their functional context.

⚫Case Study: The Affordance / Logical Query
■ Input: “Need something to use as a paperweight” 

 No explicit label exists

■ Output: Successfully retrieves “ceramic vase” (ID 6) 
 By inferring its physical affordance (small and heavy)

(1) Sample text entries in the 3D scene graph (2) Sample queries and raw outputs from the LLM Planner



Method 2: ReMEmbR (ICRA 2025) 21

⚫The Need for Temporal Memory
■ Solves the limits of static memory (e.g., answering “when” or “how long”).

■ Tracks long-horizon changes in dynamic environments.

⚫Iterative Spatio-Temporal Retrieval
■ LLM agent queries Vector DBs via function calls (Text, Position, Time).

■ Iterative Querying Loop: Refines searches step-by-step using partial memory clues.

Spatio-Temporal Tagging(Storing context) 
(e.g., “Red car” + Location(x, y) + 10:15 AM)

Timeline Retrieval (Time Query)
Backtracking past episodes
(e.g., Searching “15 mins ago” or “10:10 AM”) 



Method 2: ReMEmbR (ICRA 2025) 22

⚫Mastering the Time Dimension
■ Resolves temporal uncertainty by navigating past experiences and long-horizon histories.

⚫Case Study: Temporal Queries
■ User Query: “When did you last see a red car?” or “How long was I in this room?”

■ Retrieval Process: The agent actively backtracks the timeline by chaining function calls.

■ Output: Successfully pinpoints the exact past timeframe or calculates the precise duration.

Solving Temporal Uncertainty
→ Point-in-time (When), Duration (How long)

Actionable Temporal Grounding
→ Extracting precise time (e.g., “n minutes ago”) from 

long-horizon memory.

Temporal Query in NaVQA (dataset)
→ Precise duration/timing outputs over 20+ min histories.



From Memory to Action 23

⚫The Ultimate Memory Retrieval
■ Synthesizes logical reasoning (ConceptGraphs) and temporal tracking (ReMEmbR).

■ Distills an infinite past into a single, “Actionable Context”.

⚫Next Step: Agentic AI
■ How does the robot interact with the physical world based on this context?

■ Transitioning from “recalling the past” to “planning the future”.

"The journey through memory ends here.
It's time to step out into the physical world and take action."



Applications

⚫ Connection to Agentic AI
■ RAEA : Retrieve →Act

■ SG-Nav : Explore → Memorize → Retrieve

24

Agentic
Loop

Explore

Memorize

RetrieveAct

Update



Applications

⚫ Connection to Agentic AI
■ Retrieval-Augmented Embodied Agents (CVPR’24)

 Policy memory bank 

▪ Pre-collected trajectories from diverse tasks

 Policy retriever

▪ Multi-modal similarity matching to find relevant experiences

 Policy generator

▪ Assimilates retrieved strategies into current task context

 Action execution

▪ Generates effective responses from augmented policy

■ External memory bank enables knowledge sharing 
across task and embodiments
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Applications

⚫ Connection to Agentic AI
■ Retrieval-Augmented Embodied Agents (CVPR’24)

 External memory bank enables knowledge sharing across tasks and embodiments

 Retrieval diversity matters – varied experiences lead to more robust policies
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Applications

⚫ Connection to Agentic AI
■ SG-Nav: Online 3D Scene Graph Prompting for LLM-based Zero-shot Object Navigation

(NeurIPS’24)
 Integrating scene graph for efficient LLM reasoning

27



Applications

⚫ Memory enables Agentic AI

28

Scalability

How do we efficiently manage and 
compress memory as environments 

grow larger and more complex?

Lifelong Learning

How does the robot 
automatically detect and discard 

outdated memory 
when the environment changes?

Cross-Embodiment

Can memory built by one robot 
be transferred and reused 

by a different robot 
with a different body?



Quiz 29

https://forms.gle/V5xvm22se6c39wq1A

https://forms.gle/V5xvm22se6c39wq1A
https://forms.gle/V5xvm22se6c39wq1A
https://forms.gle/V5xvm22se6c39wq1A
https://forms.gle/V5xvm22se6c39wq1A
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