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Motivation of Code-driven Agentic Al

Query: How many muffins can each kid have for it to be fair?

Generated Code

def execute_command(image):
image_patch = ImagePatch(image)
muffin_patches = image_patch.find("muffin")
kid_patches = image_patch.find("kid")
return str(len(muffin_patches) // len(kid_patches))

I1) Find the children and the muffins in the image
:2) Count how many there are of each
53) Reason that ‘fair’ implies an even split

| 4) Hence divide

(1) Modular Multi-Step
Approach

vs. (2) End-to-end Learning
Requirements

 Use of tools and APIs
e Promising interpretability
« Stable learning

. Challenging for option 2



Modular Approaches: Neural Module

Networks

« Complex vision tasks are fundamentally compositional
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[1] Jacob et al., “Neural module networks,” CVPR 2016
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Neural Module Networks (NMN)!"!



Modular Approaches: Limitation

« Compositional structure — right direction, but...

« Depend on the parser or require reinforcement learning

 Highly limited domain

« Difficulty of learning both the programs and modules simultaneously

There is a shiny object that is right of the gray metallic cylinder;
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[1] Jacob et al., “Neural module networks,” CVPR 2016
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[2] Hu et al., “Learning to Reason: End-to-End Module Networks for Visual Question Answering,” ICCV 2017



Interpretability: Prior Works

* Pixel importance: Highlights image regions that influenced the model’s

P-X@  Q: Is this a healthy meal? |Textual Justification Visual Pointing
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[1] Selvaraju, Ramprasaath R., et al. "Grad-cam: Visual explanations from deep networks via gradient-based localization." Proceedings of the [EEE international conference on computer

vision. 2017.
[2] Park, Dong Huk, et al. "Multimodal explanations: Justifying decisions and pointing to the evidence." Proceedings of the IEEE conference on computer vision and pattem recognition.

2018.
[3] Zhang, Yundong, Juan Carlos Niebles, and Alvaro Soto. "Interpretable visual question answering by visual grounding from attention supervision mining." 2019 ieee winter conference on

applications of computer vision (wacv). IEEE, 2019.



Interpretability: Limitation

» Post-hoc explanations

— do not reveal how the model actually reasons step by step

(i) Grad-CAM ‘Dog’
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Solution Paradigm: Code-Driven Agentic Al

* LLMs generate programs that compose specialized models
« LLM writes a program that calls tools in sequence to solve complex visual tasks

 Vision models handle seeing
« LLM handles thinking

 Enabling tech: GPT-3 Codex!"l (Chen et al., 2021)

« GPT-3 fine-tuned on GitHub code, powering code generation for program synthesis

[1] Chen et al,, "Evaluating Large Language Models Trained on Code,” arXiv 2021.



Examples Applications of the Approach

ViperGPT! VADAR! RetouchLLME]

* Fixed API of * Dynamic API: LLM * Visual critic proposes
pretrained agents create new candidate edit
vision/language tools reusable skills and descriptions from

+ LLM writes Python, functions source/reference
Interpreter executes * Program agent uses Mages
step-by-step them with * LLM generates
reasoning vision specialists retouching code,

for 3D reasoning best result is selected

iteratively



Thank you



Any questions?
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