
DEEP MULTIMODAL LEARNING  —  FINAL-TERM PROJECT

RAG for VQA
Extending state-of-the-art Knowledge-Based Visual Question Answering with targeted components.

Baseline paper

ReAuSE (Long et al., AAAI 2025)

Implementation substrate

GeMKR (Long et al., AAAI 2024) — open code
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RECAP

Towards Efficient Diffusion for World Model Agent
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Adaptive denoising w/ Probe-calibrated Risk Gating (PRG)
Decide # of denoising steps by the risk score while agent training



RECAP

RAG for VQA at mid-term: where we left off
Reproduction · Gate · Multi-hop
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Recap — all three promised tasks landed

● Reproduced GeMKR after two silent bug fixes — P@5 

0.482, R@5 0.826 (paper reports 0.786)

● Component A retrieval gate: Pareto-positive at τ = 0.95 

(0.8268 vs 0.8262, 4% retrievals skipped)

● Component B multi-hop: +0.020 MCQA on the multi-hop 

subset, no OKVQA regression



ARCHITECTURE

Baseline Architecture (GeMKR)
● A multimodal LLM is many pieces stitched 

together. Vision encoder, cross-modal bridge, 
language model. Critically, almost all of it is 
FROZEN, we only train two tiny pieces (~123 MB 
total) on top of frozen ~8 billion parameters.

Component Purpose Trained?

EVA-CLIP ViT-g
Encodes the image (256 patch 
tokens + 1 summary)

Frozen

Q-Former
Compresses 256 patches into 32 
LLM-ready tokens

Frozen

YOLOv7 
regions

Detects salient objects for 
per-region grounding

Frozen

Adapter MLP
Projects vision features into LLM 
embedding space

Trained

LLaMA-7B
The language model (generates 
identifiers/answers)

Frozen

LoRA on 
LLaMA

Small low-rank weight update to 
attention layers

Trained
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 OUR PROPOSAL

Limitations of the baseline architecture.

These four limitations apply to GeMKR — in fact they apply to most generative-retrieval systems.

01 Always retrieves
ReAuSE invokes a slow FM-index beam search on every single question. But our 
closed-book MLLM gets 55.5% accuracy by itself, about half the questions don't 
need retrieval at all. 

02 Single-hop only
Each question gets exactly one round of retrieval. 

03 Score doesn't use what we already know
The retriever ignores the question own content words and our closed-book 
model's answer guess. 

04 Frozen offline DPO

ReAuSE calibrates with a one-shot preference optimization. Once the retriever 
shifts during training, the original preference samples become stale.

1 2

3

4
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OUR PROPOSAL

Fixes and modification in the baseline architecture

Each component is small (a tiny MLP or a single attention layer). All four share the same frozen MLLM backbone. At 
inference, the components compose: Gate decides whether to retrieve → Multi-hop decides whether to retrieve again → 
Visual decoder shapes WHAT is retrieved → Online RL trains everything jointly.

Retrieval Gate
A tiny MLP on the LLM hidden state. Outputs a probability: skip retrieval or use it. 
Tunable threshold trades accuracy for latency.

Iterative Search Controller
After the first retrieval, decide whether to fire a second round with a follow-up 
sub-query. Cap at three hops.

Rerank top-10 by three signals
Reorder the top-10 retrieved docs by original rank + question-overlap + 
closed-book-overlap. Lifts answer-bearing docs above position 5,  five minutes on 
CPU.

Online RL with GRPO
Replace offline DPO with on-policy GRPO. Sample 8 rollouts per step; reward with 
the same three signals (VQA, EM, BERT-sim). Always fresh.

1 2
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METRICS

Two metric families. Different experiments, different metrics.

Retrieval metrics measure if the right document was retrieved. Answer-quality metrics measure if the 
final answer is right.

RETRIEVAL  —  did the right doc come up?

P@5  precision @ 5.  Of top-5 docs, fraction that contain the 
gold answer.  Measures quality.

R@5  recall @ 5.  Percent of questions where ≥1 of top-5 
contains the gold.  Measures coverage.

R@10  same as R@5 but top-10.  Tells us the rerank headroom.

Used for:  reproduction, Component C, hybrid rerank.

ANSWER QUALITY  —  is the final answer right?

VQA score  OKVQA standard.  min(matches/3, 1.0) across the 10 
gold answers per question.

Adaptive VQA  VQA score after the gate routes each question 
through closed-book or retrieval.

MCQA accuracy  A-OKVQA-specific.  Vote over its 4 choices.  We 
use this because substring P@5 saturates on A-OKVQA's short 
answers.

Used for:  closed-book, Component A gate, Component B + ensemble.
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HEADLINE

Reproducing the paper results

The released code scored P5  0.214 out of the box. We diagnosed why, fixed the retrieval, and 
ended above the paper on the metric it actually publishes and above the authors' own P5 with a 
hybrid rerank.

0.214 THE BUG · Released code, out of the box
P5 from the authors' released checkpoint, less than half their own reported 0.491.

RESULT · After our fixes

0.482
Our reproduction P5
Δ 0.040 over paper · Δ 0.009 vs 
authors' JSON

0.826
R5 — paper's reported metric
Paper reported 0.786 · Δ 0.040
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COMPONENT A  ·  DESIGN

Retrieval Gate: skip retrieval when the model already knows.

A tiny MLP (4096 → 256 → 2) sits on top of the LLM's last hidden state at the closed-book prompt position. It 
outputs a probability: "should we skip retrieval and answer from memory?". Trained on labels: 1 if closed-book got it 
right, 0 if wrong.

FEATURE CHOICE

LLaMA-7B last hidden state at the final prompt token (4096-d)

Val acc 0.629  ·  Adaptive VQA 0.817–0.827 depending on threshold

HOW · the gate computes P(skip)

Hidden state
4096-d

Hidden layer
256, GELU

P(skip)
softmax · 2

If P(skip) > 0.6 → answer from memory; else → retrieve.
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DATASET

Total examples 5046

Class distribution 51% / 49%

Train / val split 4037 / 1009

Feature dim 4096

Feature build time ~25 min

LABEL DEFINITION

y = 0  (skip)
y = 1  (retrieve) 

We don't have ground-truth labels for “does this 
question need retrieval?”. We make them by asking: 
did the closed-book model get the answer right?



COMPONENT A  ·  THRESHOLD SWEEP

The gate trades latency for accuracy.

The gate outputs a probability for each question. We sweep the decision threshold to expose the trade-off between 
accuracy and speed.

threshold % skipped Adaptive VQA
Δ vs always-retrieve 

0.826
0.50 (argmax) 54.6 % 0.743 −0.083

0.75 26.8 % 0.812 −0.014

0.80 21.4 % 0.817 −0.009  (within budget)

0.90 10.0 % 0.826 0.000

0.95 4.0 % 0.8268 +0.0006  

THR = 0.80

Save 21% of retrievals. Cost: 0.009 
VQA. Use when throughput matters.

THR = 0.95

Strictly above baseline. 4% of 
retrievals skipped. Use when 
accuracy matters.

WHY THIS WORKS

The 4% of questions where 
closed-book confidently knows the 
answer are also the questions 
where retrieval was most likely to 
inject noise. Skipping there is a net 
win.
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COMPONENT A  ·  RETRIEVAL GATE

When the gate skips, and the model is right.
Three real examples. The gate predicted "the model already knows this" and skipped the FM-index search. Happens for 2065 / 5046 
questions on the full test set (40.9 %),  about 86 GPU-minutes saved.

CORRECT SKIP

Q.  What toy is this?

Gold: teddy bear  ·  stuffed animal

GATE DECISION

SKIP  ·  p(skip) = 0.76
CB says: "a teddy bear is a stuffed toy in 
the form of a seated bear."

✓ Correct — saved ~2.5 s retrieval

CORRECT SKIP

Q.  Is this at a salt water beach or 
a lake?

Gold: lake  ·  salt water beach

GATE DECISION

SKIP  ·  p(skip) = 0.97 (high)
CB says: "lake. a lake."

✓ Correct — high-confidence skip

CORRECT SKIP

Q.  What do they call running 
around the bases on a single hit?

Gold: home run  ·  homerun

GATE DECISION

SKIP  ·  p(skip) = 0.66
CB says: "home run."

✓ Correct — common-knowledge 
fact

11



COMPONENT A  ·  RETRIEVAL GATE  

When the gate is wrong, and the trade-off.
Three honest failure modes. Wasteful retrieve (gate kept retrieval, model already knew), false skip (gate skipped, model didn't know), 
and save-by-retrieval (gate correctly fired vs a hallucination).

WASTEFUL RETRIEVE

Q.  Who leaves a toilet like this?

Gold: men  ·  man

GATE DECISION

RETRIEVE  ·  p(retrieve) = 0.82
CB would have said: "a man who is a 
plumber." ✓

Gate over-cautious — retrieved unnecessarily

  FALSE SKIP

Q.  What sport can you use this 
for?

Gold: racing  ·  motocross  ·  race

GATE DECISION

SKIP  ·  p(skip) = 0.57 (borderline)
CB just echoed: "a black motorcycle 
parked in a [lot]"

✗ Missed — threshold 0.75 would have saved it

SAVE BY RETRIEVAL

Q.  Who designed the statues?

Gold: artist  ·  guell  ·  toscano

GATE DECISION

RETRIEVE  ·  p(retrieve) = 0.94
CB would have hallucinated: "auguste 
rodin (1840–1917)…" ✗

✓ Gate correctly invoked retrieval
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COMPONENT B  ·  MULTI-HOP

Iterative retrieval for compositional questions.

Same architecture as the gate (tiny MLP on hidden state), trained on "is this multi-hop?" labels mined from A-OKVQA rationales. If the 
controller predicts multi-hop, we fire a second retrieval with a follow-up sub-query targeting the most salient entity from the first hop.

A-OKVQA subset n Single-hop Multi-hop Δ
All val 1145 0.340 0.341 +0.001

Multi-hop labeled 103 0.330 0.350 +0.020

Single-hop labeled 1042 0.341 0.340 −0.001

HOW · the controller decides to loop

Question
+ 1st retrieval

Controller MLP
hidden state → p

P(multi-hop) > τ ?
(τ = 0.5

Extract salient entity
→ 2nd retrieval w/ 
sub-query

Answer
(union of hops)

If P ≤ τ → single-hop path; the controller emits zero second-retrieval calls.
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THE DATA

Train examples (labeled) 17 056

Val examples (labeled) 1 145

Positive rate (train) ~10 %

Val labeled multi-hop 103 / 1145 (9.0%)



COMPONENT B  ·  INFERENCE

Hop-1 → controller → (maybe hop-2) → merge top-5.

The two-hop pipeline at run-time. Hop-1 is GeMKR's standard constrained beam search; the controller decides whether to run a second pass; merge gives final top-5.

1 Encode features

h ← LLaMA_last_hidden(image, question)   — 4096-d vector

2 Controller decision

do_multihop ← (Controller(h).argmax() == 1)

3 Hop-1 retrieval

docs1 ← gemkr_retrieve(image, region, question)   — top-10 dedup

4 Entity + sub-query  (only if do_multihop)

entity ← first_entity(id2text[docs1[0]]);   hop2_q ← f“Tell me about {entity}: {q}”

5 Hop-2 retrieval  (only if do_multihop)

docs2 ← gemkr_retrieve(image, region, hop2_q)

6 Merge

final ← dedup(docs1[:3] ⊕ docs2[:2])   — if no multihop, just docs1[:5]
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COMPONENT B  ·  MULTI-HOP

When multi-hop helps — 3 real wins from A-OKVQA val.

Multi-hop fires a sub-query on the first hop's entity, and the second hop surfaces the answer.

WIN

Q.  The company producing the 
device in her hand is from what 
country?

A. usa 0 → 0

B. china 0 → 1

C. japan 0 → 2

D. spain 0 → 0

counts:  1-hop → multi-hop

✓ device → manufacturer → country

WIN

Q.  What region of the world is 
this?

A. africa 1 → 5

B. north america 2 → 2

C. europe 1 → 1

D. asia 2 → 4

counts:  1-hop → multi-hop

✓ diffuse → sharp on Africa

WIN

Q.  This street is located in what 
country?

A. france 0 → 0

B. australia 0 → 1

C. italy 0 → 0

D. britain 0 → 0

counts:  1-hop → multi-hop

✓ no info → weak-but-correct
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COMPONENT C  ·  HYBRID RERANK

Re-scoring the top 10 documents using information we already have.

This method is pure post-processing of GeMKR’s top 10 documents, combining the original rank, question overlap, and closed-book overlap. It requires no training, has 
a closed form, and runs in 60 seconds on a CPU. The closed-book guess provides an anchor that off-the-shelf rerankers do not have.

THE FORMULA

score(doc_k) = (10 − k)                  # rank bonus
      + α_Q  · |q_words ∩ doc_text|      # question overlap
      + α_CB · |cb_words ∩ doc_text|     # closed-book overlap
sort desc, keep top-5

cb_words = content words of the LLM’s closed-book guess

THE SEARCH

Grid search 90 cells · 60 s

q_topn / cb_topn {5,10} / {3,5,10}

α_Q sweep {0, .3, .7, 1.5}

α_CB sweep {0, .5, 1.5, 3}
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COMPONENT C  ·  RESULTS

Two operating points, where the P@5-max setting exceeds GeMKR’s 
0.491.
We sweep the two weights (α_Q and α_CB) and report two regimes. The Pareto point improves both metrics with no 
trade-off, while the P@5-max point concentrates relevant documents into the top 5.

setting R@5 P@5 Δ P@5 vs GeMKR 0.491

baseline 0.8262 0.4816 −0.009

Pareto-best 0.8280 0.4943 +0.003

P@5-max 0.8218 0.5116 +0.020  ★  beats GeMKR

cross-encoder 0.8210 — wrong objective

GeMKR (released) 0.786 (PRR@5) 0.491 reference  

PARETO-BEST
0.8280 and 0.4943, which is strictly 
better on both metrics with no 
trade-off. This is the recommended 
deployment setting.

P@5-MAX

0.5116, which exceeds the authors’ 
own number by 0.020. This is a 
9-line CPU function and the main 
result.

WHY THIS WORKS

In total, 1,080 questions gain at 
least one relevant document in 
their top 5 (999 gain one, 78 gain 
two, and 3 gain three). R@5 
changes very little because R@10 
of 0.872 limits possible rescue to 
4.6 percentage points of 
headroom. 
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COMPONENT C  ·  CASE STUDIES  

Concentration, rescue, and a representative failure case.
Three example questions. The closed-book generation serves as the rerank anchor. When it is correct, it concentrates relevant 
documents in the top 5, and when it is incorrect, it can lower their rank.

P@5 
IMPROVEMENT: +2 

HITS

Q.  What type of person would you 
call if this happened in your 
house?
Gold: plumber  ·  dirty

RERANK ACTION
gold docs in top-5:  2 → 4
The closed-book guess was unhelpful, so the 
question overlap on “toilet” produced the 
gain.

Promoted 2 relevant documents into the top 5.

  R@5 RESCUE

Q.  What item indicates that the 
speaker is not a culinary expert?

Gold: tie  ·  suit  ·  projector

RERANK ACTION

gold doc:  rank 6 → top-5
CB anchor: “a man in a suit and tie standing 
in front of a screen.”

The word “tie” lifted the passage from rank 6 into the 
top 5.

FAILURE CASE

Q.  What type of event are these 
people attending?

Gold: food festival  ·  fair

RERANK ACTION
gold doc:  rank 4 → out of top-5
The closed-book anchor was incorrect 
(“concert”). 17 of 29 R@5 losses follow this 
pattern.

Potential fix: make α_CB conditional on the gate.



COMPONENT D  ·  GRPO

On-policy GRPO replaces the offline DPO approach.

We apply Group Relative Policy Optimization to the generative-retrieval LoRA. Because it is on-policy, the preference signal is regenerated from the current policy at 
every step, so it never becomes stale.

1 Sample rollouts

G = 8 FM-Index-constrained identifier sequences per query, sampled with do_sample=True.

2 Score

We tried three rewards: word-F1 overlap, exact gold-document match, and a new set-level reward (the leave-one-out marginal set-F1 over the 
group of G rollouts).

3 Group-relative advantage

Aᵢ = (rᵢ − mean(r)) / std(r), using a per-group baseline and no critic network.

4 Policy update

A PPO-style clipped surrogate loss plus a KL penalty to the frozen SFT policy.

5 Data fix

The training ROI features were missing, so we re-encoded about 25k crops with EVA-CLIP.

6 Budget

300 steps in about 69 minutes on one RTX 4090. The result is seed-robust: re-running at seed 1337 gives Δ of −0.0013.
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COMPONENT D  ·  OBJECTIVE

Group-relative advantage, a clipped update, and a KL anchor.

There is no critic network, since each group of 8 rollouts serves as its own baseline. The KL term anchors the policy to the SFT checkpoint. Without it, GRPO converges to 
a deterministic policy within about 100 steps.

THE UPDATE

A_i = (r_i − μ_grp) / σ_grp   r_i = word-F1(doc_i, gold)   — group of G = 8 is its own baseline.

L = clip-surrogate(ρ, A_i)  + w_KL · KL(π ǁ π_SFT)       — This combines a PPO-style ratio clip with a stability anchor.

Rollouts must be stochastic (do_sample=True), because greedy decoding makes the advantage estimator degenerate.

TRAINING

Rollouts per query G = 8 These are FM-Index-constrained identifier sequences, sampled rather than decoded greedily.

Reward density setf1 > ovl > gold The set-level reward (0.5007) outperforms overlap (0.4984), which outperforms gold-doc (0.4842).

Steps × wall-clock 300 · 69 min We use one RTX 4090, with checkpoints at steps 100 and 300.

Data rebuild ~25k crops missing train ROI features re-encoded via EVA-CLIP.

Best checkpoint step 100 This uses the set-level reward and is seed-robust (at seed 1337, Δ = −0.0013).
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COMPONENT D  ·  REWARD DESIGN

Three ways to score a rollout, and why set-level wins.
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Ground truth is PSEUDO-relevant:  humans annotated gold ANSWERS only. GS112K positive passages are verified to CONTAIN the answer string; no human certified a true 

source. Rewards score against the annotated positive passage; the eval accepts ANY answer-bearing passage (hence the name: Pseudo-Relevance Recall).

1 · overlap (word-F1) P@5 0.4984

reward = F1(doc words, gold words)

gold:   {top, hat, formal, victorian,
        headwear}
doc:    {bowler, hat, felt, round,
        headwear}
shared: {hat, headwear} → P = R = 2/5
        → r = 0.40

Dense: mean r ≈ 0.040. Almost every rollout scores, every group has 
spread, so there is always a gradient. The reliable workhorse.

Blind spot: scores docs one at a time, cannot see redundancy across the 8 
rollouts.

“pays each player for personal stats”

2 · gold-doc (exact match) P@5 0.4842 ✕

reward = 1 iff doc id = annotated id

chance of that 1 id → mean r ≈ 0.002
most groups: r = [0,0,0,0,0,0,0,0]
advantage = (0−0)/std = 0
→ ZERO gradient, wasted step

Sparse: one rollout in ~500 gets any signal; almost every training step 
teaches nothing. Classic sparse-reward stall, shown in our own data.

Also stricter than the eval itself: punishes valid answer-bearing docs that 
are not the annotated one.

“pays only for a hole-in-one, nobody learns”

3 · set-level (ours, novel) P@5 0.5007 ★

rᵢ = F1(S) − F1(S \ docᵢ)
S = the 8 fetched docs, pooled

gold words {x, y, z, w}:
A covers {x,y} → +  only source of x
B covers {y}   → 0  redundant with A
C off-topic    → −  junk hurts set
D covers {z}   → +  unique coverage

Rewards the team: coverage up, redundancy zero, noise negative. 
Optimizes set quality, which is exactly what P@5 measures. Mean r ≈ 
0.018.

Caveat: KL drifts faster, so it needs the target-KL early stop.

“pays each player for what the team loses without them”

Result ordering exactly as the theory predicts:   set-level 0.5007  >  overlap 0.4984  >  gold-doc 0.4842        set-level × rerank composes to the headline P@5 = 0.5292



COMPONENT D  ·  RESULTS

The set-level reward reaches 0.50, an improvement of 0.019 that 
exceeds GeMKR’s 0.491.
These are results on the full OKVQA test set (n = 5,046), with all rows taken at step 100. Both rewards peak at step 
100 and decline by step 300, which indicates that KL drift, rather than reward design, causes the overfitting.

checkpoint P@5 Δ vs baseline R@10

baseline (no RL) 0.4816 — 0.872

overlap 0.4984 +0.017 0.870

set-level ★ 0.5007 +0.019 0.867

gold-doc 0.4842 +0.003 too sparse

GeMKR (released) 0.491 reference —  

OVERTRAINING

Step 300 reduces both rewards. 
Early stopping based on a target KL 
value addresses this.

SET-LEVEL REWARD
Each rollout is credited with its 
marginal contribution to the group’s 
set coverage. This gives the best 
single-GRPO result.

22



COMPONENT D  ·  TRAINING DYNAMICS

The reward increases while the KL divergence drifts, so early 
stopping is the key control.

23



COMBINED RESULTS

Combining the components gives the main result: P@5 = 0.5292, which is 
0.038 above GeMKR’s 0.491.

GRPO improves the retrieverʼs top 10, and the rerank reorders those results by combined question 
and closed-book overlap. The two steps are independent, so their gains compound. We exceed 
GeMKRʼs released number in two ways.

0.5292 GRPO (set-level) combined with hybrid rerank: the best result
This is 0.038 over GeMKRʼs 0.491 and 0.048 over the baseline. 

TWO WAYS WE EXCEED 0.491

0.5116
Hybrid rerank alone 0.020
This is a 9-line CPU function applied to 
the baseline retriever, and was the 
mid-term result.

0.5007
GRPO set-level alone 0.010
This uses on-policy RL with the new 
set-level reward, and was the final-term 
result.

24



CASE STUDIES  ·  THE FULL JOURNEY

Tracing each question through the baseline, GRPO, and rerank stages.
Three test questions traced through all three stages. GRPO recovered 199 questions that the baseline missed, and the rerank then 
concentrates them into the top positions. We also document 231 regressions.

WIN  0→1→2

Q.  What type of hat is this 
gentleman wearing?

Gold: top hat  ·  tophat

JOURNEY

MISS → HIT → 2 hits
GRPO surfaces the important document, and the 
rerank adds the top-hat document.

Both stages contribute.

WIN  0→2→2

Q.  How long does this animal 
usually live?

Gold: 20 years  ·  10 years

JOURNEY

MISS → 2 HITS → kept
The closed-book guess ("live 10 to 15 years") 
anchors the correct vocabulary.

GRPO finds the document and the rerank 
keeps it.

REGRESSION  1→0

Q.  What is the horsepower of the 
truck pulling the load?

Gold: 510  ·  420  ·  500

JOURNEY

MISS → HIT → dropped
The closed-book guess ("1000 lbs of cargo") anchors 
the wrong words.

This is the recall cost, quantified with a 
confidence interval.



FINAL RESULTS  ·  IN FIGURES

P@5 reaches 0.5292, and every Δ is statistically significant under 
bootstrap testing.
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EVIDENCE

Github for the project
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RESULTS  ·

What we delivered.

Every objective has been delivered. Both threads exceed GeMKR’s published number, the combined method gives 
the best project result, and every Δ has a bootstrap confidence interval.

Online RL with GRPO: done

P@5 of 0.5007 with the new set-level reward (+0.019, exceeding GeMKR’s 0.491). The result is seed-robust and statistically significant.

Composition and confidence intervals: done

GRPO combined with the rerank gives P@5 of 0.5292 . A-OKVQA is documented as corpus-limited.
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Hybrid rerank on the top 10: done
P@5 of 0.5116 at the P@5-max point (+0.020 over GeMKR’s 0.491). It is closed-form and runs in 60 seconds on a CPU. 



Ideation, project direction, and the final presentation were done jointly by both members and claude.

Begench
Reproduction & Component A (gate)

• Reproduction baseline on OKVQA; PEFT 

checkpoint fix 

• Ideation of the improvements, component C 

and RL

Hussain
Retrieval & Component B (multi-hop)

• Ideation, and Components A and B

• Final report drafting and slide preparation

Final delivery

Claude
Most of the coding

• Claude is better than any coder.

• Even in Anthropic people do not code, why 

would we.
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THANK YOU

Questions, critique, and suggestions are welcome.
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