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Team 6 Recap
Motivation: The existed decouple retrieval from reasoning 

Top-k retrieval faces a trade-off
Key Idea: Soft Query Refinement instead of Hard query rewriting
Effect: reduce semantic noise and directly optimize on retriever’s embedding space.
Effectiveness: outperforms the state of the art in HQR
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● Diffusion is used for pixel-level world generation
○ DIAMOND [NIPS’24], Genie3 [Google, 2025] vs IRIS [ICLR’23]

Task Definition: World Model + Diffusion
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Mid-term Project Recap

Observation: Steps vs. performance is not monotonic
→ fixed step count is not optimal (less # of step could represent non-
deterministic environment)

=> Let the model decide the number of steps by game



6

● Prior works to reduce # of denoising steps.
○ DPM-solver (NIPS 2022): solves the denoising ODE(Ordinary 

Differential Equation) in fewer steps

● Existing methods are not aware of agent training.
○ They aim to preserve generation quality, not the agent’s 

downstream performance. 

Prior works for less denoising steps
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● Adaptive denoising w/ Probe-calibrated Risk Gating (PRG) 
○ Decide # of denoising steps by the risk score while agent training.

Our Method: Adaptive Denoising

(a) Original DIAMOND
(N=3)

(c) Adaptive Denoising
(Ours)

Risk Gating Risk Gating Risk Gating
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○ depth_risk : deeper rollout → higher risk
■ e r r o r s t e n d t o a c c u m u l a t e i n d e e p e r r o l l o u t

● Probe-calibrated Risk Score

risk_score = w1×depth_risk + w2×proxy_risk + w3×policy_risk

Our Method: Adaptive Denoising

lower risk higher risk
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○ proxy_risk : larger scene transition → higher risk
■ more past frame & action change from prev, harder to predict

● Probe-calibrated Risk Score

risk_score = w1×depth_risk + w2×proxy_risk + w3×policy_risk

Our Method: Adaptive Denoising

proxyt

proxyt+1

proxy_risk = |proxy_t+1 − proxy_t|.mean()   
/ |proxy_t|.mean()

similar = lower risk
different = higher risk
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entropy = Categorical(logits=actions).entropy()
policy_risk = 1 - (entropy / 
math.log(num_actions)).clamp(0,1)

○ policy_risk : more confident policy at→ higher risk
■ with confident action, the more critical that frame

● Probe-calibrated Risk Score

risk_score = w1×depth_risk + w2×proxy_risk + w3×policy_risk

Our Method: Adaptive Denoising

not confident = lower risk
confident = higher risk
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Baseline Full N=3 (DIAMOND)

Ours (w1, w2, w3)

depth_risk only (1, 0, 0)

policy_risk only (1, 0, 0)

proxy_risk only (1, 0, 0)

use all risk (1/3, 1/3, 1/3)

● Implementation details 
○ model: DIAMOND[NIPS’24]

● Training setup
○ 5000 training epochs
○ Validate in 100 samples
○ EDM-solver for diffusion 

● Dataset
○ ATARI game: (1) mspacman, 

(2) crazyclimber, (3) amidar

Experimental Setup

risk_score < 0.125 N=1
0.125 < risk_score < 0.375 N=2
0.375 < risk_score < 0.625 N=3
0.625 < risk_score < 0.875 N=4

0.875 < risk_score N=5

● Baseline and Our configs

● Evaluation summary
○ Final return mean 

(agent game score)
○ Selected N
○ World model inference latency
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GAME: Amidar

Evaluation
Qualitative results: Generated game video 

Baseline Ours(depth_risk only)

Baseline Ours

frame 
221

frame 
233

frame 
272

originally 4 green 
dots

green dots 
disappears
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GAME: CrazyClimber

Evaluation
Qualitative results: Generated game video

Baseline Ours(depth_risk only)

get stuck 
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GAME: Mspacman

Evaluation
Qualitative results: Generated game video

Baseline Ours(depth_risk only)
Baseline Ours

frame 
65

frame 
84

originally 4 
monsters

1 monster 
disappears
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● depth_risk can select best N while training 
that does not drop agent trained result.
○ policy_risk: agent’s action confidence is not well established while training
○ proxy_risk: game scene transition is not significant

Evaluation
Final return mean of agents (higher is better)

Method / Game mspacman crazyclimber amidar

Full N=3 (DIAMOND) 326.6 10454 39.3

depth_risk only 459.5 11126 40.6
policy_risk only 552.0 8354 2.7

proxy_risk only 258.7 3604 5.4

Use all risk score 269.5 3545 41.5
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● Proportion of Selected N in depth_risk only

Evaluation

● Total diffusion latency while training
○ Overhead due to N=4, N=5 selection up to 3.5%

Selected N and Diffusion Latency

GAME N=1 N=2 N=3 N=4 N=5

Amidar 0.3% 17.4% 63.6% 18.4% 0.3%

CrazyClimber 1.2% 24.9% 44.0% 28.8% 1.0%

MsPacman 0.8% 17.7% 59.2% 21.8% 0.4%

GAME Baseline (s) depth_risk only (s)
Amidar 1280 1288

CrazyClimber 1297 1317
MsPacman 1289 1335
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Discussion

● Large variation along games
○ Depth is reliably helpful, while proxy and policy are inconsistent 
○ A single uniform weighting is insufficient and game-specific 

calibration is needed.

● Need more training epochs to get stable result
○ Some configs show unstable reward results
○ More train epochs are needed for policy and agent to converge so 

that risk signals truly reflect the difficulty.
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● In world models, no fixed denoising step count N is optimal.
● We suggest agent training with adaptive world model 

denoising with Probe-calibrated Risk Gating. 
● Agent trained with depth-based PRG could achieve better 

score with minimal overhead.

Conclusion
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● Hyunsu Ye
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● Daeun Kim
○ Problem definition, Experiments on depth/policy/proxy_only 

configs 


