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T5 Recap
● Multi-answer QA needs answer 

coverage, not just high relevance.

● PAMR reranks passages using 

cross-retriever provenance signals 

such as ranks, overlap, and 

disagreement.

● Pairwise PAMR improves MRecall over 

CE-only ranking.

Recap



Task Definition : VCMR (Video Corpus Moment Retrieval)

Recap

- Video Clip Retrieval ( Inter-video)

- Find the right video in the corpus

- Moment Retrieval ( Intra-video)

- Find the right moment

+



Challenge

Recap

Large-scale video corpora contain many visually similar videos.

Base top-1 (wrong)

"During an intense indoor basketball match, two players in black shirts, numbered 72 
and 11, are in the middle of the court, retrieving balls for their team."

indoor basketball match

Base top-5 (Ground Truth)

Base top-2 (wrong)

Black Shirts

Black Shirts

Black Shirts

indoor basketball match

indoor basketball match



Limitations of Existing Agentic Approaches

● Decoupled Architecture: Existing pipelines treat inter-video retrieval as a 
preprocessing stage prior to intra-video reasoning.

● Limits of Current Agents: Most existing video agentic frameworks implicitly 
assume that the query-relevant video is already known, bypassing the video 
retrieval stage.

Retrieve
Video

Wrong
Video

Reasoning
Fails



Limitations of Existing Agentic Approaches

● Top-k-based retrieval
● If k is large: inference time becomes too costly in video domain.
● If k is small: relevant videos not included in the top-k are excluded 

from reasoning

⇒ Iterative video retrieval-and-reasoning framework is necessary!



Principle: Iterative Video Retrieval and Reasoning
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Retrieve
Candidate

Verify
Match

Refine
Query

Search
Again

Temporal
Grounding

Not matched → refine and retry

Matched → localize exact 
timestamp (finished)



8

Text rewriting can be readable to humans, but noisy for embedding-based retrievers.

Original Query

A man in a blue tracksuit
stands behind a green fence.

Hard Query Rewrite

A man in a blue tracksuit with number 246,
standing behind a green fence. Focus on

the number 246 and the green fence...

Semantic
Noise

● Longer refined queries introduce extra concepts and instructions.

● Discrete text is a weak control interface for visual feature weighting.

● A dense retriever scores embedding similarity; it may not follow “focus on ...” instructions.

Limitations of Hard Query Rewrite



Our Work: Overview



Stage1 Training: Cold Start (SFT) for Initialization.



A man in a blue tracksuit
stands behind a green fence.

Soft Tokens
qₜˢᵒᶠᵗ ∈ ℝᴺˣᴰ

→ Search
Again

Original Query

A man in a blue tracksuit
stands behind a green fence.

Hard Query Rewrite

A man in a blue tracksuit with number 246,
standing behind a green fence. Focus on

the number 246 and the green fence...
Semantic

Noise

Refined Query

Soft Tokens

Indirect retrieval feedback.

Stage1 Training: Cold Start (SFT) for Initialization.



Stage2 Training:Reinforcement Learning via GRPO



Inference via Multi-Turn Interaction



Inference via Multi-Turn Interaction

Step 1 : Retrieve top-1 video with initial query 



Inference via Multi-Turn Interaction

Step 2 : Verify query-video matching



Inference via Multi-Turn Interaction

Step 3 : If not matched, Soft Query Refinement



Inference via Multi-Turn Interaction

Step 4 : re-invoke search engine with refine query



Inference via Multi-Turn Interaction

Step 5 : Verify query-video matching



Inference via Multi-Turn Interaction

Step 6 : If matched, temporal grounding



Inference via Multi-Turn Interaction

● Overall, VideoSearch-R1 repeats a simple loop: retrieve, verify, refine, and retrieve again. 
● Multi-Turn process continues until either the model verifies a correct match or maximum number of 

retrieval turn T is reached



Experiment 
Implementation Details

● Reasoning Agent (VideoSearch-R1): Qwen3-VL-2B-Instruct
● Video Search Engine : Qwen3-VL-Embedding-2B
● Video Processing: Sampled at 1 FPS (up to 64 frames), resulting in a maximum of 4,096 visual tokens.
● # of Soft Query Tokens (N): 8
● Maximum Inference Turns (T) :  2

Stage 1(SFT) Details

● Optimizer: AdamW
● Learning Rate: 
● # of Steps : 2000

Stage 2(GRPO) Details

● Optimizer: AdamW
● Rollout SIze (G) : 8
● Learning Rate : 
● KL Coefficient : 0.01 



Experiment 

Evaluation metrics

● VR : Video Retrieval



Experiment 

Evaluation metrics

● VER : Verification Accuracy

Accuracy = Correct predictions / Total predictions

Match vs Not Match



Experiment 

Evaluation metrics

● VCMR : Video Corpus Moment Retrieval



Experiment 

● VideoSearch-R1 achieves the best overall performance across VCMR, VER, and VR on all 
three datasets.

Results on VCMR, VER, and VR



Ablation Study

Effect of training stages

● Stage 1 (SFT) teaches the model the structured reasoning format and basic SQR behavior.
○ However, VCMR gains remain limited

● Stage 2 (GRPO) brings large improvements in VCMR by optimizing retrieval and temporal reasoning 
with task-level rewards. 



Ablation Study

Reward Ablation



Reward Ablation

Ablation Study

●       : Retrieval reward improves VR 

               



Reward Ablation

Ablation Study

●       : Retrieval reward improves VR 

●       : Verification reward improves VER 



Reward Ablation

Ablation Study

●       : Retrieval reward improves VR 

●       : Verification reward improves VER

●       : Temporal grounding reward significantly improves VCMR  



Analysis on SQR

Analysis on Number of Soft Query Tokens



Analysis on SQR

Soft Query Refinement(SQR) vs Hard Query Refinement(HQR)

Method VCMR

 0.3 / R@1

VCMR 

0.5 / R@1

VCMR 

0.7 / R@1

VER 
Acc

VR 
R@1

VR 
R@5

VR 
R@10

VR 
R@100

# Tokens

Qwen3-VL-2B (ZS) 17.2 10.1 5.8 60.8 53.9 74.9 82.4 93.4 -

VideoSearch-R1 + HQR 33.2 22.3 11.9 82.2 57.6 77.2 85.4 97.8 26.8

VideoSearch-R1 + SQR 33.8 22.3 12.3 83.3 61.1 81.7 88.5 98.4 8.0



Analysis on SQR

Soft Query Refinement(SQR) vs Hard Query Refinement(HQR)

Method VCMR

 0.3 / R@1

VCMR 

0.5 / R@1

VCMR 

0.7 / R@1

VER 
Acc

VR 
R@1

VR 
R@5

VR 
R@10

VR 
R@100

# Tokens

Qwen3-VL-2B (ZS) 17.2 10.1 5.8 60.8 53.9 74.9 82.4 93.4 -

VideoSearch-R1 + HQR 33.2 22.3 11.9 82.2 57.6 77.2 85.4 97.8 26.8

VideoSearch-R1 + SQR 33.8 22.3 12.3 83.3 61.1 81.7 88.5 98.4 8.0

→ SQR is competitive with only 8 tokens



HQR SQR



Discussion on computational costs

Compared to reranking-based approaches, our model has lower inference cost.

Method Avg. Turn # Videos Per Turn Latency (s) Per Sample

Top-K VLM 1 3 9.34

Top-K Reranker 1 3 7.33

VideoSearch-R1 1.51 1 5.10



Conclusion

● Unify video retrieval and downstream reasoning within an 
agentic iterative video retrieval and reasoning

● Propose Soft Query Refinement for fine-grained refinement

● Achieved state-of-the-art performance on three 
VCMR(activitynet, charades, didemo) benchmark.



Team members contribution
● 이서현

Formulate project goal and motivation

Experiment and Evaluation Setup

Analysis

● 신무진

Stage2 Training

Data generation for Stage 1

● 유지현

Stage1 Training

Data generation for HQR stage1



Appendix



Qualitative Result

https://docs.google.com/file/d/1IGyk_b5I_23IHGjgsFvAaludqHmOggrd/preview
https://docs.google.com/file/d/1t4gbXN9IkIgSs0bHgPSEyTtmhDJ3t4EL/preview
https://docs.google.com/file/d/1JyghdhCPg94bNTT5jhEsb_GhJqxF4BZr/preview


Qualitative Result

https://docs.google.com/file/d/1BZlmJzNVC6zuJ8W6sGMD4BEyr34HyYvn/preview
https://docs.google.com/file/d/1TKe9O6aMwA9Y46GdROG7G1KLXiV2B3dL/preview


Generalization beyond temporal grounding

Performance on VQA (IntentQA)

Method VQA Acc. VR R@1 VR R@5 VR R@10 VR R@100

Qwen3-VL 39.4 29.5 49.7 59.9 88.0

VideoSearch-R1 57.3 (↑17.9) 34.2 (↑4.7) 55.4 (↑5.7) 65.0 (↑5.1) 92.1 (↑4.1)



Scaling Analysis

Performance on larger backbone

→ remains effective with a larger backbone and even achieves larger gains

Method Size VCMR (0.5 / R@1) VER (Acc) VR (R@1)

Qwen3-VL (ZS) 2B 10.6 62.8 54.8

VideoSearch-R1 (Stage1) 2B 18.7 (↑8.1) 66.0 (↑3.2) 57.4 (↑2.6)

Qwen3-VL (ZS) 4B 9.5 69.2 54.8

VideoSearch-R1 (Stage1) 4B 25.3 (↑15.8) 73.7 (↑4.5) 58.6 (↑3.8)



Loss function & Reward design
LSFT = Lverif + Lret + 𝟙match · 

Ltime

Rformat + Rverif + Rret + 𝟙match · Rtime

IoU (predicted timestamps, ground-truth timestamps)



Baseline 
Method Brief description

CONQUER Traditional VCMR baseline using contextual query-aware ranking

SQuiDNet VCMR baseline with selective query-guided debiasing

Qwen3-VL-2B 
(ZS)

Zero-shot VLM baseline without task-specific training

Qwen3-VL-2B 
(FT)

Fine-tuned VLM baseline for verification and temporal grounding, without 
SQR

VideoSearch-R1 Proposed iterative framework with soft query refinement


