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Previous presentation - Team 7

Adaptive denoising step with PRG (Probe-calibrated Risk Gating) for world model agent
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Overview

● Recap: PAMR scoring from Mid-Term Presentation
● Motivation: Graded PAMR + Routing 
● Related Works
● Graded PAMR setup & results
● Routing setup & results
● Conclusion
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Recap: Background

Retriever Retriever 
type

Retrieves docs based on

BM25 Sparse exact word matching

BGE Dense semantic similarity in vector space  

SPLADE Sparse semantic understanding from 
Transformers
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Recap: PAMR

1. Each retriever retrieves its 

top-50 candidate passages 

from the DPR Wikipedia passage corpus.

2. Retrieved passages are merged and deduplicated into 
one candidate pool.

3. Each passage is assigned an RRF score, computed 
as follows:

4. Provenance-Aware Marginal Reranking(PAMR scoring)
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Reranking formulations

POINTWISE
Final PAMR

Score each passage 
independently

d₁ d₂ d₃

pred_gain(dᵢ) CE_norm(dᵢ)

PAMR(dᵢ) = CE + λ·gain

No passage-passage comparison 
inside the reranker. 

Highly efficient.
 

PAIRWISE
Previous exploration

Compare two passages at a 
time

dᵢ dⱼ

P(dᵢ beats dⱼ)

Uses feature differences such 
as ΔCE, Δrank, ΔRRF.

LISTWISE
JPR style

Select an ordered set with 
interactions

d₁ d₂ d₃

next choice depends on
what is already selected

Explicitly models 
redundancy/diversity across 

selected passages.
Stronger passage interaction, 
but higher computational cost 

and more complex 
training/inference. 

Sewon Min, Kenton Lee, Ming‑Wei Chang, Kristina Toutanova, Hannaneh Hajishirzi, “Joint Passage Ranking for Diverse Multi‑Answer Retrieval,” EMNLP 2021

More comparisons: about 
K2pairs
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Recap: PAMR Training

Query: Which countries have won the FIFA world cup?

Train gradient boosting 
model to predict

p_answer(dᵢ)

Example binary labels

Passage A contains:
Brazil, Germany, Italy

binary label = 1

Passage B contains:
no correct answer binary label = 0

Input passage features

CE relevance

normalized CE 
score

Retriever 
provenance

BM25/BGE/SPLADE 
rank, scores
source count

Binary label
y(dᵢ) ∈ {0, 1}

1 = contains any answer
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1. RRF top-50 
2. For every passage dᵢ
compute features and
predict p_answer(dᵢ)

3. Re-rank the 50 
docs

return top-10

PAMR_binary(dᵢ) = CE_norm(dᵢ) + λ × p_answer(dᵢ)

λ is tuned on validation MR@10; it controls how much the binary answer-presence signal 
changes the CE ranking.

What binary PAMR does NOT do
• does not count how many answers are inside
• no pairwise passage comparison
• no gold answers at test time

Recap: PAMR Inference
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Motivation | Multi-Answer Q&A
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Motivation| Why Routing?

Multi-answer QA is not just about finding one good passage.
The system has to recover as many distinct answer pieces as possible — but a single fixed fusion rule 
can be too rigid. 

Consensus is enough
Retrievers agree on the useful 
evidence.

A stable fusion rule can 
preserve the strongest 
passages without 
over-emphasizing 
single-retriever noise.

Use RRF-style behavior

Routing question

For this query, should we 
trust retriever consensus, 

or preserve 
single-retriever evidence?

Fixed K=50 reranker budget

Evidence is fragmented
Different retrievers surface 
different answer-bearing 
passages.
A consensus rule may 
over-focus on obvious evidence 
and miss rarer answers found 
by only one retriever.

Use MAX-style behavior

Motivation: Routing could choose the retrieval behavior that matches the query’s evidence pool 
structure — combine the best of both worlds
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Motivation| Why Routing?

AmbigQA-style ambiguous 
query

Example: “Who played the Joker?”

● Need to recover answers from 
different interpretations or 
contexts. 

● Averaging too much across 
retrievers can suppress the decisive 
evidence.

QAMPARI-style list queries

● We propose PAMR-Router: a provenance-aware routing method that adaptively chooses 
between consensus-based and champion-based retrieval behavior for multi-answer QA.

Example: “Which countries have hosted 
the Summer Olympics?”

 Retriever agreement can help identify 
reliable answer evidence, but some rare 
answers may appear only in one 
retrieval view.
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Paper Description How they differ than our project

Joint Passage 
Ranking [1] 

This is the closest work in terms of task motivation.
It also focuses on multi-answer retrieval and tries to avoid 
retrieving passages that only repeat the same answer.

JPR is listwise/autoregressive:
it selects passages based on what has already 
been selected. Our method uses a pointwise 
re-ranker and a separate query-level gate.

Diverse 
Multi‑Answer 
Retrieval with

 DPP [2]

This is a strong diversity-based baseline for multi-answer 
retrieval.
It tries to select passages that are both relevant and diverse 
by modelling passage-passage similarity.

DPP-R is also listwise/set-based, while our 
PAMR re-ranker is pointwise and learned from 
graded or binary answer labels.

Adaptive-RAG [3]

The Adaptive-RAG gate makes its decision based on how 
complex the query is. Depending on that complexity, it routes 
the query into different paths—like one-step retrieval, 
multi-step retrieval, or even no retrieval—before continuing 
the process.

Adaptive-RAG gate routes based on question 
complexity. Our gate uses statistics from the 
retrieved pool and chooses which 
candidate-pool construction strategy to use 
before PAMR reranking: RRF or MAX.

[1]  Sewon Min, Kenton Lee, Ming‑Wei Chang, Kristina Toutanova, Hannaneh Hajishirzi, “Joint Passage Ranking for Diverse Multi‑Answer Retrieval,” EMNLP 2021
[2] Poojitha Nandigam, Nikhil Rayaprolu, Manish Shrivastava, “Diverse Multi‑Answer Retrieval with Determinantal Point Processes,” COLING 2022.
[3] Jeong et al.,”Adaptive-RAG: Learning to Adapt Retrieval-Augmented Large Language Models through Question Complexity“ NAACL 2024

Related Works

Existing multi-answer retrieval work focuses on diversity or answer coverage, but usually uses listwise 
selection. Existing adaptive RAG work routes between retrieval or QA strategies, but not between 
multi-answer reranking objectives. Our method connects these ideas by using a query-level gate to 
choose the most suitable PAMR setting, then applying pointwise PAMR to re-rank passages.



 13

Graded PAMR vs Binary PAMR
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Experiment Results | Graded PAMR
• PAMR-graded beats PAMR-binary on all 5 randomly chosen seeds for K=50

• We tested several seeds to make sure it is not just seed selection luck

seed graded MR@10 binary MR@10 diff (graded − binary)

7 0.2517 0.2477 +0.40

42 0.2475 0.2474 +0.01

137 0.2488 0.2466 +0.22

1729 0.2543 0.2465 +0.78

31415 0.2520 0.2514 +0.06

mean 0.2509 0.2479 +0.30 (beats 5/5)

QAMPARI

seed graded MR@10 binary MR@10 diff (graded − binary)

7 0.5378 0.5355 +0.23

42 0.5374 0.5347 +0.27

137 0.5370 0.5373 −0.03

1729 0.5360 0.5346 +0.14

31415 0.5349 0.5347 +0.02

mean 0.5366 0.5354 +0.12 (beats 4/5)

AmbigQA

Honglei Zhuang, Zhen Qin, Rolf Jagerman, Kai Hui, Ji Ma, Jing Lu, Jianmo Ni, Xuanhui Wang, Michael Bendersky, “RankT5: Fine-Tuning T5 for Text Ranking with 
Ranking Losses,” SIGIR 2023.

CE-only: 0.2437
RankT5 0.2496

CE-only: 0.5186
RankT5 0.5298
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Experiment Results| Provenance Features

QAMPARI AmbigQA

Blue represents CE related                              Orange represents Provenance features
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Routing Setup|MAX vs. RRF

How RRF thinks

BM25 rank 4

BGE rank 5

SPLADE rank 6

High Score

Consensus passage
Even if no retriever ranks it #1, several good ranks 

can add up.

RRF = average opinion

How MAX thinks

BM25 rank 1

BGE not found

SPLADE not found

best vote

Single-retriever champion
A passage can rank high even if only one retriever 

found it.

MAX = best opinion



 17

Routing Setup|RRF and MAX
Key question

Should we reward retriever consensus, or one strong vote?

Passage BM25 BGE SPLADE RRF MAX

A — consensus 1 1 1 0.0492 0.0164

B — BM25 champion 2 20 18 0.0414 0.0161

C — BGE champion 15 2 12 0.0433 0.0161

D — SPLADE champion 18 14 2 0.0424 0.0161

E — moderate consensus 4 5 6 0.0462 0.0156

RRF order

A  >  E  >  C  >  D  >  B
MAX order

A  >  B = C = D  >  E
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Routing Training

Training labels come from running both branches on held-out training queries

For each training query
Build RRF top-50 and MAX top-50; rerank both with PAMR-graded; 
measure the reranked RRF_MR@10 and MAX_MR@10.

Target = MAX_MR@10 − RRF_MR@10
Positive target means MAX won this query; negative target means 
RRF won this query.

Train a regression gate
Learn from per-query pool-shape features. At inference, route to 
MAX if predicted gain > 0.

What does the gate actually look at?

1 Retriever consensus

What fraction of the pool is found by all 3 
retrievers?
High = unanimous query → RRF probably fine.
Low = split vote → MAX may surface the right doc.

2 Pool divergence
How many docs are in RRF top-50 but not 
MAX top-50?
Small = pools agree; routing changes little.
Large = pools disagree; routing has real 
headroom.
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Routing Inference

Test query

Build RRF top-50 + MAX top-50

Extract pool features

Gate predicts gain ŷ

ŷ > 0  →  Use MAX top-50 ŷ ≤ 0  →  Use RRF top-50

PAMR-graded reranker on chosen 50 docs

Top-10 output
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Experiment Results
AmbigQA — MR@10

Configuration MR@10 (mean ± std) Δ vs Routing

RRF top-50 (= PAMR-graded baseline) 0.5366 ± 0.0010 -0.25pp

MAX top-50 (champion fusion) 0.5403 ± 0.0008 +0.12pp

Routing (cap-50, pre-CE gate) 0.5391 ± 0.0015

Per-query oracle (ceiling) 0.5459 +0.68pp

Takeaway: static MAX is best on AmbigQA. Routing beats RRF but loses to MAX
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Experiment Results
QAMPARI — MR@10

Configuration MR@10 (mean ± std) Δ vs Routing

RRF top-50 (= PAMR-graded baseline) 0.2509 ± 0.0024 −0.17pp

MAX top-50 (champion fusion) 0.2504 ± 0.0016 −0.22pp

Routing (cap-50, pre-CE gate) 0.2526 ± 0.0013

Per-query oracle (ceiling) 0.2640 +1.14pp

Takeaway: RRF and MAX are tied. Routing beats both static fusions.
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Why it failed on AmbigQA: branch balance 
matters

QAMPARI: routing is useful

RRF ≈ MAX

QAMPARI needs many distinct answer entities. 
RRF and MAX each help in different cases:

● RRF helps when retriever agreement 
points to reliable answer evidence.

● MAX helps when a single retriever finds a 
missing answer entity.

● Because both patterns occur, neither fusion 
rule clearly dominates.

   Outcome: +0.17pp over best static, 4/5 seeds.

Route when branches are competitive.

AmbigQA: routing adds noise

MAX > RRF

RRF MAX

• MAX is already better on average (+0.37pp)

• Retriever agreement can help identify 
reliable answer evidence, but some rare 
answers may appear only in one retrieval 
view.

• Outcome: −0.27pp vs static MAX across all 
seeds

Use the dominant static branch.

The same gate behavior has opposite value depending on the dataset-level structure.

Dataset property: many-answer coverage

RRF MAX
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Conclusion
1. Multi-answer QA needs coverage, not just relevance.
 PAMR-graded improves the reranking objective by rewarding passages that contribute new answer 
coverage, not only high CE relevance.

2. Fusion strategy matters.
 RRF and MAX represent different retrieval behaviors:

● RRF: consensus-based, safer when retrievers agree.
● MAX: champion-based, better when one retriever finds useful evidence alone.

3. Routing is useful when the branches are balanced.
 On QAMPARI, RRF and MAX are tied, so routing can exploit per-query differences.

4. Pointwise, fixed-budget setting.

No listwise passage interaction, or LM feedback.The modest gain shows that retriever provenance 
alone contains signal, but stronger gains likely require moving beyond purely pointwise decisions.
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Team members contribution
● Yifei Liu:

Formulate project motivation and goals

Set up the experiment and the evaluation criteria

● Mohammad Saadq:

Define the challenges and problem statement 

Design the overall architecture and workflow
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Thank you
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# Feature Attribution Interpretation

1
Retriever 

membership

● found_by_bm25
● found_by_bge
● found_by_splade

These features tell PAMR whether a passage came from lexical retrieval, 
dense retrieval, learned sparse retrieval, or multiple retrievers

2
Source 

aggregation

● source_count: number of retrievers that found this passage
● unique_source: 1 if the passage was found by exactly one 

retriever

This matters because a passage found by multiple retrievers may be 
more broadly reliable, while a passage found by only one retriever may 
contain unique evidence.

3
Single-source 

flags

● bm25_only
● bge_only
● splade_only

These features help PAMR learn whether some answer evidence tends to 
come from only one retrieval style.

4 Per-retriever rank
● bm25_rank
● bge_rank
● splade_rank

These are useful because a passage ranked very high by one retriever 
may still be valuable even if other retrievers missed it

5
Per-retriever 

reciprocal rank
● bm25_reciprocal_rank bge_reciprocal_rank
● splade_reciprocal_rank

The idea is that rank 1 should matter much more than rank 50, so 
reciprocal rank gives PAMR a smoother signal than raw rank alone.

6
 Rank 

aggregation

● best_rank
● mean_reciprocal_rank_across_sources
● rank_variance

These help PAMR understand whether a passage is consistently ranked 
well by multiple retrievers or only strongly preferred by one retriever.

7
Retriever score 

aggregation

● rrf_score
● max_normalized_retriever_score
● mean_normalized_retriever_score
● score_variance_across_retrievers

This is important because retriever disagreement can be informative. A 
passage with high variance may be strongly favored by one retriever but 
ignored by others, which could indicate either unique useful evidence or 
noise.

8 CE text relevance
● cross_encoder_score
● normalized_cross_encoder_score

These tell PAMR how relevant the cross-encoder thinks the passage is to 
the query.

Appendix 1 - PAMR features
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Appendix 2 - Gate features
# Features category Feature Definition Interpretation

1

CE-shape

ce_top1 the highest CE score in the pool
the cross-encoder found at least one passage it is very confident about. 
A low ce_top1 means the cross-encoder is hesitant about everything.

2
ce_top1_minus_
med10

the gap between the highest CE score and the 
median score among the top-10 CE passages

If the top-10 passages all look similar to the CE, reranking may matter more because the CE 
alone cannot clearly separate them.
•    Big gap = clear winner
•    Small gap = top-10 looks like a flat plateau

3 ce_std_top10 the standard deviation of the top-10 CE scores
•    Low standard deviation = the CE thinks the top-10 passages are almost equally good
•    High standard deviation = the CE has stronger opinions about the ordering

4 ce_skew_top10
This measures whether the top CE score is a 
strong outlier compared with the rest of the top-10

•    High skew = one passage is towering above the others
•    Low skew = the top-10 distribution is flatter

5

Retrieve provenance

frac_unanim_3
This is the fraction of pool passages found by at 
least three retrievers.

•    High frac_unanim_3 means the retrievers strongly agree on a core set of passages. This 
usually suggests the query is easier or better-defined.
•    Low frac_unanim_3 means the retrievers disagree more, so the query may be harder and 
routing may help.

6 frac_unique_src
This is the fraction of pool passages found by 
exactly one retriever.

High frac_unique_src means the pool contains many single-source passages.
This can indicate a harder query or a more diverse candidate pool, where the alternative setting 
may help.

7 mean_src_count
the average number of retrievers that found each 
passage.

•    Higher value means many passages were found by multiple retrievers
•    Lower value means most passages were found by only one retriever

8 pool_size
The number of candidates that survive RRF 
fusion

If the pool is smaller than expected, it may mean the retrievers struggled to find enough useful 
candidates or that there was heavy overlap. This can be a proxy for retrieval difficulty.


