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Recap — Team 1

Motivation
— VLM verifier is costly, slow, and can hallucinate “pass”

— Free-form rationales are hard to reproduce/debug

Key Idea
— Tool-based image editing + rule-based verification

— MLLM-free verifier for cheaper and more structured validation

enables feedback-driven
> image editing while

Q Input
Image = I;

’
Text VLM Output
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Mapped sequence of tools
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improving runtime efficiency.

2



Contents

Introduction
— Motivation
— Graph Taxonomy and Existing Works

— Challenges

Methodology: GraFine
— Fusion operator
— Algorithm

— Implementation: STeX

Experiments

— RQ1: Effectiveness Analysis
— RQ2: Efficiency Analysis

— RQ3: Insightful Retrieval Analysis

Conclusion

>
S¥INFOLAB



Limitations of Vector RAG: Why Graph?

* Embedding-based vector search cannot achieve perfect recall

— SOTA dense retrievers average Recall@100 is 65-68% on BEIR

— Single-vector embeddings have a theoretical upper bound on representable top-k

combinations (DeepMind, 2025)

— Graphs provide a principled solution to these limitations

Corpus graph G: ny: ReAct

ng: HotpotQA
C4: ... the use of
o RAG LLMs o generate J Step 1: vector Step 2: graph search
cr:... We search

‘ introduce RAG on, ny ny
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Limitations of Existing Graph RAG

* L1: No unified graph RAG

— Graph RAG has no well-established academic definitions

e L2: Existing graph retrieval approaches are naive

— Claim to use graphs but fail to leverage graph structure in practice

— Or rely solely on LLM calls extremely slow inference

* |3: Lack of accurate graph evaluation framework

— Evaluation still borrows Recall and nDCG directly from vector RAG

— No metrics exist that reflect what makes graph RAG fundamentally different

a2
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Our Contributions!

* C1: Propose unified graph retrieval taxonomy for primitive graph

RAG operations

e C2: Propose a graph-aware insightful retrieval algorithm that fully
leverages graph structure, replacing costly LLM interleaving

methods

* C3: Propose a graph-structure-aware metric as Topological Recall

beyond Recall & nDCG

[1]Jeong et al., “Adaptive-RAG: Learning to Adapt Retrieval-Augmented Large Language Models through Question Complexity.” NAACL 2024
[2] Asai et al.,, “Self-rag: Learning to retrieve, generate, and critique through self-reflection.” 2024 %@INFO LAB 6



C1. Graph retrieval taxonomy

* Three basic graph retrieval operations (motivated from [3])

— Inacorpus graph G = (IV, £), a retrieval operator O is defined as a composite function P o R

where ranking function R scores nodes, pruning function P selects final node subset

Definitions Methods
Input: vy, N
Vector Output: Ny Sparse Vector Search [4]
Search O‘US NVS = O.US(Vq, N, k) = ?VS(RVS(vq'n)ln EN, k) DenS‘e Vector Search [5]
= argtopk sim(v,, v,,) Late interaction [6]
neN

sy D). ; . . .
Input: Myeeq< N, Hyeed, € H'Y": iterative signal propagation

Graph Output: WV, 1-hop traversal
Search Ogs UGS (L) Personalized PageRank [7]
Nos = 0gs(Nseea Hseea £) = Pas(H) Flow algorithm [8]
Input: q, Ngeeq © N, k
Model- Output']\fSee _
based h oM Retrieve-then-Rerank
ased search |y, = 0,,(vg, Nyeea k) = Pu(Ru(q,m)In € Neea ) | || M Reranker
O = arg topk Py(q,n)

NEN geed

Table 1. Three basic operators.
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Corpus graph G:

ng: HotpotQA 2 Rt
< : C4: ... the use of
Example retrieval using e | IR
cr:... We

our taxonomy- GAR ot RAG)

ny: DPR ns: Agentic RAG

€2l ... retrieyal can beJ c3: ... (Agentic RAG)

. . practically implied ... anscends these J

¢ GOa| f|nd|ng gOId Tl4 a ﬂd le ns: Hallucination

(*Gold node: @ , Non-goldnode: @ )

Query: Explain components of conventional Agentic RAG methods.

Step 2: 0,, Step3: 0,

Step 1: 0, viareranker  1-hop fromn; Step4:0,, Step5:0,, Step6:0,,

rank *n, rank g ® rank
37| Def” B £ I B
n,e nl e
nj ng e %4 :
Agentic RAG 0 ns ns e nd e

o Ny

Rg
ny
O0ys — (Ovs: Ogs» Om) Nns 3
Nsub

.
[9] MacAvaney et al., “Adaptive Re-Ranking with a Corpus Graph.” CIKM 2022. INFOLAB 8



Existing methods

e Our taxonomy encompasses all existing graph RAG methods!

Methods

Basic operations

OUS

OHS

QS
3

HyKGE

HippoRAG

«

X

GNN-RAG

G-Retriever

SubgraphRAG

LightPROF

ToG

LightRAG, PathRAG

GRAG

KG2RAG

T0G 2.0

HippoRAG 2

SN RN EN NN BN AR

SISISIXIS S IX] S

XSS} S KN X R

Table 2. Classification of existing Graph RAG methods based on their graph retrieval operator usage.
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L2. Challenge in graph retrieval

* Existing graph retrieval methods based on basic operators (0,

0, 0,,) face an inherent challenge

gs’
of 0 4s: Retrieve exclusively on graph topology,

ignoring semantic relevance

Query: Explain components of conventional Agentic RAG methods.

Corpus graph G:

n4' ReAct
ng: HotpotQA

c4: ... the use of J

®
LLM:s to generate .. rank ny rank Rg ni‘a"’lk e N4
n3 ® n3 ] n3 o Rg
[ 3 » ns e [ mp s = n;
Ny e
ns3: Agentic RAG ns nye Rg e ns

c3: ... (Agentic RAG) Om . Om Ovs Om Nsub
transcends these .../ ns: Hallucination
5 .

¢ ... We
introduce RAG

nz: DPR
cy: ... retrieval can be
practically implied ..

ns: Hallucination
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C2. Our New Fusion operator

* Leverage both semantic and topological inputs to expand search
space

— Overcome by adding query vector v, to 0,4 traversal

Definitions Methods

Input: Vg, V, Ngeed, €
Output: Ny¢s *STeX in GraFine (ours)
Nygs = ngs(v V) Ngeeds €)

Vector-Graph
search 0,4

Table 4. Fusion operator proposed by our method

>
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C2. Full GraFine algorithm

* Anovel fast and effective graph retrieval method that integrates Oy, 45

Query: Explain components of conventional Agentic RAG methods.

Step2:0,, Step3: 0,4,

Step1: 0, via reranker 1- hop from ng Step 4: 0,, Stepb5: ngs
rank rank
n, e
n3 ni © nz
Agentic RAG
vgs vgs
STeX
n4.
.111«1
Oys = (Oygs, Om) 2 N3
N sub @INFOLAB 12



C2. STeX for Vector-Graph Search (0,,,)

* (L2) Conventional graph search methods are semantics blind

 Solution: Rank and retrieve candidates in Ny, using a composite score of both semantic
representations and topological structure (weighted by )

Scorey « Igim + B+ Istruct

Algorithm 3 Our STeX method for Oygs

¢ Step 1' Struaural |mp0rtance Input: Query Vector v,, Node Vektors YV, Edges &, Intermediate
Nodes N, Score ratio f.
- (L3-L8) Favor candidates connected to h ighest—ra nked Inner function: rankCheck(n) checks the rank of n, degg (-)
Output: Set of nodes to add Nydd
nOdeS 1 Noub {nj | 3n,-€Nsel(ni, nj) € 8} \Nsel, Ripax < |Nsel|

2. for n € Ny do
— (L9-L12) Use bridging factor |A(n)| to reward nodes acting s Isyuet < 0
A(n) « {v € Neel | (n,0) € &} » Adjacent retrieved nodes
if Ryax > 1 then
Fpest — min{rankCheck(v, Nse1) | v € A(n)}

Thest—1
Istruct < 1— R )
max

as information brokers across graph structure

 Step 2: Semantic similarity

b RO

end if
Chax < min(degg(n), Rmax)
— (L13) Preserve semantically relevant nodes using dot 10 if Cpax > 1 then
11: Istruct < IStruct + % > 1. Structural score (Isruct)
product similarity between candidate and query v, 122 endif -
13 {52”_?_"_5{_' ‘3/,_1 ______ > 2. Similarity score (Isim)
. . 14: 1 Sn — ISim + ﬁ : (IStruct) :
* Step 3: Composite scoring 15 endfor ~ -~
16: Nagq < argsort(Ngup, score =85)
— (L14) Rank based on both structure and semantics 17: return Nagd

a2
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Experiments

* Retrieval experiments
— Five datasets: One citation dataset and four IR datasets

— Four baselines: Four graph retrieval baselines (adapted to our graph setting)

* Generation experiments
— Four datasets: One citation dataset and three QA datasets

— Compared with four baselines

>
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Dataset statistics

Datasets Purpose Domain IN| s Q|
ACL-OCL Ret. & Gen. CS 402,742 5,840,449 753
LACD Retrieval Legal 192,974 339,666 89
BSARD-G Ret. & Gen. Legal 56,728 92,672 222
SciFact-G Retrieval Science 36,438 43,557 1,109
NFcorpus-G Retrieval Medical 23,468 27,805 3,237
UD-agriculture Generation Agriculture 46,561 82,088 100
UD-mix Generation Mix 11,812 10,384 130

Table 5. Dataset statistics for retrieval and RAG experiments.
UD: UltraDomain datasets; Graph shading: reference networks.

a2
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Research Questions

* We experiment and evaluate the effectiveness of GraFine by answering

the following three research questions

Research Questions

Does GraFine (ours) demonstrate superior retrieval accuracy and generation

RQL quality compared to state-of-the-art baselines on corpus graphs?

Is GraFine (ours) significantly more time-efficient than existing graph retrievers,
RQ2 ) : .

particularly compared to interleaving methods?
RQ3 Does the performance improvement of GraFine (ours) primarily stem from the

realization of insightful retrieval that effectively exploits graph topology?

SYINFOLAB



RQ1: Effectiveness Analysis

e Our method shows consistent retrieval performance improvements

across all evaluated datasets

— Improvement of 9.9% in R@10 and 9.1% in nDCG@10

Reference Networks Text-rich Knowledge Graphs Average
Methods ACL-OCL LACD BSARD-G SciFact-G NFCorpus-G Overall
R@10 nDCG@10 R@10 nDCG@10 R@10 nDCG@10 R@10 nDCG@10 R@10 nDCG@10 R@10 nDCG@10
Graph Retrieval
LightRAG [15] 24.2 15.7 19.3 12.0 11.0 10.2 314 32.0 34.3 35.4 24.0 21.1
PathRAG [7] Out-of-time 0.0 0.0 11.3 11.7 14.4 14.8 31.6 33.4 14.3 15.0
HippoRAG 2 [17] 28.8 21.6 38.2 26.8 8.5 9.8 27.0 324 32.9 355 27.1 25.2
GAR [31] 36.3 30.8 486 338 12.8 13.8 325 371 364 386 333 30.8
GraFine (Ours) 46.3 40.2 50.3 35.0 13.7 13.9 35.1 394 37.6 SO 36.6 33.6

Table 6. Retrieval results on five corpus graph datasets. All metrics reported in percentage (%).

e GraFine (ours) consistently achieves higher average generation win rates

Baselines ACL-0OCL BSARD-G UltraDomain-agriculture UltraDomain-mix Average
Baseline  GraFine Baseline GraFine Baseline GraFine Baseline GraFine Baseline FastInsight
LightRAG 42,5 57.1 45.9 53.6 39.0 60.0 454 53.1 43.2 GraFine
PathRAG Out-of-time 42.8 56.8 38.0 62.0 23.1 76.2 34.6 65.0
HippoRAG 2 45.8 53.5 43.2 56.8 46.0 53.0 354 63.1 42.6 56.6
GAR-RAG 52.1 47.1 48.2 51.8 38.0 61.0 39.2 60.0 444 55.0

Table 7. Overall Win Rates (%) of Baselines v.s. GraFine across Four Datasets and Average.

a2
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RQ2: Efficiency Analysis

* Demonstrate time-efficiency compared to conventional interleaving
methods (e.g., IRCoT+Vector Search, Think-on-Graph) that face high

latency from iterative LLM inference

* Our method GraFine overcomes computational bottleneck

— Time efficient: Reduces Query Processing Time (QPT) (V)

: Improves R@10 by 11.7% compared to IRCoT

Method R@10 QPT (TITAN) OPT (A100)
IRCoT + Vector Search 314 6.54 sec 5.03 sec
ToG-2 12.3 32.3 sec D 20.7 sec D
GraFine (Ours) 35.1 3.77 sec 2.12 sec

Table 8. Time efficiency on SciFact-G: GraFine vs LLM interleaving methods.

a2
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C3. Topological Recall (TR)

* Limitation: Conventional Recall is binary, ignoring nodes close to

the answer but is not the answer

* We introduce a new metric Topological Recall (TR) to quantify
graph-theoretic proximity between retrieved nodes Nge and

oracles nodes (Vg racle)

R@5 = —1 =0.5 1 n4 o: target node in Noracle \ Mel
min(5,2) n}’\ :nodes in retrieved Ngg)
n «— ni;
2 dns

considers that we are approaching gold node!

1 1
TR(E, Ngel, Noracle) = avg  {

, ~ 0.7095
nje{n,,n,} 1+ u(s; Nsel: n4) 1+ u(sr Nselr nZ)}

a2
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TR Explanation

e TR extends conventional Recall by assigning partial credit to oracle
nodes not directly retrieved (N, ,4c1e \ Nsey) but are close in the
graph

INoracle \ Mell

TR = Recall + Vo] « TR(E, Nyo1, Nyracie \ Nser) = Recall + MissTR
oracte

target target

nq ny

Recall

= o: target node in Nyracie \ Nser
@ : nodes in retrieved IV,

l \ TR sel

\ ® : nodes in Noracle N Nsel
TR can quantify retrieval!

a2
S¥INFOLAB 20



RQ3: Analysis on Exploitation of Topology

* Does the performance improvement of GraFine come from better exploitation of
graph topology?

— Yes! Our method shows higher TR value

* GraFine show steeper initial rise in

- —— GraFine (Ours) GAR —&—Re2
TR than GAR < w0 R
— STeX actively steers node selection . 0
2
. . [
toward oracle-rich neighborhoods A A A A A
The max budget (bnax) The max budget (bnax)
(a) ACL-OCL (b) SciFact-G

in early retrieval stages
Figure 6. Evolution of Topological Recall (TR) as a
function of retrieval budget (by,4x)

a2
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Conclusion

e Summary of contributions

— Novel graph retrieval taxonomy: deconstructed existing graph retrieval methods into (O,,

0

ys, Om) and identified (Challenge) semantics-blindness Oy

— Advanced fusion operator: introduced 0,45 and presented S7eX implementations

— New evaluation metric: proposed new Topological Recall to measure how well graph traversal is

working

* We propose GraFine, a novel fast and effective graph retrieval method across large
graphs while maintaining strong time efficiency
— Fast: Cuts query time by nearly half (42-58%) compared to LLM-based methods

— Effective: +9.9% Recall gain over SOTA

— Exploit Graph Topology: Approaches undiscovered oracle nodes that others miss

RS
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Role of Members

* Yoonho Lee — TR(Topological Recall) Proposal & Experiment Support
— Proposed graph-aware evaluation metrics to assess how effectively graph
structure is leveraged, and supported the corresponding experiments
* Chaejeong Hyun — Method & Algorithm Design

— Design trajectory-level retrieval framework, search process, and refinement

strategy

— Develop scoring/objective functions and overall retrieval pipeline

* Minjun Kim — Experiments & Implementation
— Implement retrieval framework and reproduce baselines

— Design experiments, evaluation metrics, ablations, and runtime analysis
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Appendix 1: IRCoT

e |[RCoT [15] interleaves chain-of-thought (CoT) generation and iterates knowledge
retrieval steps to guide retrieval

— Reason step: generates next CoT sentence based on query, so far retrieved knowledge and CoT

— Retrieve step: retrieves K more passages based on the last CoT sentence

I @ Who wrote the 1970 international hit song that Murray Head is most recognized for? ‘ Retrieve(( q ) )

Od IRCoT Retrieve (Q) — [E q) —> q —>
\‘- Interleaved Retrieval guided >

©o by Chain-of-Thought Reasoning
reason(), B, ©)

Wikipedia Title: Mack Rides
Mack Rides GmbH & Co KG, also ...

T1 — Reason (Q, [, ¢ )

The 1970 international hit song that
Murray Head is most recognized for
is "Super Star" Retrieve (T1) —

Q: In what country was

Lost Gravity manufactured?

A: The Lost Gravity was manufactured by Mack
Rides. Mack Rides is a company from
Germany. The answer is Germany.

T2 — Reason (Q, [E+[E, T1)

@ "Super Star" was written by

Andrew Lloyd Webber and Tim Rice. Retrieve (T2) —

Wikipedia Title: Murray Head

Murray Seafield St George Head .. }

m m @

T3 — Reason (Q, [E+ B+[E, T1+T2)

So the answer is: Wikipedia Title: Most Beautifullest Hits
Andrew Lloyd Webber and Tim Rice. The Most Beautifullest Hits is ...

s Stop Q: Who wrote the 1970 international hit .. @
A: The 1970 international hit song that

Murray Head is most recognized for
is "Super Star". "Super Star" was written

v
+ ‘ + } by. Andrew Lloyd Webber and Tim Rice.
Figure 5. Workflow of IRCoT

,[A\1C5|_] 2T(|;|\2/§d| et al,, “Interleaving Retrieval with Chain-of-Thought Reasoning for Knowledge-Intensive Multi-Step Questions. %@INFOLAB e



Appendix 2: Topological Recall (TR)

 Limitation: Conventional Recall is binary, ignoring nodes close to the answer but is not the

answer

* We introduce a new metric Topological Recall (TR) to quantify graph-theoretic proximity

between retrieved nodes Ngq and oracles nodes (Nyracle)

Definitions © : target node in Nyracie \ N
Input: Ngel, Noracles K :nodes in retrieved Ngg)
Output: R@k
Recall@k ROk = | Nyl N Nyractel
min(k, |~N;)rac1e|) R@s = min(5 2) =05
Input: €, Ngel, Noracle
Output: TR
Topological TR(E, Nyel, Noracie) I-( ------ Yom -: nll )
. , = avg,.
Recall (TR) sebroracle SmeNoraad \ 1+ u(E, Moo 11,) ). S Tng
u(€, Ngep, ny) = n-rglJ\ifn Z In(1 + dege(ng)) nz / ns
j sel ”
ngeSP(En;n;)ng#nj

M3,My,

u(E Ny = min  {In(1+3),(n(1+3) +In(1+3)),(n(1 +3) +In(1 +3) +In(1 + 1)), (n(1 +3) + In(1 + 3) + In(1 + 1))}

1 1
TR(E, Nyel, Noracle) = v, , ~ 0.7095 .
sel oracle nie{n§n4}{1 +u(E, Ngep1s) " 1+ u(E, Nggy, le)} @inFoLas 27
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