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Recap — Team 2

Problem: Robot navigation with moving targets and dynamic obstacles requires more than
simple collision avoidance.

Core Idea: Use episodic-relational memory from past robot-human interactions to retrieve
similar situations and maintain desired relations with moving agents.

Method: Combine memory retrieval with Conditional Flow Matching to predict multi-modal
future occupancy.

Takeaway: Experience-based memory and probabilistic future prediction can improve
navigation stability in dynamic multi-agent scenes.



Recap — VisProg! & ViperGPT!2]

 Visual Programming paradigm : instead of an end-to-end model, an LLM generates a program
that calls vision modules.

* VisProg: the LLM emits a pseudocode program: each line calls an off-the-shelf vision model.

» ViperGPT : a code-generation LLM composes vision—-language modules via a Python API.

« Shared traits: execution-traceable, training-free, strong on compositional reasoning.

Visual Programming " Compositional Visual Question Answering | [ Natural Language Image Editing - ]

Query q Visual Input z
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the top left?” y =
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ViperGPT Generated Code 2
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return result
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Code Execution ¢
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API Implementation

Result: “shiba inu”

[1] Suris et al. "Vipergpt: Visual inference via python execution for reasoning." ICCV. 2023.
[2] Gupta et al. "Visual programming: Compositional visual reasoning without training." CVPR. 2023.



After ViperGPT: Tool-using Agents
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[1] Yang et al. "Mm-react: Prompting chatgpt for multimodal reasoning and action." arXiv 202 3.
[2] Shen et al. "Hugginggpt: Solving ai tasks with chatgpt and its friends in hugging face.” NeurlPS 2023.
[3] Lu et al. "Chameleon: Plug-and-play compositional reasoning with large language models." NeurlPS 202 3.



2. Introduction
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 Instead, we propose a system that features
(1) controllable image editing via tool-use
with (2) cost-efficient rule-based verification




Prior work — GenArtist!']

 Unified agent orchestrating image edit tools via a planning tree

« After tool execution, the MLLM decides whether the result satisfies the user's instruction

« Failure triggers self-correction / planning-tree backtracking

« Applies generically to arbitrary natural-language instructions

Generation Tool Library Auxiliary Tool Library Editing Tool Library
— [ text-to-image  [[7%|customized image object detector - [H layout generator @ object addition (] instruction text
(- 4 image-to-image @,@ super-resolution &7 object segmentor e= edge generator © object removal <& dragging
[B - BJ layout-to-image ¢ pose estimator [ attribute editing
l | 1 Tool Selection
Decomposition Planning Tree Position-Aware Tool Execution
i inti . - black scooter: [0.06,0.57, 0.25, 0.3]

QI:e(:L %“'?223' objects: init @ verification inf%c:;t;?ir;n- bird: [0.69, 0.05, 0.18, 0.13]

3 9 a green vintage car . 4 " green vintage car: [0.38, 0.47,0.43,0.31]
vmfage car, a blue generation . objectS' —— T I . S——
scooter on the a blue scooter / : Y
left of it and a a black bicycle add @ type, number, '
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Al painting . generation self-correction
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[1] Wang et al. "Genartist: Multimodal llm as an agent for unified image generation and editing." NeurlPS 2024.



Limitation of VLM Verifier

« High inference cost: an extra VLM call per step dominates the agent-loop budget

 Hallucination risk : if the VLM wrongly says "passed", the error propagates to later steps

 Limited Interpretability : free-form pass/fail rationales are hard to reproduce or debug

Two white sheep on the left, a black goat on the
middle and a white goat on the right in a field.

MLLM-query per edit

high cost) ¥<-. gresnedREaR e """ remove:
( g ) ~.'~...; attribute e #sheep
= editing: i Iace' -
s #sheep " f\ " ' »
" to white SNEED = addition: a
: to white = white sheep
No guarantee of : I
correct verification - : adhdition: a [ e o
. | = white goat [
% m

(hallucination risk)



Contribution

« We propose an image editing framework that interleaves (1) tool-based editing with
(2) rule-based, tool-assisted verification

 Realize feedback-driven image editing through an agentic tool-use pipeline
* Introduce an MLLM-free verifier for structured, low-cost edit validation

 Validate effectiveness and runtime efficiency on image-editing benchmarks

4 A

Rule-based —— To T,
verifier for Ty |----
!

Input
Image = I;

4
VLM Output
nnnnn Hﬂ 6 u i ez

Proposed Pipeline




4. Our Method



Framework Overview

* Overall Pipeline:

 The VLM planner outputs s )

Rule-based To T,
verifier for Ty |----,

high-level edit commands

()

» A parser maps them into an executable

sequence of tools L
Feedback ;

« Each intermediate result is checked by

a lightweight tool-wise verifier

- Feedback Loop: QTE::yH. prLMHQ ﬂ

* Inside n-th verifier for n-th tool:

= Pass - continue to the next tool Mappedsequence of tools

= Fail - retrythe tool with a different seed, Proposed framework

or regenerate the plan on multiple fail
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Tool-wise Verifier

 Each editing operation is paired with a lightweight verifier (also a tool)
« A verifier for each tool conducts verification whether the results aligns with the expected output

« Verification is based on simple signals such as
valid output, non-empty mask, changed image region, or changed target area

def verify_object_addition(target, orig_img, edited_img):
orig_boxes = detector(orig_img, target)

skill edit_boxes = detector(edited_img, target)
return len(edit_boxes) > len(orig_boxes)
object addition

def verify_object_removal(target, orig_img, edited_img):

Obj ect removal orig_boxes = detector(orig_img, target)
i — edit_boxes = detector(edited_img, target)
ObJ ect replacement return len(edit_boxes) < len(orig_boxes)
attribute editing
. . def verify_object_replacement(old_obj, new_obj, orig_img, edited_img):
lnStruCtlon-baSCd old_orig = detector(orig_img, old_obj)
1 1 old_edit = detector(edited_img, old_obj)
dragg_lng (detaﬂ) new_orig = detector(orig_img, new_obj)
dragglng (ObJ eCt) new_edit = detector(edited_img, new_obj)

old_removed = len(old_edit) < len(old_orig)
new_added = len(new_edit) > len(new_orig)
return old_removed and new_added

style transfer

Example of our rule-based verifiers



Tool-wise Verification Design

+ We decompose each high-level edit command into executable modules

« Each module is paired with a verifier that checks the expected local effect of the tool

« The verifier does not judge overall image quality: it only checks whether the intended

intermediate operation succeeded

Command
remove
edit_attribute

addition

replace/edit

instruction

generation

Executable tools
segmentation - remove
segmentation -

AnyDoor addition

segmentation - replace_anydoor

instruction module

SDXL / SD2 / LMD / BoxDiff / SR

Verifier rule

Mask valid + target region changed

Valid image + non-empty mask

Target region changed

Output image changed

Readable + non-blank + sane-size
image

14



5. Experiments



Experiment Setup

« Dataset: MagicBrush! « Methods
« Source image, instruction, target image « Ours w/ MLLM verifier
Source image Target Image

= MLLM-based tool-wise verification using
Qwen2.5-VL

 Qurs w/o verifier
= No tool-wise verification

e Qurs w/ verifier

What if the man was bald? “ = Rule-based tool-wise verification

« Task: Instruction-guided image editing

Rule-based
verifier for T

______

« Input: source image + natural language instruction

* Output: edited image

e Metrics: Al h

nlix \/® w1 |
 Output quality metrics: L1, L2, CLIP, DINO .
put quality qf::yHO H . . H@ ?;:;“;]

* Runtime [/ latency

[1] Zhang, Kai, et al. "Magicbrush: A manually annotated dataset for instruction-guided image editing." Advances in Neural Information Processing Systems 36 (2023): 31428-314409. 16



Qualitative Results

Instruction: Have a bird stand on zebra's head.
High-level plan: addition(“bird”, box=[0.35,0.1,0.2,0.2])

£
=t > d J
Input image Step 1: object_addition_anydoor Step 2: addition_anydoor MagicBrush GT

Planner target bbox . . L Reference target
Generate bird reference Generate bird mask Composite bird into bbox

Input

Input Ours

Instruction: Edit some mountains in the background.

Instruction: Add a cruise ship to the ocean.

17



Failure Case

Instruction: Remove the tent and add a bonfire
Planner: [{‘tool’:'remove’/input’:"tent’}, [{‘tool’:addition’,/input’:bonfire’,’box’:[0.2,0.2,0.2,0.2]}]

Input After Step 1: remove tent Final Output

After Remove: success After Addition: success

MagicBrush GT

18



Failure Case

Instruction: Remove the tent and add a bonfire
Planner: [{‘tool’:'remove’/input’:"tent’}, [{‘tool’:addition’,/input’:bonfire’,’box’:[0.2,0.2,0.2,0.2]}]

Input After Step 1: remove tent Final Output MagicBrush GT

After Remove: success After Addition: success

Rule-based verifier checks local changes, but misses global scene plausibility.
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Quantitative Results

« Main Result:
« On a MagicBrush subset, our method achieves competitive performance against existing editing methods.
* Quality:

» Our method obtains the best L1 among the compared methods and strong CLIP-I / DINO scores.

Methods L1} L2] CLIP-I1 DINO1? CLIP-T?

Ours 0.0618 0.0209 0.9230 0.8097 0.2548

Note: Gray rows are reported results on the same benchmark; our evaluation uses a 50-sample subset.



Quantitative Results

 Ablation: Our rule-based verifier achieves the best quality among our variants and higher success
than MLLM verification.

» Latency: It reduces execution time by about 18% compared to MLLM-based verification.

« Takeaway: Rule-based verification provides a more efficient and stable alternative to repeated
MLLM verification.

Methods L1} L2] CLIP-I1 DINO? CLIP-T} Exec. Time
MLLM verifier 0.0621 0.0211 0.9222 0.8074 0.2524 82.51s
Ours w/o 0.0621 0.0212 0.9202 0.8089 0.2541 61.71s
verifier

Ours 0.0618 0.0209 0.9230 0.8097 0.2548 67.86s




6. Conclusion & Future Work



Conclusion & Future Work

« We introduce tool-wise rule-based verification for efficient agentic image editing
« Each intermediate edit is checked by a rule-based verifier, reducing repeated MLLM-querying cost

 Our verifier achieves slightly better output quality to MLLM-based verification while reducing
runtime.

 Future work includes expanding tool/verifier coverage,
improving the quality of re-planning, and evaluating on larger benchmarks



Role

* Role
« Jin-Woo Kong:
» Pipeline implementation, GenArtist Integration, experiment execution, and result analysis

* Yohan Park:

 Verification system proposal/design, baseline Implementation, problem framing, and experiment
setup

* Ygjin Yeo

» Agentic Image Editing Idea, baseline architecture proposal, method/experiment design, and related
work, experiment results analysis



Thank you
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