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초 ]

시각 장소 인식(VPR)은 자율주행, \보틱스 등 다양한 �야의 핵심 기술이지만, 실제 Ù 적 환경에 적용하기

위해서는 생애주기적 외형 변화에 � 한 강건성과 제한된 하드웨어에서의 효율성 문제를 해결해야 한다. 본

논문은 이러한 현실 세계의 제약을 극복하기 위한 강건하고 리소스 인지적인 VPR 프�임워크를 제안한다.

첫째, 장소 간의 시각적 관계를 학습 과정에 µ합하는 새\운 �이블 스무딩 기법을 µ해 오랜 시간에 걸\

환경 변화에˜ 강건한 \ 현 공간을 학습한다. 둘째, � 용량 갤러리 모x 과 경량 쿼리 네트워크를 비� m

적으\ 구성하고, 지리 정보를 활용한 메모리 뱅크를 ˜ 입하여 L스트 시간의 계산 효율성을 극� 화한다.

마지막으\, 실시간 리소스 변화에 Ù 적으\ � 응할 수 있는 점진적 활성화 기반의 ’Anytime’ �‘ 방식을

제안하여, 정확˜ 와 계산 비용을 유연하게 조절할 수 있˜ ] 한다. 제안된 기법들은 VPR 기술의 실용성을

높여 실제 Ù 적 환경으\의 적용 가능성을 크게 확장한다.

u 심 낱 말 시각 장소 인식, 강건성, 리소스 인지, 생애주기적 학습, 비� m 학습, Ù 적 �‘

Abstract

Visual Place Recognition (VPR) is a critical technology for applications like autonomous driving and

robotics, yet its deployment in real-world dynamic environments is hindered by challenges in robustness to

lifelong appearance changes and e�ciency on resource-constrained hardware. This dissertation proposes

a robust and resource-aware VPR framework to overcome these practical limitations. First, to address

lifelong variations, we introduce a novel class-relational objective that learns a robust feature space by

incorporating visual similarities between places into the training process. Second, we maximize test-time

e�ciency through an asymmetric learning framework, which pairs a high-capacity gallery network with

a lightweight query network and leverages a geographical memory bank for scalable training. Finally,

to handle dynamic computational budgets, we propose an anytime inference method based on early-

exit strategy, enabling a 
exible trade-o� between accuracy and computational cost at runtime. The

proposed methods signi�cantly enhance the practicality of VPR, advancing its applicability in real-world

environments.

Keywords Visual Place Recognition, Robustness, Resource-Awareness, Lifelong Learning, Asymmetric

Learning, Anytime Inference
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Chapter 1. Introduction

1.1 Background and Motivation

Visual Place Recognition (VPR) is the task of identifying the location of a given query image by

matching it to a large-scale database of geo-referenced images. This technology serves as a cornerstone for

a multitude of modern applications, including robotics, autonomous driving, and augmented reality. For

an autonomous vehicle or a mobile robot, VPR is a critical component for robust localization, especially

in urban canyons or indoor environments where GPS signals may be unreliable or unavailable. In essence,

VPR provides machines with a fundamental cognitive ability: to understand and navigate the world

through visual cues.

The �eld of VPR has witnessed signi�cant advancements, largely driven by the progress in deep

learning. Early methods often relied on aggregating hand-crafted local features like SIFT or SURF.

The paradigm shifted with the advent of learnable feature aggregation methods, such as the pioneering

NetVLAD, which enabled end-to-end training of deep VPR models. More recently, the emergence of

powerful foundation models, such as DINOv2, has again pushed the boundaries of VPR performance,

o�ering rich and highly discriminative visual representations that have led to state-of-the-art results on

various benchmarks.

Despite these remarkable academic achievements, a signi�cant gap remains between the performance of

VPR systems in controlled benchmarks and their practical deployment in real-world dynamic environments.

The real world is an uncontrolled and unpredictable setting, presenting a host of challenges that can

degrade VPR performance. Systems must be robust to a wide array of appearance changes, including

short-term variations caused by di�erent seasons, weather conditions, severe illumination shifts between

day and night, and changes in camera viewpoint.

An even greater challenge is posed by long-term, irreversible changes to the environment. We term

these "lifelong variations," which encompass permanent physical modi�cations such as the construction

of new buildings, urban remodeling, and other structural alterations that occur over a span of months or

years. For a VPR system relying on a database captured years ago, a query image of the same location

after signi�cant remodeling can appear entirely di�erent, leading to catastrophic localization failure.

Another formidable barrier to real-world deployment is the constraint of physical hardware. The

state-of-the-art VPR models that achieve the highest accuracy often do so at a substantial computational

cost. Deploying these large-scale models, which may have billions of parameters, on resource-constrained

devices such as mobile robots, drones, or augmented reality headsets is often infeasible due to limitations

in processing power, memory, and energy consumption. Furthermore, even if a model is optimized to be

statically e�cient, a real-world robotic system operates under a dynamic computational budget. The

resources allocated to the VPR module can 
uctuate in real-time as the system prioritizes di�erent tasks.

For instance, in a critical event such as an imminent collision, the system must divert computational

resources from less critical tasks like VPR to urgent ones like obstacle avoidance. This necessitates a

VPR system that is not just e�cient, but also dynamically adaptable to changing resource availability.

In summary, for VPR technology to transition from academic benchmarks to widespread, practical

use, it must address two fundamental challenges: ensuring robustness against lifelong environmental

changes and achieving both e�ciency and adaptability for deployment on resource-constrained, dynamic

1



systems.

1.2 Problem De�nition

Based on the real-world challenges outlined above, this dissertation aims to address the following

speci�c research problems.

First, the lack of robustness to lifelong variations. A common and scalable approach for training

VPR models involves partitioning a large geographical area into a set of discrete classes and framing the

task as a classi�cation problem. While this strategy improves training scalability, it introduces a "task

gap" between the objectives of classi�cation and retrieval. A classi�cation loss function incentivizes the

model to become highly con�dent in its prediction for the correct class, e�ectively discretizing the feature

space into distinct, separated regions. This is fundamentally at odds with the needs of a retrieval task

like VPR, which bene�ts from a continuous representation space that captures subtle visual similarities

between di�erent places. This discretization makes the model particularly vulnerable to lifelong variations;

a place that has undergone signi�cant structural change may be mapped to a completely di�erent region

of the feature space, causing the system to fail to recognize it.

Second, the ine�ciency and lack of adaptability in resource-constrained settings. As previously noted,

the high computational demands of modern foundation models pose a signi�cant barrier to deployment.

One promising solution is an "asymmetric retrieval" framework, where a high-capacity "gallery" network

is used o�ine to extract rich features from the database, while a lightweight "query" network is used

for e�cient online inference. The central challenge in this paradigm is ensuring that the embeddings

from these two heterogeneous networks are compatible for e�ective similarity search. Much of the prior

work in asymmetric learning relies on leveraging contextual information from the k-nearest neighbors

(k-NN) of each gallery image to enforce compatibility. However, the process of pre-computing and storing

k-NN information for every image in a large-scale database is itself a computationally expensive and

memory-intensive task, creating a scalability bottleneck that undermines the goal of e�ciency.

Furthermore, static e�ciency alone is insu�cient for real-world dynamic systems. A model with a

�xed, albeit low, computational cost cannot adapt to 
uctuating resource availability. In many robotics

applications, it is desirable to have a 
exible system that can provide a quick, approximate result when

time is critical, or alternatively, invest more computation to achieve a more accurate result when resources

permit. This necessitates an \Anytime VPR" framework, where the inference process can be interrupted

at any point to yield a valid result, with the quality of the result improving as more computation is

performed. This concept of dynamic, adaptable inference has been largely unexplored in the context of

VPR.

1.3 Thesis Goals and Contributions

The primary objective of this dissertation is to develop a suite of novel techniques that address

the aforementioned challenges, thereby making VPR systems more robust, e�cient, and adaptable for

real-world deployment. The main contributions are threefold:

First, to enhance lifelong robustness, this dissertation proposes Class-Relational Objective (CRO).

To bridge the task gap between classi�cation and retrieval, this work introduces a novel label smoothing

technique that transforms conventional one-hot labels into soft labels. Unlike standard label smoothing,

which treats all non-target classes uniformly, CRO calculates the visual similarity between the class
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weight vectors and distributes the label probability mass according to these inter-class relationships. This

encourages the model to learn a more continuous representation space where visually similar places are

mapped closer together, signi�cantly improving robustness against extreme, lifelong appearance changes.

This process is further stabilized by Class Stability Weighting (CSW), which dynamically adjusts the

e�ect of CRO based on the stability of class weights during training.

Second, to maximize test-time e�ciency, this dissertation proposes an asymmetric learning framework

with a Geographical Memory Bank. To overcome the scalability issues of prior asymmetric methods, this

work introduces a novel training strategy that leverages the inherent geolocation metadata present in

VPR datasets. Instead of relying on expensive k-NN computations, we construct a "geographical memory

bank" by averaging the feature embeddings of all images belonging to the same physical location. These

"place centroids" serve as e�cient and e�ective negative samples during contrastive learning, enabling the

lightweight query network to learn a compatible embedding space without the computational overhead of

neighborhood searches.

Third, to provide dynamic adaptability, this dissertation proposes an Anytime VPR framework

based on Manifold-Aware Codebook Composition. Addressing the challenge of feature alignment in

early-exit networks, this work introduces a novel mechanism where lightweight adapters at intermediate

layers reconstruct deep semantic representations by composing valid prototypes from a learned reference

codebook. This method e�ectively bridges the semantic gap between shallow and deep features, ensuring

that early-exit descriptors remain compatible with the full model's aggregator. This creates a multi-stage

inference process, allowing the system to be interrupted at any stage to produce an early result or run

to completion for maximum accuracy. This \anytime" capability enables VPR to operate 
exibly and

e�ciently within dynamic, resource-aware systems.
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Chapter 2. Class-Relational Approach for Lifelong Visual
Place Recognition

2.1 Introduction

Visual Place Recognition (VPR) is an important task in various applications, such as robotics [6],

autonomous driving [7], navigation [8], and hierarchical localization [9], where its goal is to identify a

location based on visual data. Typically, VPR is approached as an image retrieval problem [10{ 17],

employing nearest neighbor search based on the similarity of descriptors between a query image and

gallery images. This process enables the identi�cation of the gallery image most similar to the query

image, and subsequently, localization is achieved using the geo-reference of the identi�ed image.

Real-world applications of VPR face numerous challenges due to signi�cant appearance changes in

various environments. These changes include well-known seasonal variations [19], weather conditions [20],

illumination changes (day/night) [21] and viewpoint changes [18]. Subsequently, several benchmark

works [1,13,22] have introduced lifelong datasets that include images collected over a long temporal span.

We �nd that changes over extended periods, such as building modi�cations and remodeling, present

extreme challenges for VPR, which we refer to aslifelong variations. Unlike the aforementioned variations,

lifelong variations represent permanent and irreversible physical changes. For instance, Fig. 2.1 shows how

two buildings evolve over time, with one highlighted in green and the other in orange. These buildings,

located in San Francisco, undergo signi�cant changes due to frequent urban modi�cations, often requiring

continuous updates to the VPR models. While traditional variations can be addressed through data

augmentation or multi-view training, lifelong variations require a more robust approach due to their

unpredictable and non-cyclical nature. Speci�cally, the model should be able to recognize places despite

structural changes, which necessitates learning a continuous representation space where visually similar

places are mapped closer together, even if they represent di�erent stages of architectural evolution. To

achieve this, we propose to continuously capture visual di�erences, enabling the model to e�ectively

handle lifelong variations during retrieval.

To learn such representation spaces, existing VPR methods [10{ 12,20,23{ 25] predominantly utilize

metric learning losses such as contrastive or triplet loss, which rely heavily on mining negative examples

throughout the training database [12]. This mining process is notably resource-intensive and becomes

prohibitively expensive as the size of the dataset increases. To address this scalability issue, more recent

methods [1,18] have adopted a classi�cation loss (i.e., CosFace [2]) as a proxy task, thereby streamlining

training by eliminating the need for the exhaustive negative mining. This scalability is key, as robust

VPR capable of handling the appearance changes (e.g., viewpoint, illumination) fundamentally requires

leveraging the massive datasets that such e�cient proxy training makes accessible.

However, while this classi�cation proxy enables scalability, its training objective is fundamentally

misaligned with the goal of handling lifelong variations. Classi�cation training utilizes one-hot hard

labels, which forces the model to learn a discretized feature space. In this all-or-nothing objective, all

non-target classes are treated as equally incorrect. Consequently, a visually similar place is penalized

just as harshly as a completely dissimilar place. This discretization is detrimental to lifelong VPR, as it

actively separates visually similar representations (e.g., a building post-renovation) instead of mapping

them closely, which is essential for recognizing places across such changes.
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(a) A lifelong example over the years

(b) Ours (c) EigenPlaces [18]

Figure 2.1: An example of lifelong visual place recognition from SF-XL test v1 [1]. (a) illustrates
the evolution of buildings over time, using images of the same location from Google StreetView and
Flickr, linked by provided GPS data. Lifelong scenarios often show signi�cant changes due to frequent
urban modi�cations. (b) and (c) compare retrieval results of our method and a state-of-the-art method,
respectively. Positive images are highlighted in green, while negative images are highlighted in red.

In this paper, we propose Class-Relational Objective (CRO) for lifelong VPR to address the limitations

of discretized representations by incorporating inter-class visual similarities directly into the training

objective, as illustrated in Fig. 2.2. Unlike the conventional classi�cation objective, which uses one-hot

hard labels and treats all classes uniformly, CRO constructs a soft target distribution based on inter-

class relationships. This results in a continuous representation space where visually similar classes are

closer, better re
ecting subtle visual di�erences. However, the impact of CRO may be in
uenced by


uctuations in class weights. To address this issue, we further introduce Class Stability Weighting (CSW),

which dynamically adjusts the impact of CRO based on the stability of class weights. Speci�cally, class

weight magnitudes re
ect the classi�cation di�culty of each class, as supported by derivative analysis.

Consequently, our method enables the model to learn a more robust and continuous representation

that captures gradual visual di�erences over time, making it particularly e�ective in handling lifelong

variations. Extensive experiments demonstrate that our approach e�ectively addresses the limitations of

the classi�cation proxy for lifelong variations, achieving superior or comparable performances compared

to state-of-the-art methods.

Our contributions are summarized as follows:

ˆ To address the limitations of classi�cation proxy training and challenges posed by lifelong variations,

we introduce the Class-Relational Objective (CRO) that transforms one-hot hard labels into soft

labels while considering visual similarities between classes.

ˆ Building on the insights from the behavior of class weights during training, we propose Class

Stability Weighting (CSW), which dynamically adjusts the CRO objective according to the stability

of class weights.

ˆ We organize the lifelong category based on the given temporal span and conduct comprehensive

experiments on diverse benchmarks.
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(a) Three di�erent classes located in di�erent places

(b) Baseline (hard target) (c) CRO (Ours)

Figure 2.2: Conceptual comparison: Baseline vs. Class-Relational Objective (CRO). (a)
Target place y (street scene) is visually similar to a di�erent place j 1, but dissimilar to place j 2 (tunnel).
(b) Baseline (CosFace [2] with a hard target) assigns full probability only to y, pushing all other places
away equally. This limits generalization to subtle appearance changes like lifelong variations within place
y. (c) Our CRO uses existing inter-place visual similarity (y vs j 1) during training to simulate and learn
robustness against intra-place variations (like lifelong changes). Assigning higher target probability to
similar places (j 1) encourages a continuous representation space.

2.2 Related work

Visual place recognition. Recent works have leveraged powerful backbones, ranging from CNNs

to modern Vision Transformers (ViTs) like DINOv2 [26]. hese advanced backbones support diverse

tasks, such as designing feature aggregators [12, 17, 27], sequence-to-frame matching [28], two-stage

reranking [11,24,29], and computationally e�cient deployment [30]. A historically dominant training

strategy has been the use of metric learning losses, such as contrastive or triplet losses, to learn

discriminative image representations [10,12,31]. This paradigm is still adopted by many modern ViT-

based methods that utilize advanced ranking losses like multi-similarity loss [29,30,32]. However, these

methods are primarily built upon ranking losses, which rely heavily on a mining strategy such as hard

negative mining [12].

Classi�cation proxy in retrieval. VPR methods like CosPlace [1] have aimed to improve scalability

by using classi�cation loss as a proxy task. CosPlace [1] newly proposes the extensive San Francisco

eXtra Large (SF-XL) dataset, showing the scalability issues of the mining strategy in existing VPR

methods. To overcome this problem, it leverages a classi�cation loss, speci�cally Large Margin Cosine

Loss (LMCL) [2], as a proxy task, achieving superior performances on VPR benchmarks. Furthermore,

another VPR method, EigenPlaces [18], revises the labeling strategy of the SF-XL dataset to incorporate

classes with diverse views, e�ectively addressing a challenge of substantial viewpoint changes.

The strategy of employing classi�cation objectives as a proxy for learning discriminative embeddings

is not unique to VPR. In the related �eld of landmark retrieval, similar classi�cation-based losses like

ArcFace [33] or CurricularFace [34] are often utilized, to train robust global and local representations [35,36].

Likewise, classi�cation loss, commonly referred to as ID loss in person re-identi�cation (Re-ID), serves as

a foundational training objective [37,38]. It is frequently combined with metric learning losses, such as

triplet loss, to further enhance feature discriminability [37{ 39], with some works speci�cally addressing

the potential inconsistencies arising from jointly optimizing these di�erent objectives [38].

6



2.3 Methods

2.3.1 Preliminaries

Scalable training approaches [1,18] in VPR utilize a classi�cation loss as a proxy task, employing

CosFace [2] as the training loss. A margin-based logit function for any classj including a target classy

can be formulated with a margin m and a scale factors as:

l (cos� j ) =

8
<

:

s(cos� j � m) j = y

scos� j j 6= y
; (2.1)

where � j is the angle between the input feature vector and the weight vector for classj . Predicted

probability pj are calculated using cosine similarity and softmax, which is speci�cally formulated as

follows:

pj =
exp (l (cos� j ))

P

k
exp (l (cos� k ))

; cos� k =
W T

k � x
jjWk jj � jj xjj

; (2.2)

where Wk is a weight vector of any classk and x is a feature vector of an input image. These probabilities

are then utilized to compute cross-entropy loss for CosFace loss as follows:

L hard = H (q; p) = �
X

k

qk log (pk ); (2.3)

where hard target distribution qk is 1 for the target class and 0 for the rest. Subsequently, the model

trained on the classi�cation loss is deployed for a task of image retrieval, speci�cally in the context of

VPR.

However, this approach does not leverage the rich visual relationships between di�erent places in

large datasets. Exploiting these relationships could enhance robustness against subtle intra-place changes,

like lifelong variations.

2.3.2 Class-Relational Objective

We here introduce Class-Relational Objective (CRO) by integrating visual information from inter-class

relations. Thanks to the cosine-based classi�cation loss demonstrated in Eq. 2.2 and 2.1, thel2-normed

class weight vectors are aligned within the same distance space asl2-normed feature vectors, thereby

enabling the calculation of visual similarity across classes. Hence, to capture the visual di�erence between

classes, the similarity-based a�nity between classes is calculated using the normalized dot product of

their class weightsW 2 RK � C of dimensionality C, as:

Ay;j = � (Wy )> � (Wj ); (2.4)

where the l2-normalization function � (f ) = f =kf k, and Wy and Wj are the weights of the classi�er for the

target class and any other classes, respectively. We then apply a softmax function to the class relations

to obtain a label distribution with a temperature � , as follows:

Ây;j =
exp(Ay;j =� )

P
k6= y exp(Ay;k =� )

; 8j 2 f 1; : : : ; K g: (2.5)
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(a) Training epoch 9 (b) Training epoch 18 (c) Training epoch 27 (d) Training epoch 36

Figure 2.3: Relationship between training accuracy and magnitude of class weight. (a)-(d)
show histograms depicting this relationship at di�erent training epochs. The x-axis represents the
magnitude of the class weight, de�ned as thel2-norm of the weight vector, while the y-axis shows mean
classi�cation accuracy for classes within the speci�c magnitude range. It appears that relatively lower
magnitudes consistently correspond to higher training accuracy.

Finally, our loss using CRO is reformulated with the constructed label distribution Ây as follows:

f CRO (qj ) =

8
<

:

(1 � � ); j = y;

� Ây;j ; j 6= y;

L CRO = H (f CRO (q); p);

(2.6)

where a hyperparameter� controls the strength of relational in
uence from the inter-class visual similarity

Ây;j .

This objective encourages the model to place visually similar classes closer in the feature space,

leveraging inter-place similarity to build robustness against subtle intra-place variations like lifelong

changes.

2.3.3 Loss Integration with Class Stability Weighting

Our CRO approach builds a target distribution f CRO (q) using class weights changing during training,

which may causes 
uctuations in the target distribution during training. These rapid 
uctuations can

destabilize the learning process. Classes that are more di�cult to learn tend to require more updates

for their weights during training, which can lead to larger 
uctuations. These frequent updates may

result in higher weight magnitudes for such classes. Therefore, we investigate a relationship between

training accuracy and magnitude of class weight. Figure 2.3 empirically shows an inversely proportional

relationship throughout the entire training epochs; speci�cally, as the magnitude of class weights increases,

we observe a decline in training accuracy. A class achieving high training accuracy tends to exhibit less


uctuation in its weight during training, thus giving a chance for the stable application of CRO. We

therefore de�ne the magnitude as a measure of class stability, and use it for �nal loss function. We

integrate two losses of baseline (Hard) and CRO to make the training more stable through Class Stability

Weighting (CSW) as:

L = 
 y i L Hard + (1 � 
 y i )L CRO ; (2.7a)

where 
 y i is the loss weight for input imagei , determined for each target classyi . This weight is calculated

by applying min-max normalization to the L2-norm magnitudes of the class weight vectorsWk across all

classesk 2 f 1; :::; K g:


 y i =
jjWy i jj2 � mink jjWk jj2

maxk jjWk jj2 � mink jjWk jj2
: (2.7b)

Integrating CSW with CRO enables dynamic adjustment of each loss's contribution, e�ectively
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mitigating potential 
uctuations during training.

Gradient analysis on class weight. We assume that weight magnitude closely re
ects the cumulative

gradient magnitude over training epochs. By analyzing gradient magnitude, we can understand the

relationship between training accuracy and magnitude of class weight. The training accuracy is associated

with a similarity to target class, and the similarity re
ects the di�culty of a given instance [40]. The

magnitude of the derivative of the loss function with respect to the class weightWy i , where yi is the

target class of an input i , can be simpli�ed with respect to cos� y i as follows:










@LCE

@Wy i








 =

@LCE

@l(cos� y i )
@l(cos� y i )
@cos� y i










@cos� y i

@Wy i










/ (1 � py i )
q

1 � cos2 � y i (w.r.t. cos � y i ).

(2.8)

The derived equation consists of the product of two terms:(1 � py i ) and
p

1 � cos2 � y i . Both of these

terms are inversely related tocos� y i , which meanscos� y i controls the emphasis on gradients based on the

di�culty during training. The change in class weight while updating tends to depend on the magnitude

of the gradient. Consequently, in CSW, the weight magnitude helps to identify saturated classes that

require minimal change, which aids in stabilizing the training process.

2.3.4 Derivation of class weight for CSW

The derivative of L CE w.r.t Wy i is computed by chain rule as follows:

@LCE

@Wy i

=
@LCE

@l(cos� y i )
@l(cos� y i )
@cos� y i

@cos� y i

@Wy i

: (2.9)

The derivatives w.r.t logits and cosine similarity can be computed as:

@LCE

@l(cos� y i )
= py i � 1;

@l(cos� y i )
@cos� y i

= s: (2.10)

By the quotient rule, the derivative of cosine similarity w.r.t the class weight is:

@cos� y i

@Wy i

=
@

@Wy i

 
W T

y i
x i

kWy i kkx i k

!

=
kWy i kkx i kx i � W y i

kW y i k kx i kW T
y i

x i

(kWy i kkx i k)2

=
1

kWy i k

�
x i

kx i k
� cos� y i

Wy i

kWy i k

�
:

(2.11)

Incidentally, the gradient vector results in a tangent vector at a point Wy i on a unit sphere, as�
x i

kx i k � cos� y i

W y i

kW y i k

�
� W y i

kW y i k
= 0. Since the terms in Eq. 2.10 are constants, to compute the magnitude

of the derivative, we calculate the norm of @cos � y i
@Wy i

as follows:










@cos� y i

@Wy i








 =

s
@cos� y i

@Wy i

T @cos� y i

@Wy i

=
1

kWy i k

q
1 � cos2 � y i :

(2.12)
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Finally, we can express the magnitude of the derivative of the loss function w.r.t the class weight as:










@LCE

@Wy i








 =

@LCE

@l(cos� y i )
@l(cos� y i )
@cos� y i










@cos� y i

@Wy i










= (1 � py i )
q

1 � cos2 � y i

s
kWy i k

* py i 2 [0; 1];
(2.13)

where the overwhelming majority of cos� y i are greater than zero, as empirically shown in Fig. 2.4.

Figure 2.4: Histogram of cos� y i values calculated for all input i , with the vertical red dashed line
indicating cos� y i = 0.

Table 2.1: Overview of VPR benchmarks. This table provides dataset statistics, including the
number of images in the database and queries, and their categorization as lifelong and other conventional
datasets.

Dataset #Database #Queries Lifelong

SF-XL test v1 [1] 2.8M 1000 X
SF-XL test v2 [1] 2.8M 598 X
MSLS Val [13] 18.9k 740 X
MSLS Challenge [13] 38.7k 27k X
AmsterTime [41] 1231 1231 X
Eynsham [42] 23.9k 23.9k
Pitts30k [43] 6.8k 10k
Pitts250k [43] 8.3k 84k
Tokyo 24/7 [44] 76k 315
San Francisco Landmark [45] 1M 598

2.4 Experiments

2.4.1 Datasets and Evaluation

We extensively evaluate our method on diverse and conventional benchmarks for comprehensive

comparisons. We introduce a new category termedlifelong, where the benchmark contains datasets with

signi�cant temporal variations, capturing changes over extended periods. Among datasets providing

temporal span information, we classify those with at least a two-year gap between query and database

images as lifelong, allowing for long-term changes in the captured environments. Detailed statistics and

the category of each benchmark are shown in Table 2.1.

We summarize the details of �ve benchmarks in the lifelong category as follows:

SF-XL test v1 and v2 [1], shared for evaluations in both test v1 and test v2, encompasses the entire

city of San Francisco with 2.8M testing images captured in 2013. The images are sourced from Google

StreetView and provide a wide range of challenging scenarios such as signi�cant viewpoint changes, with
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Table 2.2: Comparison on the lifelong benchmarks. This table categorizes methods by backbone
type into two sections: CNN-based backbone and ViT-based backbone. The best results are highlighted
in bold. Recall@1 (%) is reported. \Dim." means feature dimensionality for each method.

Method Backbone Dim. SF-XL test v1 SF-XL test v2 MSLS Val MSLS Chall. Amster.

GCL ResNet-50 2048 11.4 42.3 66.2 43.2 14.6
R2Former ResNet-50 256 19.0 47.0 79.6 57.0 16.7
MixVPR ResNet-50 4096 72.5 88.6 88.4 64.3 40.8
CosPlace ResNet-50 2048 76.4 88.8 87.3 67.5 47.7
EigenPlaces ResNet-50 2048 84.1 90.8 89.1 67.9 48.9
Ours ResNet-50 2048 86.0 92.3 90.1 68.8 51.1
CricaVPR DINOv2-B 10752 65.8 83.3 89.1 68.1 38.6
SALAD DINOv2-B 2112 82.2 93.3 90.8 74.4 54.3
SALAD DINOv2-B 8448 88.7 94.5 92.0 75.8 58.6
BoQ DINOv2-B 12288 91.8 95.0 93.8 79.5 62.9
Ours DINOv2-B 2048 93.7 94.0 92.2 77.3 59.9
Ours DINOv2-B 4096 94.9 94.3 92.3 78.6 62.1
Ours DINOv2-B 8192 93.6 95.2 92.6 78.6 63.6

highly accurate GPS data. SF-XL test v1 consists of 1,000 query images sourced from Flickr, captured

across various years from 2006 to 2020, leading to a temporal gap of up to 14 years. SF-XL test v2 uses

a set of 592 queries from from the San Francisco Landmark dataset [45], which was released in 2011,

ensuring a minimal temporal gap of two years since the SF-XL database images were captured in 2013.

Given the frequent modi�cation of urban structures ( e.g., buildings), SF-XL provides a realistic test for

lifelong scenarios with signi�cant temporal variability.

MSLS Val and Challenge [13] is a crowdsourced dataset for lifelong visual place recognition, containing

tens of thousands of images from 30 major cities across six continents. For the challenge set, GPS data

is withheld to ensure the integrity of evaluations, which are conducted through their system. Notably,

it spans seven years of temporal coverage, making it particularly suitable for evaluating lifelong VPR

scenarios.

AmsterTime [41] consists of a set of 1,231 grayscale historical images as queries and 1,231 contemporary

photos as the gallery in Amsterdam. It contains matching labels between queries and gallery images,

con�rmed by human experts. This dataset presents one of the most challenging lifelong scenarios, with

an extreme temporal gap ofover a century.

For performance evaluation, we follow the evaluation protocol commonly adopted in previous

VPR studies [10{ 13,24,25,46]. We use a distance threshold of 25 meters to identify positive matches

by calculating physical distances from the provided location data, except for AmsterTime [41] and

Nordland [19]. AmsterTime provides prede�ned query-positive pairs, and thus we use the labels directly

without distance calculation. For Nordland, which consists of aligned frames from four seasons, a query is

considered accurately localized if one of the top-N predictions falls within ten frames of its corresponding

ground truth in the database. As is standard in VPR, we utilize recall@K (R@K) as the evaluation metric,

measuring the proportion of queries with at least one positive image among the top-K shortlisted results.

All evaluations are performed using only global retrieval, without additional steps like visual re-ranking.
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2.4.2 Implementation details

Model and data setup. To validate the e�ectiveness of our method, we employ several deployable

architectures, including ResNet-50 [47], DINOv2 [26], as backbone networks. For CNN backbone,

we extract global descriptors using GeM pooling [48] followed by a fully connected layer. For ViT

backbone (DINOv2), following [17], we apply two-layer MLPs for token embeddings, followed by a fully

connected layer for the dimensionality reduction, and �ne-tune only the last four blocks. Following

common practice in classi�cation-based proxy training [1,18], the �nal classi�cation layer used during

training with our proposed loss is detached during inference. Instead, the output features from the

preceding layer (e.g., after GeM pooling or MLPs) are utilized as global descriptors to perform the retrieval

task via nearest neighbor search. Following the class labeling strategy by EigenPlaces [18], we utilize the

SF-XL training dataset, cropping a total of 6.72M images from 3.43M panoramas. For validation, we use

SF-XL validation datatset, which is con�gured for retrieval evaluation based on query-database matching

using GPS. These images are classi�ed into approximately 263.9k classes and further organized into 18

groups, with each training epoch involving two groups.

Training Details. For training stability, we temporarily freeze our CRO during the initial 9 epochs

as a warm-up, out of a total of 40 epochs. We set the smoothing parameter� = 0 :2 and temperature

� = 0 :1 based on ablation studies. For computational e�ciency, the class similarity matrix A for CRO

(Eq. (2.5)) and the stability weights 
 y i for CSW (Eq. (2.7b)) are pre-calculated once at the beginning of

each training epoch, rather than being computed within each iteration. The computational overhead from

these per-epoch calculations is a small fraction, contributing less than 5% to the overall training duration.

The model is trained with a batch size of 320 using Adam optimizer with a learning rate of 1� 10� 4. All

training is performed on two RTX 3090 GPUs, and a complete training takes approximately 17 hours.

2.4.3 Comparison with State-of-the-Arts

We conduct comprehensive comparisons of our method with recent state-of-the-art methods with

CNN backbone, including EigenPlaces [18], CosPlace [1], GCL [10],R2Former [24], and MixVPR [32]. We

utilize author-released pre-trained networks for benchmark evaluations. Both CosPlace and EigenPlaces

are trained on the SF-XL dataset. GCL and R2Former utilize MSLS for training, while MixVPR is

trained on the Google StreetView (GSV) [22] dataset.

Given recent advancements in VPR through the discriminative power of foundation models, we

further evaluate our method built on DINOv2 [26] as the backbone, with the results. We compare our

method with other foundation model-based methods, including CricaVPR [16], SALAD [17], and BoQ [27].

For SALAD, with a dimensionality of 2,112, we reproduce the method using the author-released code and

provided parameters.

The extensive results with two di�erent types of backbones are reported in Table 2.2 and 2.3 for

lifelong and other conventional datasets, respectively. For the lifelong category in Table 2.2, our approach

with CNN-based backbone consistently achieves state-of-the-art performance across all benchmarks. By

e�ectively utilizing visual relationships across classes, our method successfully handles challenging lifelong

variations. Furthermore, the experimental results with ViT-based backbone show that our method

achieves best performances on the most challenging lifelong benchmarks, SF-XL and AmsterTime. on

MSLS, we obtain comparable results to BoQ which has a higher dimensionality.

For the other conventional benchmarks in Table 2.3, our results are either comparable to or surpass
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Table 2.3: Comparison on the other conventional benchmarks. The layout is the same as in
Table 2.2.

Method Backbone Dim. Eynsham Pitts30k Pitts250k Tokyo 24/7 San. Landmark

GCL ResNet-50 2048 71.3 72.0 68.0 43.2 41.3
R2Former ResNet-50 256 84.9 76.5 72.5 51.7 50.5
MixVPR ResNet-50 4096 89.6 91.6 94.1 86.3 84.6
CosPlace ResNet-50 2048 90.0 90.9 92.3 87.3 87.1
EigenPlaces ResNet-50 2048 90.7 92.5 94.1 92.7 89.6
Ours ResNet-50 2048 90.9 92.3 94.2 94.0 91.6
CricaVPR DINOv2-B 10752 88.3 89.9 92.4 86.3 83.6
SALAD DINOv2-B 2112 91.2 91.1 93.7 93.0 91.6
SALAD DINOv2-B 8448 91.6 92.3 95.0 94.6 92.6
BoQ DINOv2-B 12288 92.1 93.7 96.6 96.5 93.6
Ours DINOv2-B 2048 91.8 94.0 96.6 96.5 91.5
Ours DINOv2-B 4096 92.2 94.5 96.7 97.1 91.6
Ours DINOv2-B 8192 92.1 94.5 97.1 97.5 90.8

Table 2.4: Ablation study of CRO and CSW. Recall@1 (%) on lifelong benchmarks.

Method SF-XL v1 SF-XL v2 MSLS Val MSLS Chall. Amster.

Baseline (L Hard ) 84.1 90.8 89.1 67.9 48.9
CRO only (L CRO ) 85.2 91.2 89.7 68.0 49.5
Full (CRO + CSW) 86.0 92.3 90.1 68.8 51.1

the other methods, with our method achieving better performance in most cases.

2.4.4 Ablation Study

E�ectiveness of CRO and CSW. We explore the impact of CRO and CSW on retrieval performance

in Table 2.4. The baseline method uses the standard classi�cation loss (L Hard ) with hard targets as

EigenPlaces. These experiments are conducted using a ResNet-50 architecture with a feature dimension-

ality of 2048. We adopt �ve evaluation datasets that re
ect lifelong scenarios: SF-XL test v1, SF-XL

test v2, MSLS Val, MSLS Challenge, and AmsterTime. The ablation demonstrates that while using

CRO alone does provide a performance boost over the baseline, it achieves better results when combined

with CSW. This can be attributed to the fact that CRO is more e�ective for classes with low weight

magnitudes, as these classes tend to exhibit less 
uctuation.

Hyperparameter studies We study varying the hyperparameter � , representing the relational in
uence

factor as shown in Table 2.5a. The ablation study �nds that � = 0 :2 delivers the best performances in

most cases, validating its selection as the optimal setting for our experiments. We also examine the e�ect

of the temperature parameter � in our CRO approach, with results shown in Table 2.5b. The experiments

reveal that a value of 1=� = 10 ( � = 0.1) generally yields the best performance across the �ve lifelong

datasets, providing an optimal balance.

2.4.5 In-depth Analysis

To further understand the behavior of our method, the following analyses are conducted using the

ResNet-50 backbone, consistent with the setup in this Section.
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