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Progress

ÅPixel Retrieval (ICCV 23) 

ÅHypergraph diffusion ( NeurIPS 21, submitted to TPAMI)

ÅTopological RANSAC (NeurIPS 23)

ÅLMM reflection (to submit)

ÅDiffusion for hierarchical classification (under review)

ÅPixel retrieval journal extension (to submit)
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Content
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ÅUser-friendly Interaction
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ÅHypergraph diffusion ( NeurIPS 21, submitted to TPAMI)

ÅTopological RANSAC (NeurIPS 23)

ÅLMM reflection (to submit)
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Slow thinking: convert time to accuracy

ÅWe have two kinds of thinking modes. System 1 thinking is 
quick and instinctive; system 2 thinking is slower and rational.

ÅŗLLMs currently only have a system 1. We want to řthinkŚ: 
convert time to accuracy.Ř ŕAndrej Karpathy
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Slow thinking and reranking

ÅHuman thinking models: fast thinking, slow thinking.

ÅImage retrieval system: initial search, reranking.

ÅBoth slow thinking and reranking tries to ŗconvert time to 
accuracyŘ.
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A retrieval system gains intelligence 
through reranking

ÅFor a new problem :
ÅRecall related information,

ÅReasoning,

ÅRemember the related knowledge for next use.

ÅWhen met it again:
ÅDirectly retrieve the previous approach.

ÅSolve it more efficiently.
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Reranking for an image retrieval system

ÅWhen met an object:
ÅReasoning and remember it if it is a first -met object.
ÅRecall it (where, when, what ) if the agent has seen it before.

ÅSpeed and accuracy.

ÅUser-friendly.
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User-friendly image indexing and retrieval system.

update

support

Hypergraph diffusionTopological RANSAC

User-friendly Interface

[NeurIPS 23]
[NeurIPS 21]

[ICCV 23]
Interaction with 

Pixel
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Pixel-level interaction

ÅA new task

ÅAn user study

ÅA benchmark

ÅA testbed

Guoyuan An, Woo Jae Kim, Saelyne Yang, Rong Li, Yuchi Huo, and Sun-Eui Yoon. Towards content -based pixel retrieval in revisited 
oxford and paris . In Proceedings of the IEEE/CVF International Conference on Computer Vision, pages 20507 ŕ20518, 2023 10



An issue of existing image retrieval
ÅImage retrieval
ÅA real-world image has several different objects with complex 

background

ÅRetrieved ranking list contains false positive images

ÅUsers may be difficult to identify the query object from the ranking list

Which imag e is correct?

Image 
retrieval
result

Query
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Pixel retrieval 
ÅImage retrieval
ÅSearch the images which contain the query object from the database

ÅPixel retrieval
ÅSearch pixels that depict the query object from the database
ÅRetrieve, localize, and segment the target object from the database images

Which imag e is correct?

Pixel 
retrieval
result

Query
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An user study - setting

Å40 participants on Prolific divided into 4 groups

Å16 questions
ÅFind images that contain a given target among candidate images

ÅCompare the time taken to complete the task between the 
two conditions
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An user study - result

ÅPixel retrieval help users to finish the task faster
ÅImage retrieval: mean=53.71s, std=80.08s

ÅPixel retrieval: mean=37.07s, std=49.76s

ÅDifference is statistically significant
ÅT-test, p-value=0.00091

ÅParticipants responded that pixel retrieval annotations was helpful
ÅMean = 6.375/7, std = 0.89
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Benchmarks ŕdata source
ÅRevisited Oxford and Paris
ÅIntroduced in 2007, 2008. Refined in 2018
Å4996 images in Oxford, 6443 in Paris, and 1 million distractors

ÅMerit 
Å1: a popular benchmark in image retrieval
Å2: severe viewpoint changes, occlusions, and illumination changes
Å3: each query image contains up to hundreds of positive database 

images , while other datasets, such as UKBench [27] and Holiday [12], only 
have 4 to 5 positive images for each query

Query up to hundreds of positive database images

Easy Medium Hard

17



Benchmark - Annotation
ÅMask annotation
ÅQuery: researchers
ÅDB images: annotators

ÅQuality assurance
Å3 professional annotators
Å3 steps

18



Benchmark - Metrics

ÅPixel retrieval from database
ÅExisting image retrieval metric: mAP

ÅNew pixel retrieval metric: mAP@50:5:95 
ÅAn database image is true positive only if its Intersection over

Union ( IoU) is larger than a threshold n

Ån is set from 0.5 to 0.95, with step 0.05

ÅPixel retrieval from ground -truth query -index image pairs
ÅUse existing ranking/reranking methods and treat the remaining 

process as one-shot detection/segmentation

ÅMetric: mean of mIoU of all the queries, where mIoU is the mean of 
the IoUs for all the ground -truth index images
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Existing approaches

ÅRetrieval methods
ÅSpatial verification

ÅDetect-2-retrieval 

ÅOne-shot detection and segmentation
ÅOpen world localization 

ÅHSNet, SSP, ŏ

ÅDense matching
ÅGLUNet, WarpC, ŏ

However, they have to combined with 
retrieval methods to achieve pixel 
retrieval. 
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Qualitative results

Å unsatisfied performance 
on hard cases.
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Testbed

Pixel retrieval from database

Pixel retrieval from ground -truth query -index image pairs

Å No single method 
outperforms all others 
across all test protocols

Å Methods with high accuracy 
are usually slow 
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Å No single method outperforms all others across all test protocols

Pixel retrieval from ground -truth query -index image pairs 25



Å Methods with high accuracy are slow 

Pixel retrieval from database
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The objective should be to develop a method that 
achieves both high accuracy and rapid processing speed.



Database management

ÅBackground

ÅOrdinary graph diffusion

ÅHypergraph diffusion

ÅResult

Guoyuan An, Yuchi Huo, and Sun-Eui Yoon. Hypergraph propagation and community selection for objects retrieval. Advances in 
Neural Information Processing Systems, 34, 2021

Guoyuan An, Yuchi Huo, and Sun-Eui Yoon. Accurate and Fast Pixel Retrieval with Spatial and Uncertainty Aware Hypergraph 
Diffusion. To submit
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Background - Diffusion
ÅInitial search: ranking the database images based on their visual similarity

ÅManifold : even though the images of the sequence contain the same 
object, the global visual texture may seem completely different after a 
certain point

ÅDiffusion performs similarity propagation to improve the performance

● ●
●

●(query) 30



Ordinary graph diffusion

ÅEach image is represented as a node

ÅCan not localize the target object

● ●
●

●

● ●

●

●
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●

Hypergraph diffusion
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ÅWe treat each local feature as a node, and connect these nodes using hyperedges
ÅThe matching of local features are found by spatial verification offline
ÅWe can quickly localize the target object online



Hypergraph diffusion 

35

Ὢz ὍὪ Ὅᶻ ὍὍ ȟὪᶻ ὃὫὫὍᶻ

Ordinary graph diffusion

Diffusion process

Initial ranking vector of all images

Final ranking vector of all images

Hypergraph diffusion

Hypergraph diffusion process

Initial ranking vector of all local features

Final ranking vector of all local features

Aggregation function

Final ranking vector of all images



Hypergraph diffusion can even 
improve the image level performance
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Problem

ÅSome works observed that diffusion degrade the retrieval 
performance of the hard cases. 

before diffusion
after diffusion

before diffusion
after diffusion

before diffusion
after diffusion

Radenovicȟ ȣ %ÆÆÉÃÉÅÎÔ $ÉÆÆÕÓÉÏÎ ÏÎ 2ÅÇÉÏÎ -ÁÎÉÆÏÌÄÓȡ 2ÅÃÏÖÅÒÉÎÇ 3ÍÁÌÌ /ÂÊÅÃÔÓ ×ÉÔÈ #ÏÍÐÁÃÔ #.. 2ÅÐÒÅÓÅÎÔÁÔÉÏÎÓȟ #602 ςπρψ

Performance degrades0.80

0.61 0.4
0.34 0.15

0.02
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Where does diffusion fall short?
ÅDiffusion is used for solving the manifold problem

ÅHowever, if the dataset is difficult, some images in a manifold may 
not contain a same object

ÅThus, diffusion inevitably includes false positives

● ●

●

● ●

false positives
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Hypergraph diffusion settles this issue

●

●

●

●

●
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Hypergraph diffusion settles this issue



Quantitative result - image retrieval
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Å The best image level accuracy



Quantitative result ŕpixel retrieval
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Å High accuracy
Å Much faster than other approaches 



Qualitative result
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Å For each query, we correctly only accept the true positive (TP) and reject the false positive 
(FP) in the initial ranking list.

FPTP FPTP
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Hyperedge

Ordinary graph edge



45

Hyperedge

Ordinary graph edge
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Hyperedge

Ordinary graph edge



Qualitative result
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Å Compared with direct spatial verification , our hypergraph diffusion can utilize the easier 
images to get better localization result. 



Viewpoint 
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Spatial verification

HD (ours)

Query Target database image

Query Target database imageŗEasierŘ images



Illumination
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Query

Spatial verification

Target database image

HD (ours)

Query Target database imageŗEasierŘ images



Contributions

ÅWe present the first work to apply diffusion to local features.

ÅBy employing hypergraph diffusion on local features, we 
effectively mitigate the false -negative issue prevalent in 
existing diffusion methods.

ÅOur approach achieves state -of-the-art performance in both 
image-level and pixel -level retrieval, excelling in terms of 
speed and accuracy.
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Deal with new object

ÅSpatial verification issue

ÅTopological verification

ÅResult

Guoyuan An, Juhyung Seon, Inkyu An, Yuchi Huo, Sung-Eui Yoon. Topological RANSAC for instance verification and retrieval without 
fine -tuning. Advances in Neural Information Processing Systems, 36, 2023 51



Are they the same object?

ÅIt is a problem that is easy for human but difficult for machine.

ÅEven the best fine -tuned models trained on the vast GLD with 4.1 
million images have yet to reach human -level accuracy on ROxford
and RParis. 
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Spatial verification
ÅMatching in 1 st step has inliers and outliers

ÅCan use a homography matrix (H) to describe the spatial configuration change between point 
locations in different views
Åὼ ὼ Ὄz

ÅBut we do not know the H 
ÅSolution: repeatedly sample H, and select the one with the highest number of inliers.
Å If ὼὌ ὼ ‐, the matching for ὼὥὲὨὼ is a inlier
Å This process is called random sample consensus (RANSAC)
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Planar assumption of spatial verification

ÅIf PŚ is not in plane ɘ, using H, we find wrong ὼ instead of 
correct ὼ
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The consequence of planar assumption

ÅThe real world object is 3D

ÅThe planar assumption leads to wrong matchings in complex cases

#inliers:18 #inliers:22
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Wrong verification result
Correct verification result



Solution: topological consensus

ÅParts of an object that are connected should remain so, even 
when the viewpoint changes

ÅAny two patches in an object should have a path to be connected 

ÅThis assumption holds true for 3D objects
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Solution: topological consensus

ÅDivide an image into many patches

ÅVerify each patch pair

ÅVerify the topological consensus among the verified patches
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Result
ÅBest accuracy among methods using SIFT features

ÅPerformance improvement than spatial verification (SP) when using fine -tuned features

ÅBetter than the famous pre -trained CLIP and SuperPoint

ÅComparable to the famous fine -tuned models GeM

using fine -tuned DELG feature
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